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revealing an unexpected phenotype where it can hijack the host cell.  This work not only 

offers broad insights into the determinants of TF binding and regulation, but also provides 

a means to predictively engineer binding sites with desired affinity, while demonstrating 

the power of efficient data processing in uncovering intricate biological processes.   
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out TFs [6-8].  These can be correlated with validated or predicted binding sites when 

available, however many TFs have been understudied from a binding perspective, thus this 

association may not be possible.  Moreover, it has long been understood that the most 

common approaches to predicting TF binding frequently identify potential binding sites 

that are not bound in vivo [9, 10].  This work aims to bridge these gaps by presenting an 

improved approach to detecting differential expression using inducible and knockout TF 

perturbations and completing binding maps by the systematic application of binding assays 

to all E. coli TFs. 

Modeling and Measuring TF-DNA Affinity 

 While decades of research have gone toward modeling the sequence preference of 

various TFs, models were initially limited by the experimental approaches used to inform 

them.  Historically, molecular biology methods such as electrophoretic mobility shift assay 

(EMSA) and DNA footprinting have been used to identify TF binding to specific 

sequences, however these methods have significant limitations for studying TF binding at 

scale.  EMSA is performed by mixing TF protein with labeled DNA sequences for binding, 

and products are then run on an electrophoretic gel to distinguish bound and unbound 

DNAs [11].  This is seen with a shift in probes on the gel where bound targets move slower 

than unbound ones.  It is worth noting that in certain cases where concentrations are 

accurately quantified, EMSA can provide a readout of binding affinity depending on the 

amount of probes in the bound and unbound fractions, however these assays are low 

throughput as they must be performed for a single DNA sequence at a time.  Footprinting, 

on the other hand, utilizes labeled sequences which are allowed to bind the TF of interest 
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before exposure to DNase I enzyme which degrades DNA [12].  Regions of the sequence 

that are bound by TF are protected from this degradation, and a high-resolution of bound 

bases can be determined, while sacrificing the potential quantitative readout that EMSA 

can provide.  In both cases, target sequences must be tested one at a time, and selected a 

priori, which can be difficult for TFs for which no prior knowledge exists. 

 Advances in high-throughput genomic techniques over the last two decades have 

greatly expanded the repertoire of TFBS, however many of the most popular assays are 

limited to identifying binding in vitro, these include Protein Binding Microarrays (PFMs) 

[13], Systematic Evolution of Ligands by Exponential Enrichment (SELEX) [14], and the 

more recently developed DNA Affinity Purification Sequencing (DAP-Seq) [15].  While 

these are powerful tools for measuring TF binding, it is well understood that binding in 

vitro does not always equate to binding in vivo due to the lack of contextual factors such 

as DNA shape and binding cofactors.  Chromatin immunoprecipitation followed by 

sequencing (ChIP-Seq) is one of the few methods used for identifying TFBS in vivo, 

however differences in protocols, conditions, and computational processing can modulate 

the degree of real or apparent binding, complicating comparison, and interpretation of 

results, thus a systematic approach to performing and analyzing this data is needed. 

 TF binding specificity is typically understood through sequence motifs, providing 

a measure of the preferred nucleotides at each position of a binding site.  While high-

throughput genomic techniques have facilitated the identification of binding sites for many 

TFs, there is still a lack of consensus on the best way to model specificity.  The earliest 

methods for this include Position Frequency Matrices (PFMs) and Position Weight 
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Matrices (PWMs), which simply describe which nucleotides are more or less likely to be 

found at each position of a binding site based on a collection of known sites [16, 17].  

Consequently, these representations cannot be used to quantitatively predict why a TF 

binds one sequence more strongly than another.  Moreover, several studies have shown 

that binding sites predicted from these probabilistic methods are often not bound at all in 

vivo [9, 10]. 

 Thermodynamic modeling provides a framework more closely tied to the 

underlying biophysics of TF binding, where features of the DNA sequence provide 

energetic contributions that help or hinder binding [18, 19].  Most often, each base in a 

sequence contributes independently to the overall energy of binding.  While more complex 

models exist that account for contributions of neighboring di- and tri-nucleotides, as well 

as structural features of DNA [20-22], it is not clear to what degree those complexities are 

necessary for an accurate picture of binding affinity. 

 
Significance and Problem Overview 

 The systematic mapping of E. coli TFBS provides a rich ground for understanding 

connections between DNA sequence and strength of TF binding.  Comprehensive mapping 

of in vivo binding sites will answer questions regarding the determinants of binding affinity 

both in depth for specific TFs and in breadth for genome-wide patterns for binding and 

regulation.  Several studies have shown how binding affinity directly correlates with 

regulation [23-25], and our binding data will provide a wealth of information that we will 

use to generate quantitative models of affinity in an experimentally verifiable way.  

Combining binding with expression data will also provide a means for elucidating 
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CHAPTER TWO: GENERATING A COMPENDIUM OF TRANSCRIPTION 

FACTOR BINDING PROFILES IN ESCHERICHIA COLI 

Importance of Systematic Genome-Wide Mapping of TF Binding 

 As discussed above, decades of work in E. coli have led to a deep mechanistic 

understanding of TF function, however this deep understanding is limited to a handful of 

well-studied TFs.  In fact, a recent publication estimates that only 30% of TF-DNA 

interactions in E. coli have been identified [5].  While the number of binding maps has 

steadily grown thanks to the development of high-throughput binding assays, the most 

common among these are limited to examining binding in vitro. 

 In vitro methods are useful because they allow precise control over reaction 

conditions (especially TF concentration), however this benefit is gained at the expense of 

genomic context such as DNA shape or TF co-factors that help or hinder binding that are 

not present unless explicitly added to a reaction [26].  Moreover, many high-throughput in 

vitro methods do not directly identify genomic coordinates that are bound by the TF.  

Instead, they typically build a model of sequence specificity to predict genomic binding 

sites of a TF [27].  As we will discuss in Chapter 4, traditional models of sequence 

specificity do not predict binding affinity, and many sites a TF is predicted to bind based 

on these models are not actually bound in vivo.  This motivates our attempt to 

systematically identify genomic binding sites for all E. coli TFs, which we later show 

improves detection of regulatory interactions and modeling of sequence specificity. 
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Figure 3: ChIP-Seq Experiment Schematic.    We started by growing cells to logarithmic 
growth, at which point we may have added treatments (e.g. arabinose) as necessary.  We 
crosslinked cells to fix TFs to any DNA sequences they were bound to, and lysed the cells via 
sonication, shearing DNA at the same time.  We isolated DNA fragments and added a tag-
specific antibody to allow immunoprecipitation of fragments bound by the TF of interest.  These 
fragments are purified and turned into NGS libraries for Illumina sequencing. 
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to crosslinking.  For SPA-tagged strains, we added 2 mL 5% N-Acetyl-D-Glucosamine 

(GlcNac) and incubated for 5 minutes prior to crosslinking. 

Cells were crosslinked to fix all TFs bound to DNA by addition of formaldehyde.  

Crosslinking was ceased by the addition of glycine.  Crosslinked cultures were washed 

with PBS in preparation for shearing.  After washing, cells were resuspended in a buffer 

containing protease inhibitor, transferred to Covaris-compatible tubes, and left on ice until 

sonication. 

We used a Covaris S2 with an optimized sonication protocol to shear DNA, 

allowing us to obtain DNA fragments with a tight length distribution centered around 250 

bp.  This factor was critical in our analysis of resulting data and is discussed in the next 

section.  After sonication, lysate was transferred to 1.5 mL tubes and spun at 13,000g in a 

4°C centrifuge for 10 minutes.  DNA-containing supernatant was transferred to fresh 1.5 

mL tubes, and salt adjustment was performed. 

We used ChIP-grade antibodies specific for each epitope tag to ensure specific 

pulldown of the TF of interest and its bound DNAs while minimizing nonspecific 

pulldown.  For TFs tagged with FLAG or SPA, we used Anti-FLAG antibody (Sigma-

Aldrich #F1804), and for V5-tagged TFs, we used Anti-V5 antibody (Sigma-Aldrich 

#V8012).  We added 5 µL of primary antibody to the salt-adjusted supernatant and rocked 

samples at 4°C overnight for antibody binding. 

We used Protein G Agarose Beads to pull down antibody-bound TFs.  The beads 

bind specifically with the antibodies added above and allowed us to wash away the rest of 

the lysate, keeping only the TF of interest and its bound DNAs.  We first washed 50 µL of 
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normalized to 4 nM concentration, and equal volumes of each library were added to the 

pool.  In cases where library concentration was < 4 nM, we added an equimolar volume of 

library to the pool.  Libraries were sequenced on either a NextSeq500 or NextSeq2000 with 

75 bp single-end reads, except for a few cases where 75 bp paired-end sequencing was 

performed. 

In Vitro ChIP-Seq Variant 

 The in vitro ChIP-Seq assay was developed and performed by Patricia Aquino in 

fulfillment of her dissertation [38].  This differs from the in vivo ChIP-Seq protocol by 

utilizing pre-sheared gDNA and purified epitope-tagged TFs for an in vitro binding 

reaction.  The overall workflow is shown in (Figure 4), and a greater discussion of the assay 

differences is detailed below. 

 Sheared gDNA was generated by extracting gDNA from WT E. coli and shearing 

to the 250 bp size targeted for in vivo ChIP-Seq.  We start by growing WT E. coli in 2 mL 

LB at 37°C with 250 rpm shaking in vented tubes.  Genomic DNA was extracted using the 

GenElute Bacterial Genomic DNA Kit from Millipore-Sigma (#NA2110).  gDNA was 

sheared by increasing the sample volume to 500 µL with TE buffer, and we used the same 

sonication protocol on the Covaris S2 that was used for in vivo ChIP-Seq.  Fragments with 

the correct size were retrieved by mixing the sample from Covaris with 750 µL of 

AMPureXP beads (Fisher Scientific #NC9933872) in a 1.5 mL tube (1.5X bead:sample 

ratio) and incubating for 10 minutes at RT.  Tubes were transferred to a magnetic rack for 

5 minutes, isolating beads bound to target gDNA fragments.  Beads were washed twice 

with 200 µL 80% ethanol, and air dried  for up to 5  minutes, ensuring not  to over-dry the  
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Figure 4: In Vitro ChIP-Seq Experiment Schematic.    We started by combining a purified 
tagged-TF with pre-sheared genomic DNA.  Next, we added a tag-specific antibody to 
immunoprecipitated DNA fragments bound by the TF.  These fragments are turned into NGS 
libraries for Illumina Sequencing. 
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beads.  gDNA fragments were eluted by resuspending beads in 150 µL 0.1X TE buffer, 

incubating for 5 minutes off the magnetic rack, followed by 5-minute incubation on the 

rack.  After beads separated, supernatant containing sheared gDNA was transferred to a 

new tube and ran on Bioanalyzer to confirm gDNA concentration and fragment size. 

 The in vitro ChIP-Seq binding reaction was carried out by combining gDNA with 

different concentrations of purified TF, which allowed us to assess the relationship between 

TF concentration and binding.  We created a Protease Inhibitor-buffered IPP150 by 

dissolving 1 tablet of Protease Inhibitor (Sigma-Aldrich #04693116001) in 10 mL IPP150.  

We combined 500 ng sheared gDNA and either 50 ng or 500 ng purified 6xHis-tagged TF 

in the PI-buffered IPP150, with a final reaction volume of 500 µL.  This was mixed and 

allowed to incubate for 1 hour at RT for protein binding.  After an hour, we added 5 µL 

anti-6xHis antibody (Invitrogen #MA1-21315) and allowed tubes to rock at 4°C overnight.  

All subsequent steps from immunoprecipitation to analysis were carried out identically to 

in vivo ChIP-Seq. 

Analysis Pipeline 

 The Galagan Lab has also developed a comprehensive pipeline for analyzing ChIP-

Seq data that was refined to identify high-confidence binding regions (Figure 5A).  The 

high-level steps performed are as follows: (1) quality control on raw reads; (2) trimming 

adapters and low-quality bases from reads; (3) aligning reads to the E. coli reference 

genome; (4) generating read coverage matrices; (5) identifying statistically enriched 

regions of coverage; (6) filtering likely artefactually enriched regions; (7) verifying the 

correct TF  as a ChIP-Seq-specific QC.   Each of these steps  are applied  uniformly to all  
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CollectWgsMetrics [44].  These included the number and fraction of reads that were 

aligned, the number of bases that were/were not covered by reads, how many bases were 

covered by 1, 5, 10, etc. reads, and more.  Results were imported to our MySQL database. 

 Next, we calculated the number of reads covering each base.  We used our 

previously published peak calling tool, SPAT [45], to parse aligned reads into an Nx4 

matrix (N = genome size), with columns for the genomic position, as well as the number 

of reads aligning to the forward strand, reverse strand, or either strand. 

 We used the coverage matrices to identify enriched regions that may contain one 

or more TF binding sites.  An enriched region is a contiguous sequence of DNA, at least 

150 bp long, that has statistically enriched coverage at each position compared to a 

background model.  SPAT discovered enriched regions by fitting total genome-wide 

coverage to a lognormal distribution and identifying regions with coverage in the top 0.1 

percentile of this distribution for the whole sequence.  We also required the maximum 

coverage in the region to be at least 4.75-fold enriched compared to the genomic average.  

This threshold was determined empirically by ROC analysis, where we used a set of 

RegulonDB [46] known binding sites as a set of positive regions and randomly selected 

genomic coordinates as negative regions.  A custom python script flagged regions that did 

not pass the enrichment threshold to be omitted from downstream analyses. 

 ChIP-Seq produces a strand-specific signature of enrichment that can be used to 

identify true binding peaks [28].  When ChIP-DNA fragments are sequenced, reads are 

generated starting at the edges of the fragment and moving inward, with the TF binding 

site(s) occurring somewhere in between.  Reads will thus align to either side of the binding 
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site in a strand-specific manner, where reads aligning to the forward strand will be shifted 

upstream of the actual binding site and reads aligning to the reverse strand will be shifted 

downstream.  The expected distance between the forward and reverse strand profiles can 

be determined by the combination of DNA fragment size and NGS read length and 

measured by finding the distance that maximizes the cross-correlation between stranded 

enrichment.  For our configuration (350 bp fragments and 75 bp reads) the expected shift 

is 45 bases, thus enriched regions with shift < 45 were flagged and omitted from 

downstream analyses. 

 The pipeline filters out two broad categories of IP artifacts: (1) regions enriched in 

IP controls, and (2) regions enriched across experiments for large numbers of different TFs. 

 For each promoter/tag configuration we performed multiple control experiments.  

For native tagging, we performed experiments with WT E. coli both with and without anti-

tag antibody.  For inducible tagging, we performed experiments with an empty vector with 

and without anti-tag antibody.  For any given ChIP-Seq experiment, we filter out regions 

enriched in at least one control corresponding to that experiment type unless the region in 

the experiment was sufficiently enriched over the region in all control experiments.  For 

native expression samples using the anti-FLAG antibody, all peaks < 1.5-fold enriched 

over controls were filtered, for native expression samples using anti-V5 antibody, peaks < 

2.2-fold enriched were filtered, and for inducible experiments, peaks < 2-fold enriched 

were filtered.  Thresholds were determined through and ROC analysis relative to confirmed 

binding sites in RegulonDB. 

 By performing ChIP-Seq on many TFs, we were able to identify regions that were 
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Figure 6: ChIP-Seq Artifacts are not Always Apparent in Controls.    We have identified 
several genomic regions that appear to be artifacts on account of their ubiquity across TF ChIP-
Seq datasets yet are not revealed in control experiments.  The first 5 rows show different control 
experiments we performed, where this artifact region is not found.  The following 15 tracks 
show a sample of different TFs where this region nearly always appears enriched and is 
therefore artefactual. 
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advantage of relational databases is that they enforce a strict structure of what fields can 

apply to any object, and how objects are related to each other.  These impositions allow 

relational databases to excel at running complex queries where different objects may need 

 
Figure 10: Well-Normalized Databases are Crucial to Bioinformatic Analyses.    High level 
Entity Relational (ER) diagram of our database schemas.  We use a handful of tables common 
across all projects for describing experiments and genomic features (top right), as well as a more 
refined set of tables for experimental metadata (top left) and genomic annotation (middle left) 
specific to this work in E. coli.  Additionally, a set of tables for each project holds analyzed data 
(bottom right). 
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Figure 12: Distribution of Number of TFs Binding All Non-Overlapping 1 kbp Regions.    
Most regions only have at most 2 TFs binding within them while a handful of regions have 
several TFs binding (as many as 11). 
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CHAPTER THREE: SYSTEMATIC IDENTIFICATION OF DIFFERENTIALLY 

EXPRESSED GENES UNDER TF PERTURBATION 

Importance of Capturing DE Genes Under TF Knockout and Induction 

 In the previous chapter, we comprehensively mapped binding sites for 139 E. coli 

TFs, which serves as a foundation for studying direct gene regulation.  Identifying 

regulated genes from expression data has a long history, but we also noted expression alone 

cannot discern direct from indirect regulation.  Our binding data addresses that limitation; 

however, it is well known that not all binding sites are regulatory [29, 58, 59], thus 

expression and binding data are necessary complements for a complete picture of 

regulation.  Additionally, while we noted TF knockout is typically used to identify 

regulation, it can miss interactions for lowly expressed TFs.  TF induction therefore 

provides a complementary means to capture the full scope of regulation.  In this chapter, 

we present a comprehensive expression dataset that allowed us to identify differentially 

expressed genes, which we combined with binding data to identify direct regulation. 

 
Identification of DE Genes 

 We have developed a standardized RNA-Seq protocol [29, 32]  for identifying DE 

genes that we systematically attempted on nearly every E. coli TF under standardized 

culture conditions.  Like our effort using ChIP-Seq, we aimed to capture a complete picture 

of regulation by studying TFs under both induced and knocked-out conditions.  While 

many studies favor the use of knockouts as the primary tool for measuring differential 

expression [6-8], we show that both expression modes are equally valuable in this effort. 
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according to kit specifications, using a final elution volume of 50 µL, and we add 1 µL 

RNase Inhibitor (Thermo Fisher #AM2696) to prevent RNA degradation.  While the 

Qiagen kits are specific for RNA, it is possible for DNA to be washed through with the 

eluate at times and thus we performed DNA digestion as part of our extraction process.  

RNA concentrations were determined with Nanodrop, and 5 µg RNA was digested using 

TURBO DNAse (Thermo Fisher #AM2238).  If fewer than 44 µL RNA was required to 

reach 5 µg, we mixed the RNA volume with 5 µL 10X TURBO DNAse buffer, 1 µL 

TURBO DNase enzyme, and sterile water to a final volume of 50 µL.  If more than 44 µL 

RNA was needed for 5 µg, buffer and enzyme volumes were doubled and water was used 

to increase the volume to 100 µL.  Samples were incubated at 37°C for 45 minutes and 

then purified with RNACleanXP beads (Beckman Coulter #A63987).  Briefly, beads were 

mixed with DNAse-treated samples at a 1.8X bead:sample ratio and allowed to incubate 

for 10 minutes at RT before being moved to a magnetic rack.  Once the beads had separated, 

two washes were performed with 200 µL 70% ethanol, and tubes were air dried for at most 

10 minutes after the second wash.  RNA was eluted from the beads with 27 µL RNase-free 

water and returned to the magnetic rack for 2 minutes, before 25 µL purified RNA was 

finally transferred to fresh PCR tubes.  Concentrations were determined with Qubit before 

library preparation. 

 We converted extracted RNA to NGS libraries for sequencing using Zymo-Seq 

RiboFree Total RNA Library Kit (Zymo #R3003).  We use 1 µg RNA for input and follow 

the kit specifications for this input amount.  The Zymo workflow is as follows: (1) cDNA 

synthesis; (2) ribosomal RNA depletion; (3) adapter ligation; (4) library amplification.  
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approach, we start by using Entrez to query the GeoDataSet database for a GSE ID to 

obtain a GSE record, which contains several fields including the platform used for 

sequencing, organism taxon, and links to external databases such as SRA.  A data series 

may be associated with many GEO Data Samples, which in turn may have multiple SRA 

experiments, which represent an individual experimental replicate or library preparation.  

SRA experiments may in turn be associated with multiple SRA runs (if a library was 

sequenced more than once), and SRA runs may be associated with one or two fastq files 

(depending on whether sequencing was single- or paired-end).  We traverse this hierarchy, 

retrieving all metadata including names and descriptions of each entity, as well as links 

between entities mapping all the way down to the SRA runs associated with a GSE ID.  In 

the bottom-up approach, we begin with a collection of SRA run IDs, and traverse the 

hierarchy in reverse. 

Once a collection of SRA runs has been identified, we run a custom python script 

that points to the EMBL European Bioinformatics Institute to download all raw fastq files.  

NCBI also provides an SRA toolkit for doing this [63], but we ran into memory issues 

when attempting to use this for thousands of fastq files.  EMBL-EBI provides a direct 

mirror to all SRA data and allows direct download of fastqs (as opposed to SRA toolkit 

which downloads SRA archive files and unpacks fastqs from that).  This resulted in the 

download of fastq files for 2681 different runs. 

Analysis Pipeline 

 We have also developed a comprehensive pipeline for analyzing RNA-Seq data 

(Figure 13).  The high-level steps are as follows: (1) quality control on raw reads; (2) 
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trimming adapters and low-quality bases from reads; (3) aligning reads to the E. coli 

reference genome; (4) transcript quantification.  

 
Figure 13: RNA-Seq Analysis Workflow.    For each experiment we uniformly processed our 
NGS reads to call quantify gene expression.  We began by assessing read quality and trimming 
low-quality bases and Illumina adapters from reads.  We aligned reads to the E. coli genome 
and quantified transcript abundance.  After all experiments have been analyzed, we normalize 
all expression data together using the DESeq method, then correct for differences between 
experimental groups by shifting medians together, and finally identify differentially expressed 
genes.  Each expression dataset is imported to the database. 
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We performed log-transformation and re-centering after discovering that even with 

DESeq normalization, there were still apparent batch effects present in our expression data 

 
Figure 14: Correcting for Batch Effects.    Boxplots of DESeq-normalized expression 
data prior to group correction (left) and after group correction (right).  We recognized that 
expression values from publicly available data (pink) were often shifted from our non-
inducible (blue) and inducible (yellow) expression datasets even after normalization.  
This was corrected by shifting expression values in our data such that the medians of each 
group were the same. 
 







51 
 

 

we lack knockout data, and these TFs are known to repress their targets, thus we would not 

expect to discover differential expression under induction.  Towards that point, we observe 

that neither TF knockout or induction provide a universal solution for identifying 

differential expression (Figure 17), as most differentially expressed genes were not DE 

under both knockout and induction.  This is not surprising given that some TFs may be 

lowly expressed in most conditions and thus knockouts do little to change TF level, and 

conversely highly expressed TFs may not benefit from induction in order to identify DE 

genes. 

 In an examination of direct versus indirect regulation, we find the majority of 

regulation is indirect, with an average of 7% of differentially expressed genes that were 

able to be associated with a nearby binding site (Figure 18A).  This is somewhat lower than 

expected, though not necessarily at odds with other reports that direct regulation is sparse.  

Conversely, we also demonstrate that most binding sites do not elicit regulation, as only 

21.8% of genes that could be associated with a binding site showed differential expression 

(Figure 18B), consistent with previous reports [29, 58, 59].  While these findings give us 

high level insight into global gene regulation, this is an ongoing area of study in the 

 
Figure 17: Knockouts and Induction are Complementary.    Bar plots showing the number 
of genes differentially expressed with TF knockout (blue), induction (orange), or both 
perturbations (yellow).  While knockout tends to find more differential expression overall, both 
approaches are required to find all regulated genes. 
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Galagan Lab that will continue as more TFs are mapped. 

 
 
 

 
Figure 18: Direct Regulation is Sparse.    A) Bar plots showing the number of genes directly 
(blue) vs indirectly (orange) regulated.  We find that directly regulated genes are uncommon 
among the overall set of DE genes, with only 7% of DE genes able to be associated with a ChIP-
Seq binding site.  B)  We also find that direct targets (e.g. genes with a nearby binding site) are 
often not differentially expressed with TF perturbation, with 21.8% of bound genes showing 
differential expression. 
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Figure 19: PFMs are not Predictive of ChIP-Seq Coverage.    We used MEME to generate 
a PFM for PdhR using our collection of binding sites and scored all genomic sequences against 
this motif with FIMO (where higher scores indicate a better match to the PFM).  The top-left 
scatterplot shows the FIMO score of each motif match on the x-axis and the ChIP-Seq 
enrichment of each FIMO hit normalized to the strongest PdhR binding site on the y-axis.  The 
color of each point corresponds to a ChIP-Seq experiment.  The top-right scatterplot shows the 
same enrichment values plotted against the negative log of the FIMO p-value and bottom-left 
uses the negative log of the FIMO q-value.  For the bottom-right plot, we performed a regression 
on the coverage values using the FIMO score, negative log p-value, and negative log q-value as 
predictors, and the x-axis shows the coverage predicted from this regression.  In all cases, there 
is clearly no relationship between any scoring measure using the PFM and experimental 
coverage. 
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searched Library-ChIP reads for a 20 bp anchor sequence present at the end of the insertion 

site, and common among all sequences in the pool. Upon a successful match, we took the 

next 37 bases after the anchor, which was sufficient to cover all variant nucleotides in our 

pool. We recorded the sequence of each 37-mer, and their abundance in the raw reads of 

pre- and post-IP samples. Then, we searched for the 37-mers in each of the designed 

variants and marked any identified matches. In some cases, a sequence could be present in 

more than one 37-mer, in which case those counts were merged. We filtered out any 

sequences present in fewer than 0.1% of the raw reads, and then normalized the abundance 

of each sequence within the sample by the average number of sequence counts. Finally, the 

ratio of normalized post-IP:pre-IP counts is presented as the Library-ChIP enrichment. 

 
Modeling TF Sequence Specificity 

 Several approaches have been developed to estimate the energetic contributions at 

play when a TF binds DNA.  Simplest among these are first-order additive energy matrix 

models, where each base in a sequence contributes to the overall binding energy, but per-

base contributions are assumed to be independent of each other, and thus one can simply 

add the contribution of each base across a sequence to determine the overall energy.  These 

models can be seen as a first-order Taylor Series approximation to more complex models, 

which may involve interacting pairs of di- and tri-nucleotides, as well as structural 

contributions from DNA shape [22, 76].  However, simple additive models have been 

shown be sufficient in most cases to describe TF-DNA binding energies [25, 71, 72, 77, 

78], and thus we take this approach in our modeling. 
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Figure 21: BoltzNet Accurately Predicts Binding Site Locations, Motifs, and Coverages.    
Detailed example for PdhR. A) BoltzNet architecture. BoltzNet mirrors a thermodynamic model of 
TF-DNA Binding to predict ChIP-Seq coverage from sequence. A convolution component models 
the effective energy of TF binding to the sequence as an affinity score. The fully connected neural 
network component models normalized ChIP coverage in multiple experiments as a function of this 
score. B) Prediction of coverage and cross-validation on training set. Predictions on a subset of 
representative experiments. Black circles show leave-one-out cross-validation predictions. All 
coverage is normalized between zero (baseline) and 1 (most enrichment). Native=native promoter 
replicate number, inducible= inducible promoter replicate number, in vitro #x = in vitro ChIP-Seq 
replicate numbers at two different protein concentration. C) Accuracy of genome-wide prediction of 
normalized coverage in all experiments. D) A single energy weight matrix is sufficient for accurate 
prediction. Positive values represent more energetically favorable bases. E) Predicted PFM matches 
known PFM from RegulonDB. F-I) BoltzNet provides direct interpretation at all scales. Four 
representative regions are shown. Top track is gene annotation for region. Next tracks show true 
coverage (red, green, blue), genome-wide coverage predictions (black) for three representative 
experiments, and the predicted affinity score (pink). Coverage in units of fold enrichment over mean 
coverage. Bottom track shows single nucleotide resolution predictions around binding site. Sequence 
logo shows base contribution score. Cyan shading shows known binding sites. Heatmaps shows 
predicted affinity at each position in positive (green) and negative (red) orientation. Sequence shown 
in gray. J) Neural network predicts experiment specific coverage from a single sequence affinity score. 
Experiments with higher known or predicted protein concentrations are correctly predicted to have 
higher coverage for the same predicted affinity. Large symbols are predicted coverage in each 
experiment and small gray symbols are actual normalized coverage 
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BoltzNet is Interpretable and Verifiable Genome-Wide at Nucleotide Resolution 

 The accuracy of BoltzNet is achieved from a single weight matrix that directly 

represents the relative contributions of each base at every position of a 25bp binding site 

(Figure 21D). The weight matrix differs from motif logos based on position frequency 

matrixes (PFMs), which are the most common means of representing binding sites. 

However, PFMs model the frequency of bases at each position in a collection of sites but 

not directly the contribution of each base to binding strength. Moreover, PFMs are not 

capable of predicting ChIP-Seq coverage (Figure 19). PFMs can be derived from weight 

matrixes by scanning matrixes over a set of sequences and counting the bases in each 

 
Figure 22: Prediction of Normalized Coverage and Cross-Validation on Training Set for 
All Experiments for PdhR.    Predictions on a subset of representative experiments. Black 
circles show leave-one-out cross-validation predictions. All coverage is normalized between zero 
(baseline) and 1 (strongest called peak). Native=native promoter replicate number, inducible= 
inducible promoter replicate number, in vitro #x = in vitro ChIP-Seq replicate numbers at two 
different protein concentration 
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Figure 25: Examples of Models Built for TFs with Only a Single Called Binding Region.    
Top row of each panel displays a scatter plot of peak coverage prediction accuracy (left) and the 
weight matrix (right). The bottom half of each panel shows nucleotide level resolution predictions 
for the binding site for each TF. Sequence logo shows base contribution score. Cyan shading 
shows known binding site regions. Heatmaps shows predicted affinity at each position in positive 
(green) and negative (red) orientation. Sequence for binding site region show in gray. 
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strong binding site, for simplicity. BoltzNet models based on only in vivo ChIP-Seq data 

were used to score all variant sequences, and a set of sequences spanning a range of 

predicted binding affinities was selected for experimental validation. 

We first tested sequences for PdhR, AllR, and GlnG using an independent assay for 

in vivo binding, Library-ChIP [75].  Library-ChIP enabled high-throughput testing of a 

large number of sites and tested the ability of BoltzNet to generalize to a different type of 

binding assay. The results of Figure 26B-D demonstrate that BoltzNet predictions were 

highly correlated with actual Library-ChIP enrichment. 

Summary of Predictive Affinity Modeling 

 In conclusion, this chapter has summarized the development of BoltzNet, a 

predictive biophysical neural network for quantitatively modeling TF binding affinity.  

BoltzNet benefits from the utilization of a thermodynamic model to intuitively describe TF 

sequence specificity in terms of energetic contributions, which lends itself to the design of 

novel binding sites with specific affinity.  Importantly, each component of BoltzNet was 

carefully considered and matched to the underlying biophysics (thus motivating the use of 

 
Figure 26: Novel Site Prediction and Validation with Library-ChIP Confirms Role of 
Accessory Bases.    A) Novel site designs for PdhR, AllR, and GlnG. For each TF, the top 
singleton binding site was selected as a reference (sequence logo) and all combination of 
accessory bases (pink shading) were generated and used as input to the corresponding BoltzNet 
model B-D) Scatter plots of predicted BoltzNet predictions vs Library-ChIP enrichment. 
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CHAPTER FIVE: CHARACTERIZATION OF TF-DNA BINDING AFFINITY 

WITH BIO-LAYER INTERFEROMETRY 

Measuring Binding Affinity 

 The ability to accurately measure affinity of TF-DNA binding interactions is critical 

to an understanding of TF function.  As described in the previous chapter, the energy of 

binding and equilibrium constants are directly related to each other, and several studies 

have shown that the energy of binding can be used to accurately predict regulatory function 

of TFs [83-85].  Methods such as nitrocellulose filter binding assays, isothermal titration 

calorimetry (ITC), surface plasmon resonance (SPR), and Bio-Layer Interferometry (BLI) 

have been used to measure binding interactions, each with their own strengths and 

limitations [86-88].  Nitrocellulose filter assays are a simple and cost-effective means for 

studying binding affinity, however quantitatively measuring affinity faces similar 

challenges to EMSA briefly discussed in Chapter 1.  ITC provides a quantitative readout 

of binding affinity, but can require large amounts of purified protein, which can complicate 

experimental setup.  SPR also provides a real-time readout of binding interactions, but 

setup can be complicated, and the necessary equipment can be cost-prohibitive.  BLI 

provides a similarly quantitative readout to SPR but is typically less expensive and can be 

used with a  wider range of binding partners. 

An Optimized BLI Protocol 

 The Galagan Lab has previously used BLI to characterize binding affinity of a 

newly discovered TF to DNA [84, 85].  Here, we further optimize our BLI assay to measure 

affinity of 5 E. coli TFs, including genomic binding sites from E. coli, as well as novel 
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Figure 27: Schematic of a BLI Experiment.    The BLI assay consists of 5 steps (top): (1) an 
initial baseline where sensor is dipped into a well of buffer only; (2) a loading step where 
biotinylated dsDNA are fixed to the probe; (3) a second baseline prior to TF binding; (4) an 
association step where the sensor is dipped into a well containing different TF concentrations and 
binding is measured; and (5) a dissociation step where sensor is returned to a buffer only well 
and TF unbinding is measured.  In the middle, we show an example of processed data for PdhR 
binding a DNA at 6 different TF concentrations along with reference sensor (no load) and 
reference sample (no analyte) traces.  At the bottom, we show the configuration of the 1:1 binding 
model used to determine binding energies.   
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measure the affinity of 5 TFs (AllR, GlnG, Nac, PdhR, UlaR) to various DNA sequences.  

Optimization of this assay for our TF-DNA measurements and results are discussed below. 

Buffer Selection 

 The first consideration in a BLI experiment is the choice of buffer for the binding 

partners.  Typically, one should choose a buffer that a TF has been demonstrated to bind 

in previously.  In our case, we used a buffer that has been used successfully to measure 

binding for PdhR and AllR.  This buffer also worked well for the other TFs and thus we 

uniformly used this buffer for all assays.  An additional consideration is the use of a 

blocking agent such as Bovine Serum Albumin (BSA) to prevent non-specific binding.  In 

the development of this assay, we worked closely with the Center for Macromolecular 

Interactions at Harvard, who suggest that Tween-20 be used as a blocking agent instead of 

BSA, as the former is less prone to batch effects in commercial production.   Therefore, 

our final buffer consisted of 20 mM Tris-HCl, 0.1 mM EDTA, 10 mM MgCl2, 1 mM DTT, 

120 mM KCl, 5% glycerol, and 0.05% Tween-20 [36, 91]. 

Loading Optimization 

 For loading, one must first consider which binding partner should serve as the load 

molecule for immobilization on the sensor tip.  The smaller of the two binding partners is 

typically chosen for this, as immobilizing the larger molecule can cause steric effects on 

the sensor surface that interfere with binding, and the increase in signal upon binding of 

the smaller molecule during association may be more difficult to measure than association 

of the larger molecule [92].  Therefore, we use biotinylated dsDNA in loading.  
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Additionally, an optimal concentration of load molecule is the minimal concentration that 

provides acceptable signal-to-noise ratio for binding kinetics with low concentration of the 

binding partner, and minimal distortion of binding kinetics with saturating concentrations 

of the binding partner [92].  One study that used BLI to review previously published 

equilibrium binding measurements suggested that mixing free biotin at a 1:1 ratio with the 

biotinylated load molecule can effectively block some of the surface streptavidin to assist 

in mitigation of steric effects describe above [87].  We have taken these insights and applied 

them to our optimized assay, and thus we uniformly use a 1:1 ratio of 10 nM biotinylated 

dsDNA and 10 nM free biotin for DNA loading. 

Analyte Optimization 

 Analyte (TF) concentrations must also be optimized to cover a range of equilibrium 

binding concentrations.  To obtain high-quality fits to BLI data, one ideally aims to use a 

range of analyte concentration from 0.1 * KD to 10 * KD.  This is difficult to know a priori 

and thus one typically needs to perform an assay with a wide range of concentrations to 

determine the upper limit.  The upper limit should be chosen such that equilibrium is 

reached before the end of association, however overloading the analyte can lead to a bi-

phasic binding pattern where both specific and nonspecific binding are apparent.  This can 

be readily seen in dissociation where a fraction of the signal diminishes rapidly due to its 

nonspecific nature, while the remaining fraction of the signal decays slowly as specific 

binding dissociates.  On the other hand, a lower limit should be chosen such that a 

measurable signal can still be detected.  In our case, we found that 50 nM was a sufficient 

upper limit for AllR, GlnG, Nac, and UlaR, and 100 nM was sufficient for PdhR binding 
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to specific DNAs (e.g. those designed to have affinity for each TF).  With these in mind, 

we perform a 2-fold serial dilution from that upper limit to obtain 6 total TF concentrations 

to analyze.  For non-specific DNAs (e.g. scrambled sequences or TF binding a sequence 

specific to a different TF), a higher concentration was needed to detect signal, thus we 

uniformly assayed TF concentrations of 100-, 250-, 500-, 750 nM and 1 µM for non-

specific TF-DNA pairs. 

Assay Time Optimization 

 The final consideration is the length of the loading, association, and dissociation 

steps.  The loading stage should be long enough such that a detectable signal can be 

measured, but short enough such that the signal is still linearly increasing by the end of 

loading.  Loading stages that reach equilibrium will typically have an overloaded sensor 

surface that can be prone to the steric effects mentioned above.  The association stage 

should also be long enough such that at least the highest analyte concentration can reach 

equilibrium [86].  One important parameter of the BLI assay is the maximum response 

achieved by a particular pair of binding partners, if no analyte concentration can reach 

equilibrium this parameter becomes difficult to estimate and affinities fit to such data can 

be unreliable [86].  The dissociation should also be long enough that a decrease in signal 

can be detected, too short of a dissociation phase can cause the dissociation kinetic constant 

to be underestimated.  In our case, we used a 2-minute loading phase, 10-minute association 

phase, and 15 minute dissociation phase which proved to be sufficient for all TF-DNA 

pairs tested. 
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split between free biotin and biotinylated dsDNA, we arrive at approximately 2.5*108 

DNAs on the probe.  The lowest concentration of TF we use in any assay is 1.5625 nM, 

which equates to ~7.5x1010 TF molecules, which is much greater than the potential number 

of surface-bound DNAs, so this assumption is well founded. 

 The second assumption that the concentration of probe-bound molecules is linearly 

related to the BLI signal has been asserted by the Octet manufacturers to be broadly true 

for most binding partners (personal communication).  However, they also note that 

conformational changes that occur on the probe surface can impact the veracity of this 

assumption.  In the present case of analyzing 1:1 TF and DNA binding, we assume that 

linearity holds true for our binding pairs. 

 The final assumption is implied from the fact after association, probes are returned 

to a well containing buffer only, and that given enough time all TFs bound to DNA will 

dissociate back into the well.  We can use the conservative approximation above that 

2.5x108 molecules of DNA are fixed to the surface, and if we assume that each of them are 

bound by a single TF molecule, we find that if all TFs dissociate from the probe, their 

concentration in the 80 µL of buffer would be ~5.2pM, which is over 100 times lower than 

our lowest tested TF concentration.  Thus, it is reasonable to assume that all TFs could 

dissociate from DNA given enough time.  Taken together, these assumptions allow us to 

derive an analytical solution that expresses BLI signal over the course of the assay in terms 

of the kinetic binding and unbinding rates, as well as the TF concentration, which will be 

shown next.  
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(either sequences specific to different TFs or scrambled sequences).  We applied the BLI 

assay described above and the analysis procedure to obtain these binding energies, and the 

results are presented in Figure 28. 

 The binding affinities observed here are consistent with those observed for other 

DNA binding proteins [24].  Predicted values show a strong concordance with measured 

values, with R2 values between 0.51 and 0.99 spanning the strongest specific binding sites 

(green and orange) to non-specific sequences (gray) as well as genomic (triangle) and novel 

designed (circle) binding sites.  Sequences that contain both single (no border) and multiple 

(black border) binding sites were accurately predicted, supporting the energy summation 

model used by BoltzNet.  More generally, the results confirm the ability of BoltzNet to 

predict relative binding energies across a range of binding site strengths and configuration, 

and to extrapolate to sites stronger than any found in the genome. 

Implications of Measured and Predicted Binding Energies 

 The binding energies ascertained from BLI provided us with two major insights: 1) 

large differences in ChIP-Seq enrichment reflect physiologically relevant differences in 

binding energy; and 2) transcription factors are primarily bound non-specifically to the 

genome.  First, calibrating our model predictions with the results of Figure 28 allows us to 

relative ChIP-Seq coverage to quantitative binding energies.  Figure 29 reveals that large 

changes in relative coverage between enriched regions result from differences in binding 

energy spanning ~4 kbT.  This is consistent with an estimated 5.8 kbT span of energies 

between the operators of LacI [24, 25, 94].  Weak binding sites are well within a 

physiological range of binding energy differences relative to strong sites; and our models 
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expected binding behavior.  This can become impossible for more complex models where 

an analytical solution cannot be derived as we did in the previous section.  To work around 

this limitation, we also implemented a numerical fitting procedure in MATLAB using 

SimBiology.  In this section, we discuss its implementation, and in the next section we 

show how we used this method to model allosteric binding affinity for PdhR. 

Differences Between Numeric and Analytical Fitting 

 The key difference between the analytical solution we derived in the previous 

section and the numeric solution we aim to demonstrate here is that the numeric solution 

requires an explicit treatment of the scaling factor from concentration to wavelength, as 

described below. 

 SimBiology allows a user to configure reactions by adding different species to a 

model (such as TF, DNA, and TF-DNA), and then implement reactions by which those 

species transition from one into another.  In our example applied to the 1:1 binding model, 

we configure a SimBiology model with a well compartment, where TF and DNA bind with 

a mass-action rate of kf to form TF-DNA, and TF-DNA unbinds with the mass-action rate 

kr to form TF and DNA.  Additionally, we set a rule for the model that after a certain time 

(e.g., the tA, the end of association) we set free TF and DNA to 0.  This effectively 

distinguishes the association from dissociation phase and provides a model that describes 

the 1:1 binding reaction purely in terms of concentrations. 

 The issue that arises is that all of these species in the SimBiology model are in terms 

of molar units (concentrations), while our BLI signal has units of wavelength.  This is 

where the scaling factor mentioned in the previous section must be incorporated explicitly.  
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parameters are parsed into a table for easy access and plotting. 

 We fit the 1:1 binding model in SimBiology using each of the four methods of 

handling the LambdaScale parameter and show the resulting binding energies from each 

method compared to the energies obtained with the analytical method in Figure 30.  As 

expected, global treatment of the LambdaScale parameter produces energies in close 

agreement with those derived from the analytical solution, with the energies obtained from 

fitting LambdaScale showing slightly better agreement than those obtained when we set 

 
Figure 30: Comparison of Energies Fit With Different LambdaScale.    Binding affinities fit 
with each treatment of LambdaScale in the numerical approach show good agreement with 
affinities from the analytical solution, though approaches that use a shared scaling parameter 
across all DNAs (red - fit and orange - fixed) performs better than individual treatment (green  - 
fit and blue - fixed). 
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Aside from these, all assay parameters are identical to those used in the 1:1 assay, an 

example trace for PdhR binding a specific DNA with allosteric dissociation is shown in 

Figure 33. 

  
An additional consideration arises from the fact that the compositions of loading & 

analyte solutions now lack the allosteric effector present in the baseline/dissociation buffer.  

This may result in a shift of the baseline readout from that of the loading/association phases, 

which is dependent on the concentration of allosteric ligand, and which can be particularly 

pronounced for nonspecific DNAs where the maximum signal is small.  Moreover, certain 

effectors may not be soluble in the assay buffer alone and may require addition of other 

solvents such as ethanol or dimethyl sulfoxide that can cause further divergence of buffer  

 
Figure 32: Schematic of Allosteric Assay and Effective Allostery Model.    The allosteric BLI 
assay is nearly identical to the one described for simple 1:1 binding, with the only change being 
that the buffer during dissociation contains an allosteric ligand (effector) that causes TF to unbind 
DNA more rapidly (top).  We implement an effective model of allostery by making the unbinding 
rate a function of ligand concentration.     
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Figure 33 Allosteric BLI Assay. Example showing PdhR binding to a DNA sequence, with 
increased rate and degree of unbinding with increasing concentration of allosteric ligand 
(pyruvate). 

 
Figure 34: Allostery Can Shift BLI Baseline. Example of processing steps for pdhR binding 
a nonspecific DNA.  Left: unprocessed data, loading and baseline steps have a clear shift in 
signal that is effector concentration-dependent and can cause the final dissociation values to be 
shifted accordingly.  Middle: data following standard preprocessing steps, the allosteric shift 
can cause traces to end with negative values, which would correspond to unrealistic negative 
concentrations for our model.  Right: data following preprocessing and bottom normalization, 
after shifting traces such that their minimum value is zero.  
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without allostery and used this to validate the binding energies predicted for several TF-

DNA interactions from BoltzNet in Chapter 4.  This extended the findings from our 

Library-ChIP experiments to show that not only can BoltzNet predict enrichment of a 

ChIP-Seq-like assay, but that it accurately predicts relative binding energies which can be 

used to design novel binding sites with specified affinities.  This also revealed insights into 

the energetic differences between strong and weak ChIP-Seq binding sites, as well as the 

cellular location of TFs, which we find are typically non-specifically bound to the genome. 

We also implemented a custom procedure for fitting binding energies from this 

assay using a numerical solving method, which provides greater model flexibility.  We 

showed that we could explicitly account for the scaling parameter between complex 

concentration and BLI signal and retrieve the same results offered in the analytical fitting 

method used in typical BLI experiments.  We also developed an allosteric BLI assay, which 

allowed us to study the affinity of PdhR to binding sites we designed under different 

concentrations of its allosteric ligand with a simplified effective allostery model.  This 

revealed a key result that allostery appears to have an inverse relationship with DNA 

affinity, whereby stronger DNA sequences are less prone to allostery-mediated unbinding. 
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In Chapter 2, we reported the mapping of 139 E. coli TF binding profiles with ChIP-

Seq, including a profile obtained from performing ChIP-Seq on an inducible DicC strain.  

We discovered that DicC binds to 279 regions in the E. coli genome when induced, with 

the strongest region at its own promoter in the Qin prophage (Figure 36Bi), and made up 

of two binding sites, one on either side of dicA.  An additional weak binding region was 

discovered upstream of dicF.  The second strongest binding region was found upstream of 

the cysHIJ genes (Figure 36Bii) known for sulfate assimilation.  We also found DicC 

binding regions inside of other E. coli prophages including CPS-54 (Figure 36Biii), and 

near the central activator of the glutamate-dependent acid resistance (GDAR) system, gadE 

(Figure 36Biv). 

A genome-wide plot of each identified region with its enrichment relative to the 

strongest region is shown in (Figure 36C).  The vast majority of identified regions were 

relatively weak, with 167/279 regions < 10% enriched relative to the strongest region.  

Moreover, these regions contain a similar sequence underlying them, as shown by the 

MEME motif shown in (Figure 36D).  Enrichment of bound regions was highly 

reproducible across ChIP-Seq replicates (Figure 36E), and regions were strongly enriched 

for locations within 150 bp upstream and 50 bp downstream of gene starts, consistent with 

our report on E. coli TFs in aggregate.  However contrary to that report, we do not see as 

extensive genic binding for DicC as we did for other TFs.  Instead, DicC has more 

enrichment of regions in intergenic DNA (Figure 36F; 34.78% of DicC regions vs. 10.96% 

of genomic DNA, ~3.4-fold overrepresented vs ~2.5-fold for TFs on average).  These 

regions of DNA often contain promoters that provide a potential locus for gene regulation,  
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CHAPTER SEVEN: CONCLUSIONS AND FUTURE DIRECTIONS 

 Throughout the course of this work, we successfully generated comprehensive 

genome-wide in vivo binding profiles for nearly half of all E. coli TFs.  We also generated 

expression profiles for hundreds single-TF perturbation experiments, which we combined 

with thousands of publicly available datasets to merge binding with expression.  These 

provided broad insights into the regulatory landscape of E. coli that we later used to 

demonstrate how one can mine these broad collections of data to understand specific roles 

for individual regulators. 

 We additionally leveraged our compendium of binding data to develop a first-of-

its-kind biophysical neural network, BoltzNet.  The key innovation of BoltzNet is a 

merging of well-studied biophysical models of binding affinity, with feature selection and 

function approximation powers of neural networks.  In this way, BoltzNet serves as a 

bridge between thermodynamic models and neural networks.  Importantly, the energetic 

predictions of BoltzNet are independently verifiable, which led to the design and validation 

of novel binding sites with specific affinities, including those stronger than any naturally 

occurring genomic sequence.  BoltzNet also allowed us to gain insight into long-standing 

questions surrounding transcription factors, such as the role of accessory bases in sculpting 

binding affinity and the cellular location of TFs (which we find are primarily bound to the 

genome, at least for the 5 TFs studied in detail with BLI).  Our biophysical validation for 

BoltzNet also led to the development of improved methods for analyzing BLI data that 

provide greater flexibility in model selection and thus facilitates a wider range of possible 

binding experiments to measure. 
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 The computational infrastructure detailed here also provides important frameworks 

for configuring systems and analysis pipelines.  All too often, wet-lab work is bottlenecked 

by a necessity for familiarity with command line tools and other complex software 

packages.  On the other hand, computational experts often see experimental data as a black 

box, where a deeper understanding of how biological data is generated can facilitate better 

development of processes for wet-lab users.  The work here bridges both sides of this 

problem to maintain a firm understanding of the biological phenomena at play while 

facilitating easy access to pipelines and results by abstracting many of the computational 

details away from end-users. 

 All work presented here will be a continuing area of research for the Galagan Lab.  

Firstly, there were 64 TFs where we performed one successful ChIP-Seq experiment, but 

an initial attempt replication failed and thus we did not include it in our high-confidence 

binding site compendium.  These represent an easy target for expanding coverage of both 

our compendium, and our quantitative BoltzNet models.  Second, while our analysis 

pipelines are well-functioning and comprehensive, the use of bpipe is becoming outdated 

while newer pipeline management tools gain popularity.  SnakeMake is a pipeline 

management tool that uses python, which a major benefit as python is a significantly more 

common programming language than groovy (which bpipe uses and is an extension of 

java).  Converting our pipelines to use SnakeMake would provide a massive benefit as it 

can be more easily picked up by new developers, but changing technology stacks is an 

enormous undertaking that should not be taken lightly.  Third, our current analysis server 

has been incredibly reliable in processing our data with minimal user intervention.  
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However, it is limited in the number of pipelines it can run concurrently, with a maximum 

of about 8-10 samples that can be processed in parallel before memory issues cause 

failures.  BU has excellent resources at its disposal for larger batch jobs, either by running 

on the engineering grid or shared computing cluster.  These servers use a job scheduler that 

ensures efficient balancing of computational resources and provides a promising avenue 

for processing more data faster in the future. 

 While the development of BoltzNet was a major innovation in modeling of 

transcription factor binding, we also intend to extend its capabilities in a few ways.  The 

first of these is an extension that aims to predict gene regulation as an additional layer on 

top of binding affinity.  The thermodynamic framework BoltzNet is based on was 

originally applied to gene regulation and a wealth of research has shown that these models 

can be used to predict expression with different regulatory architectures, for example, 

multiple TFs regulating a common promoter and allosteric effects [19, 23].  One of our 

next steps will aim to model simple regulatory motifs, and ideally move on to more 

complex schemes as well.  Additionally, the ability of BoltzNet to design binding sites with 

specific affinities will have interesting applications in synthetic biology, where this level 

of control is desired to facilitate the engineering of genetic circuits. 

 We will also aim to extend our BLI assay and analysis approaches to more TFs, 

including other classes of regulators.  While our allosteric assay showed interesting results 

for PdhR, there are other TFs whose binding is modulated by phosphorylation that we 

would like to study in this manner as well.  Additionally, it will be interesting to devise 

assays where we can monitor binding of different TF complexes to better understand 
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affinity in complex regulatory motifs. 

 Finally, a somewhat separate but growing area of research in the Galagan Lab is 

the development of transcription factor-based biosensors.  Our BLI work is based on assays 

that were developed to support those efforts, and one task in their development was 

identification of DNA sequences with different affinities to the sensor TF, which is one 

parameter controlling sensor performance.  In that work, we developed stronger sequences 

by adding multiple TF binding sites to a sequence, but BoltzNet should provide a means 

for more rationally tuning these sequences to achieve desired sensor performance. 
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TF Bnumber Model PWM Model PFM 

betI b0313 

  

cadC b4133 

  

cbl b1987 

  

cpxR b3912 

  
csgD b1040 None None 

csiR b2664 None None 

cusR b0571 

  

cynR b0338 

  

cysB b1275 

  

deoR b0840 

  

dgoR b4479 
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TF Bnumber Model PWM Model PFM 

dgsA b1594 

  

dicA b1570 

  

dicC b1569 

  

dinJ b0226 

  

ebgR b3075 

  

envY b0566 

  

exuR b3094 

  

fabR b3963 

  

fimZ b0535 

  

fucR b2805 

  




















































