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Abstract 

TOPIC 1 : A Distributed Approach for the Production Flow Control of 
Interconnected Flezible Manufacturing Systems 

A dynamic production control policy was developed for interconnected flexible man­
ufacturing systems with stochastic capacity. The objective is to track a desired pro­
duction rate target in a Just-In-Time manner by minimizing the average production 
surplus and backlog. The production rate target or demand was assumed to be piece­
wise constant with respect to time. A 'Manufacturing Flow Control' model was used 
to allocate dynamically available capacity to the production of various part types. 
The approach used was distributed, as the production rate at each work cell was 
scheduled on the basis of local information containing the current inventory level 
of the adjacent buffers and the present state of the work cell (number of up/down 
machines). 

TOPIC 2: Single Run Optimization in Discrete Event Simulations of 
Manufacturing Systems 

A new technique was devised to optimize the controllable parameters ( eg. buffer size, 
batch size, routing proportions, production rate etc.) of stochastic manufacturing 
systems in a single simulation run. Pertubation Analysis methods were used to esti­
mate the derivatives in a single simulation run of the system model. In addition, a 
Sequential Hypothesis Testing approach was used to update the parameters on line, as 
the simulation was running. This algorithm is not only computationally inexpensive 
but also has the inherent property of escaping from poor local optima. 
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TOPIC 1 

A Distributed Approach for the Production 

Flow Control of Interconnected Flexible 

Manufacturing Systems 



Abstract 

A dynamic production control policy was developed for interconnected flexible man­

ufacturing systems with stochastic capacity. The objective is to track a desired pro­

duction rate target in a Just-In-Time manner by minimizing the average production 

surplus and backlog. The production rate target or demand was assumed to be piece­

wise constant with respect to time. A 'Manufacturing Flow Control' model was used 

to allocate dynamically available capacity to the production of various part types. 

The approach used was distributed, as the production rate at each work cell was 

scheduled on the basis of local information containing the current inventory level of 

the adjacent buffers and the present state of the work cell (number of up/down ma­

chines). The scheduling policy was designed by modeling the depletion rate of the 

output buffer with its expected value ( certainty equivalent) and starvations/blokages 

as additional capacity states. Transitions into and out of these states as well as work 

cell machine failures and repairs were modeled as a continuous time Markov chain. 

The starvation/blockage state transition rates were estimated by simulating the over­

all system and iteratively adjusting the distributed controller design. Although this 

approach yields a sub-optimal policy, the results are computationally tractable and 

applicable for real-time control as it is easier to monitor each work cell individu­

ally than to track the state of the entire manufacturing system. An iterative off-line 

simulation and optimization approach was employed, to design simple distributed 

real-time control policies. 
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1.1 Introduction 

Modern manufacturing systems consist of a number of interconnected flexible man­

ufacturing cells and buffers arranged in a network. Each of these work cells in turn 

consists of a number of flexible machines capable of performing different operations on 

a variety of parts. The system is subject to capacity constraints as the machines can 

produce a limited number of parts in a unit time and the buffers can hold only a finite 

number of in-process parts. Scheduling of such systems is complex because the pro­

duction capacities change dynamically due to the unpredictable failures and repairs 

of the machines and stochastic starvations and blockages of the work cells. Other 

events which lead to disruption of production capacities include set-ups, scheduled 

maintenance and worker absenteism. 

Most conventional scheduling policies are inappropriate because they adopt a 

static view of production disruptions and do not take into account the need to coor­

dinate interconnected flexible manufacturing cells. 

In recent years a number of researchers have investigated a promising model of 

production planning called the 'Manufacturing Flow Control' model. In this model, 

available capacity is allocated to the production of a mix of part types according 

to a dynamic state feedback policy. The state consists of available capacity and 

the current in-process inventory. The objective of this policy is to track demand or 

the production rate target dynamically in a fashion that minimizes the production 
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backlog and surplus. An important point to note is that the concept of Just-In-Time 

manufacturing is inherent in the objective and the methodology of this algorithm. 

Based on some early work by Rishel [1.10], Kimemia and Gershwin [1.8] formu­

lated the flow control problem as a stochastic dynamic program and showed that the 

optimal controller follows a 'hedging point' policy. By this we mean that the controller 

is so designed that in periods of excess capacity the system maintains some positive 

inventory to hedge against future disruptions of production capacity. Akella and Ku­

mar [1.1] studied the one part type/one machine problem and derived the optimal 

value function of the controller analytically. Bielecki and Kumar [1.3] used a sample 

path analysis approach to obtain the probability distribution of the surplus/backlog 

under a hedging point controller. Sharifnia [1.11] extended this approach and found 

the optimal hedging points for the one part type/ many machine case. Caramanis 

and Sharifnia [1.5] devised a sub-optimal but computationally tractable controller 

for the many part type/many machine case. Caramanis and Liberopoulos [1.4] used 

simulation and Pertubation Analysis techniques to find the optimal controller for the 

same case. 

Considerable work has been done to devise flow controllers for production systems. 

However all the above mentioned work, considers a stand alone flexible manufacturing 

cell with parallel machines and no precedence constraints. This thesis is an attempt 

to extend the manufacturing flow control methodology to more realistic manufactur­

ing systems characterized by network interconnected cells and sequential operation 
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requirements. 

Recently some researchers have studied the problem of designing fl.ow controllers 

for cascaded systems. Van Ryzin [1.12] modeled a two machine, one part type system 

by considering the effects of delays in the production fl.ow due to the presence of 

internal buffers. Sheldon Lou, Van Ryzin and Gershwin [1.9] also proposed a fl.ow 

control policy for a transfer line. However this method is complicated and inefficient 

for large systems. A more promising approach has recently been suggested by Xiewei 

Bai [1.2]. In this he solves a non-linear program to come up with optimal buffer sizes. 

He then solves a modified fl.ow controller, with added constraints for starvation and 

blockages, to come up with optimal fl.ow control policies. His approach can be used 

to schedule transfer lines with multiple part types and re-entrant flows. However he 

considers a transfer line of machines and not a network of work cells; the difference 

lies in the added complexity due to the routing and the presence of more than one 

machine at each work cell. Also Bai uses a centralized controller design approach 

whereas our approach is characterized by a distributed design approach which lends 

our approach to easy adaptability and implementation. 

In this thesis the issue of coordinating interconnected manufacturing cells (hori­

zontal integration) is addressed. Two algorithms for the distributed production flow 

control of interconnected :flexible manufacturing cells are developed. The specific de­

tails of these algorithms are covered in Section 1.3. As our solution approach involves 

solving the :flow control problem for each work cell in the network, we discuss the flow 
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control problem for a single work cell in some detail in Section 1.2. In Section 1.4 

we discuss a simple computational example. Finally in Section 1.5 we present our 

conclusions. 
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1.2 Optimal Flow Controller for a Stand Alone Flexible 

Manufacturing Cell 

A stand alone flexible manufacturing cell consists of a number of flexible machines in 

parallel i.e. it has no internal buffers, inprocess inventories or sequential routing of 

parts between the various machines. The design of an optimal flow controller consists 

of finding a policy that yields the optimal production rate vector at every instant of 

time which minimizes the average measure of surplus/backlog cost. 

The flow control problem is defined as follows : 

subject to 

where 

dx(t) = x(t) = u(t) - d 
dt 

J average surplus/backlog cost per period. 

x(t) the vector of production surplus/backlog for part types p = 1,2, .. n. 

g(x) the cost of maintaining a surplus x for one unit of time. 
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a(t) The state of the FMS machines (failed/operational) at time t. a(t) is a vector 

of the indicator variables am(t) defined for each machine m = 1,2, .. M such that 

am(t) = 0 if machine mis down, 0m(t) = 1 if machine mis up. We assume 

exponentially distributed failure and repair times for each machine. Therefore 

a(t) is a continuous time Markov process with known generator matrix defined 

u(t) the vector of production rates for part types p = 1,2, ... n 

d the vector of demand rates for part types p = 1,2, ... n 

na(t) The capacity set, i.e. the set of feasible production rates when the machine 

state is a(t). We assume that the machines are completely flexible and require 

negligible set up time to switch the production from one part type to another. 

Therefore all n sets are convex polyhedra of the form 

na(t) = {u = (u1,u2, ••• up,•·•un): Up= Lm UmpiI:pTmpUmp :'.S am(t);ump 2'.: O} 

where Tmp is the processing time of part type p at machine m and Ump is the 

processing rate at which part type p is produced at machine m at time t. 

Kimemia and Gershwin [1.8] formulated this as a dynamic programming problem 

and reduced the Hamilton-Jacobi-Bellman equation to a set of linear programs as­

suming that the machine state transitions are markovian and the optimum differential 

cost function is known. The optimum differential cost (<I>a(x(t))) is the limit for an 

infinite time horizon of the difference between the optimal cost to go and the average 

8 



cost. Mathematically 

<I> a ( X) = lim [ J a ( X) - T J] 
T-+oo 

where 

[[
to+T l J a ( X) = min E g( X) dt 

u(t)EOa(I) to 

The Hamilton Jacobi Bellman equation on the differential cost <I>a(x) implies that 

(refer to Kimemia and Gershwin [1.8) Caramanis and Liberopoulos [1.4] for details) 

the optimal policy must satisfy the linear program 

(1.1) 

subject to 

Kimemia and Gershwin [1.8)[1.7] also showed that if the optimal flow controller 

1s implemented then for every feasible machine state (i.e. where the production 

capacity of the work cell is greater than demand), the system tends to move towards 

the minimizer of ~a called the hedging point ( Za ) as fast as possible. Also, once it 

reaches the hedging point it stays there till the time the state of the machine changes. 

The hedging point is basically a positive production surplus level and is so named 

because the system tends to maintain a small surplus in periods of excess capacity to 

hedge against production disruptions in the future. 
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1.2.1 The One Part Type Case 

For the one part type case the optimal controller has the form : 

u( t) = 0 if x > Za 

d if X = Za and Ua > d 

where 

Thus the problem of designing the flow controller for the one part type case reduces 

to finding the optimal hedging points. 

Akella and Kumar [1.1] studied this problem considering only two machine states 

(up/down) and obtained an analytical solution. However the solution was quite com­

plex even for this simple case and this led Bielecki and Kumar [1.3] to adopt a different 

approach for the same problem. They assumed that the hedging point is known and 

perfomed a sample path analysis to find the probability distribution of the surplus. 

They then minimized the average cost per unit time with respect to the hedging 

point to obtain the optimal hedging points. Sharifnia [1.11] used a similar method to 

determine the probability distribution of the surplus and the optimal hedging points 

for the one part type / many machine state case. 



1.2.2 The multiple part type case 

For the case when more than one part type is considered the solution to the linear 

program ( 1.1) ( u;J is generally an extreme point ( usually a corner point) of !la. The 

only exception is when x = Za, when u! = d (an interior point of !la)• Each corner 

point of the capacity set coresponds to a region of constant production rate in the 

surplus space. These regions of constant production rates are bounded by switching 

surfaces. A switching surface represents the locus of points which make the reduced 

cost coefficient of one or more non-basic variables in the optimal solution of the linear 

program zero. Under the optimal controller the system operates at a corner point of 

the capacity set until the x trajectory encounters a switching surface. If the switching 

surface is deflective then the optimal solution shifts to another corner point. On the 

other hand if the switching surface is attractive then a new corner point is added 

and u: is on a facet of !la and is selected so as to maintain the x trajectory on the 

attractive switching surface. For feasible states the x trajectory keeps on mo_ving 

through successive regions of lower dimensions till it reaches the zero dimensional 

space or the hedging point. As before, once the trajectory reaches the hedging point, 

it stays there until the system experiences a state change. 

The equations for the optimal controller are not analytically tractable. Caramanis 

and Sharifnia (1.5] proposed a near optimal but computationally tractable flow con­

troller for the multiple machine case. In their approach they decompose the multiple 
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part type problem to many one part type problems by considering orthogonal capac­

ity set boundaries to replace the original capacity set by a subset. They then use an 

iterative procedure to obtain the best possible orthogonal capacity set boundaries or 

inscribed hypercubes and the associated optimal hedging points. An alternative more 

accurate approach to find the hedging points for the multiple part type case, using 

simulation and Pertubation Analysis, was suggested by Caramanis and Liberopoulos 

[1.4]. 
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1.3 Flow Controller for Interconnected Flexible Manufac­

turing Cells 

1.3.1 Concepts and Definitions 

A flexible manufacturing system consists of a number of flexible manufacturing work 

cells and buffers arranged in a network. 

A flexible manufacturing work cell is defined to be a group of similar or dissimilar 

flexible machines arranged in parallel i.e. there is no routing or sequential fl.ow of 

parts within any work cell. Work cell i is denoted by Wi. 

A flexible machine is defined to be one which can perform different operations on 

a variety of parts with low set up times. Machine m of work cell i is denoted by W~. 

In this paper the machines are assumed to be totally flexible i.e. the set-up time 

required to switch production from one part type to another is zero. 

A buffer is the storage space between work cells which holds the in-process parts. 

The buffer can be of finite or infinite capacity. 

The output buffer of a work cell is defined as the dedicated buffer to which the 

work cell unloads the processed parts. The level of this buffer, at time t, is given by 

(Bi(t)) 1 where i indicates the i th work cell. The capacity or the maximum number of 

parts which the buffer can hold is denoted by B!na:i:· 

1 All symbols in boldface are a vector of part types p = 1,2, .... n. 
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An input buffer is defined as the buffer from which a work cell picks out parts to 

process. The level of the input buffer for work cell i is denoted by 'ir(t). In case there 

are more than one buffers from which the work cell picks parts then 'ir(t) is the sum 

of all such input buffers. 

The production surplus/backlog (xi(t)) is the cummulative surplus/backlog for 

work cell i when compared to the overall system demand. xi(t) can be considered 

to be the level of a fictitious buffer which is constantly being depleted at a rate that 

equals the expected demand rate and replenished by the production of the work cell. 

It differs from a real buffer as it has no finite capacity and is capable of recording 

negative inventories or backlogs. 

The capacity of a machine is a vector of the maximum possible production rates 

for each part type manufactured by that machine. For machine m of work cell i it is 

denoted by n~. 

The capacity of a work cell is the convex aggregation of the current capacities of 

all the individual machines in that work cell after all starvations and blockages have 

been taken into account. A more comprehensive definition of the capacity (!l~(t)) is 

given later in this paper. 

The production rate target or demand ( d) is a vector of the required production 

of the various part types of the system per unit time. 

The input rate (W(t)) is defined as the rate of flow of parts into the input buffer 
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of work cell i. It is equal to the sum of the production rates of all upstream workcells 

which unload processed parts onto the input buffer o{ Wi. 

The production rate ( ui) is defined as the rate at which work cell i produces parts 

under the fl.ow control policy. 

The output rate (W(t)) is defined as the rate of fl.ow of parts out of the output 

buffer of work cell i. It is equal to the sum of the production rates of all downstream 

workcells which load/process parts from the output buffer of Wi. 

A production disruption is an event which leads to a change in the production 

capacity of one of the work cells. In this paper we consider the following types of 

production disruptions. 

• Failure of a machine can occur if any component of the mechanical, electrical, 

hydraulic or pneumatic system of the machine breaks down. The failure is 

generally of an individual machine in a work cell and it therefore leads to a loss 

of production capacity of that work cell. 

• Repair of a machine in a work cell leads to an increase in production capacity 

as a non-operating machine becomes operational again. 

• Blockage of a work cell takes place when the work cell is unable to unload the 

processed part to the designated buffer, due to lack of storage space in the 

buffer. A blocked machine leads to a loss of capacity as it cannot process any 

parts until it unloads the processed part. 
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• Starvation of a cell takes place if the cell does not have enough parts to operate 

upon. Starvation leads to a loss of capacity and depending upon the degree of 

this loss it can be further classified into two catagories : 

Full Starvation : A work cell is said to be fully starved if it has no parts 

to operate upon i.e. all the buffers from which parts are loaded onto the 

machines of the work cell are empty and there is no fl.ow of parts into these 

buffers. A full starvation leads to a total loss of capacity of the work cell. 

Partial Starvation : A work cell is said to be partially starved if the input 

buffer is empty and the flow of parts into the work cell is less than the 

desired production rate as determined by the fl.ow controller. In this case 

the loss of capacity of the work cell is partial as it can produce at a rate 

which is equal to the total rate of inflow of parts. 

1.3.2 Flow contoller design for interconnected flexible manufacturing cells 

The objective here is to find a control policy for each of the work cells such that 

the production rate of the system tracks the overall system demand minimizing the 

average in-process inventory. This problem is different from finding the optimal flow 

controller for a stand alone flexible manufacturing cell in the following two aspects : 

1. At each of the work cells there are additional relevant states due to the star­

vation/blockage of the work cells. Moreover the probability distribution of the 
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transitions to and from these states caused due to starvation or blockages is 

unknown. 

2. The production of the various work cells has to be coordinated such that the 

system tracks the overall production target. 

We propose the following modeling and design methodology 

1.3.2.1 Capacity state space definition 

The capacity state of the work cell i at time tis defined by o:i(t) where 

where 

ui(t) The state of the machines (up/down) in work cell i. ui(t) is a vector of 

indicator variables u:n(t) defined for each machine m = 1,2 ... M such that 

a-:n = 0 if machine m of work cell i is down and u:n = l if the machine is 

operational. 

si(t) The indicator of the kind of starvation (full/partial/unstarved) at work 

cell i. 

0 
=-i . 

if B ( t) = 0 and tr( t) = 0 

(fully starved) 

lii'(t) if lf(t) = 0 and O < W(t) < ui(t) 

(partially starved) 
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2 if B'(t) > 0 

( unstarved) 

bi( t) The indicator of the kind of blockage (full/partial/unblocked) at work cell 

I 

0 if Bi(t) = B:n
11

,,, and tf(t) = 0 

(fully blocked) 

lk(t) if Bi(t) = B:n
11

,., and O < tf(t) < ui(t) 

(partially blocked) 

2 if Bi(t) < B:n
11

,., 

( unblocked) 

There can be more than one partially starved states depending upon the input rate 

W(t). Therefore we use the subscript W(t) to denote the different partially starved 

states. Although "i:P( t) is a continuous variable, under the optimal fl.ow controller, 

it can have only a finite number of discrete values and thus the number of partially 

starved states is finite. Similar arguments can be made to explain the finite number 

of partially blocked states. 

1.3.2.2 Capacity set definition 

Each of the capacity states has a capacity associated with it. The capacity set for 

work cell i (!l~i(t)) is the set of feasible production rates when the state of work cell 

i is ai( t ). Therefore 
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ni _ { i _ ( i i i i )/ i. • bl d i( )} ua•(t) - u - Ui, u2 , •••• up, ... un u is attama e un er state a t 

where p denotes the pth part type. Now 

where 

0 if s~(t) = 0 or b~(t) = 0 

if s~(t) = lu;,(t) and bt(t) = 2 

if s~(t) = 2 and b~(t) = l=i( l 
u,. t 

min (u;,(t),U:,(t)) if s~(t) = lu;,(t) and bt(t) = l~(t) 

Em u~P if st(t) = 2 and b~(t) = 2 

and 

and where r:nP is the processing time of part type p at machine m of workcell i and 

u~P is a feasible production rate of part type p at machine m of work cell i. 

1.3.2.3 Capacity state transition modeling 

The capacity state transitions are modeled as a continuous time Markov chain. 

We assume that the time to failure and repair for each machine is exponentially dis-

tributed with known rates. Therefore the state transitions caused by failures and 

repairs are truly markovian. However, the probability distribution of the transitions 

to and from the starved/blocked states is unknown. To model these transitions in 

a manner that allows us to design the flow controller, we approximate them with 

Markovian processes and estimate the associated transition rates through simulation. 
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This approximation is fairly accurate for large systems with a large number of ma­

chines. The transition time from a starved state to an unstarved state is due to the 

repair of one of the machines of the upstream workcells. Since repairs are Markovian, 

this transition is also Markovian, as it is the minimum of exponentially distributed 

independent random variables. The time to starve is a function of the current level 

of the input buffer (if(t)), the input rate (tr(t)) and the current rate of production 

(ui(t)). All these random variables are the result of primarily Markovian processes. 

We therefore believe that for large systems we can approximate this transition as a 

Markovian transition with moderate error. Similar arguments can be made for the 

transitions caused by blocking/unblocking. 

We define the generator matrix for the markov chain as 

where 

qb., The rate of transition of work cell i, into state ,, given that the current 

state of the work cell is /3. 

Oi The estimates of the transition rates qb.,, where the transition from state 

f3 to state 1 is due to a blockage or starvation, obtained in the kth iteration 

of the simulation. 
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1.3.2.4 The flow controller design 

For every work cell find 2 

which minimizes 

l:! E [ �~� f g(X'(t))dt l 
subject to 

dynamics 

and constraints 

where 

The cost of maintaining a surplus/backlog of xi(t) for one unit of 

time. 

2 the hat 'A ' indicates the estimates of the variables under the markovian assumption. 
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where 

The expected value of the depletion rate of the fictitious buffer stor­

ing backlog/surplus information. 

0 

o v~ o 

0 

0 0 

v~ The average number of visits of part type p at cell i for the same 

operation. The definition of part types can be expanded if seperate 

operations are to be performed on the same part at the same work 

cell. 

dP The system demand rate for part type p. 

The certainty equivalent principle to used to eliminate some of the random vari-

ables, namely the output buffer depletion rate. We assume that the policy will yield 

near optimal results even if we substitute the actual values of the random variables 

with their expected values. This assumption can be justified by considering a work 
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cell i ( Wi) of a simple transfer line as shown in Figure 1.1. 

w1 Bl wi+l 
--0---0-: 

Figure 1.1 A transfer line 

The last work cell tracks the demand d. For the system to able to track this 

demand with minimum WIP, the production rate of all the workcells on an average 

must be equal to d. The production rate of Wi+l i.e. ui+l is the output rate for Hfi 

(u). Therefore it is fair to use 

The argument can be easily extended for networks. 

The flow controller design is based on the assumption that the transition rates to 

and fro from the starved/blocked states are Markovian. However the rates of these 

transitions are unknown. Therefore we simulate the system to get estimates of these 

transitions and construct the generator matrix Q~;. Once this generator matrix is 
" 

known the flow control problem can be solved to obtain the optimal hedging points 

(z~;(t)(Bi)), switching surfaces and other control parameters. The function µ9i(•,•) 
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defines these parameters. However as µ8; ( •, •) depends on the kth iteration of the 
" 

simulation, these control parameters are optimal only for the current estimate of 

the generator matrix. We therefore get better estimates of the generator matrix 

by performing the (k + l) th iteration of the simulation using the control parameters 

obtained in the previous iteration. We continue to perform these iterations until the 

parameters converge. 

1.3.2.5 Two alternative flow control design implementations 

We suggest the following two alternative approaches to implement the fl.ow con-

troller as designed in section 3.2.4. In these implementations there is no markovian 

assumption as the starvations and blockages are random variables with their true 

probability distributions. These approaches can be implemented by observing a real 

system or by performing a simulation of the system model. 

Implementation Approach 1 : 

For each of the work cells keep track of 

1. The capacity state of the work cell ai(t). 

2. The cummulative surplus/backlog. This is given by the level of the fictitious 

3. The level of the actual input and output buffers. These are given by lf(t) and 
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The controller implementation can be defined mathematically as 

where 

J 

such that 

. i 
B (t) 

ir(O) 

ui(t) - E [ri(t)] 

u'(t) - ui(t) 

1,2, ..... k represents all upstream work cells which output into 

the input buffer Bi(t) of work cell i. 

The optimal hedging point for work cell i when the state is 

ai(t). These hedging points are calculated using the estimates 

of the transition rates obtained in the kth iteration of the 

simulation. 

A vector of small positive quantity. 

In the above implementation we load the input buffer to a certain level before we 

start our simulation. This is to partially decouple the system so that the effects of 

the starvations and blockages are reduced. This also ensures that the downstream 

work cells can operate somewhat independently of the upstream work cells. 
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Under this implementation the production rate for part type p is given by 

0 

d 

Implementation Approach 2 : 

For each of the work cells keep track of 

1. The capacity state of the work cell ai(t). 

if xi(t) > z~i(t)(Bi) 

if xi(t) = z~i(t)(Bi) 

2. The level of the actual input and output buffers. These are given by lf(t) and 

3. The fl.ow out of the output buffer ( tf(t)) . This is defined as the sum of the 

rates at which all downstream work cells take/process parts from the output 

buffer of i. 

The controller implementation can be defined mathematically as 

such that 
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In Lhis implementation each cell tries to track the actual output rate rather than 

the expected demand. Scheduling of the production rate of each work cell is based 

upon the current level of the actual buffer rather than the level of the fictitious 

surplus/backlog buffer. This approach is valid because the expected value of the 

output rate is is equal to production target and on an average each work cell tracks 

the expected demand due to the certainty equivalent principle. 

This translates into the following control policy for a part type p. 

0 

d 

ffilllu V :i, �~� a ( X ( t)) U 

if Bi(t) > z~i(t)(Bl) 

if Bi(t) = z~i(t)(Bi) 

subject to u E na(t) if Bi( t) < z~i(t)(B~) 

1.3.3 The solution procedure 

The overall solution procedure used is as follows : 

1. Collect the known data of the manufacturing system. This includes the fail­

ure and repair rates of each of the machines, the production capacity of each 

machine and the overall system production rate target. 

2. Model the transitions between the capacity states in each of the work cells as a 

continuous time Markov chain. Assign some initial value to the unknown rates 

of the transitions resulting due to starvation/blockages. 
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3. Solve the flow control problem as designed in Section 1.3.2.4 for each of the 

work cells and obtain the control parameters ( optimal hedging points, switching 

surfaces etc.) as explained in Section 1.2. 

4. Implement the flow controller design by using one of the approaches as explained 

in Section 1.3.2.5. 

5. Revise the estimates of the unknown transitions from the results of the simula-

tion. 

6. Repeat steps 3-6 till the hedging points for each of the work cells and the 

unknown transition rates converge. 

7. The function µ8• ( •, •) obtained after the convergence can be used to formulate 
.I, 

control policies for each of the work cells as before. 

Efficient simulation of the FMC network and solving the stochastic dynamic pro­

gramming problem for each FMC are essential for the successful implementation of 

the solution procedure. The production rate for a work cell changes only when a 

failure/repair takes place or if a hedging point is reached or if a starvation/blockage 

takes place. We propose an event driven simulation with several types of key events 

like failures, repairs, starvations, blockages and reaching of hedging points coupled 

with uniformization to decide the next key event for efficiency. We also propose usage 

of a common random number generator to achieve quick convergence. References for 

solving the stochastic dynamic problem are given in Section 1.2. 
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1.4 A Numerical Example 

A simple sytem is considered to illustrate our algorithm. The system as shown in 

Figure 1.2 consists of 2 work cells and an intermediate buffer of infinite capacity. 

The first work cell has only one captive machine while the second work cell has two 

identical machines. For simplicity we consider only one part type. 

�-�-�-%¡ �~�t�-�-�-�-�-�i�Q�-�-�-�1�.�_�_�_�_�B�_�_�_�_�.� 
_A__ 

wl B 

Figure 1.2 A two work cell system 

Parameters of machine at work cell l : 

• Maximum production rate = 3 

• Mean exponential rate of failure = Ji = 1 

• Mean exponential rate of repair = r1 = 2 

Parameters of each machine at work cell 2 : 

• Maximum production rate = 1.5 
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• Mean exponential rate of failure = fz = l 

• Mean exponential rate of repair = r 2 = 2 

Production target rate or demand = d = 1.25 

The cost function considered was as follows 

g( •)=I• I 

1.4.1 Flow controller for work cell 1 

A schematic diagram for W 1 is given in Figure 1.3 which helps in the design and 

implementation of the distributed controller design. 

Figure 1.3 Model of work cell 1 

As W 1 is connected to an infinite source the rate of fl.ow of parts into the input 

buffer is infinity and therefore no starvations of any kind can take place at W 1
• Also 
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we assume that the output buffer is of infinite capacity. Therefore W 1 is never blocked. 

As a result s1(t) = 2 and b1(t) = 2 for all t. Let ai denotes the kth element of the 

capacity state space ( a'(t)). Then all the possible states of W 1 with their respective 

capacities are as follows : 

al 
1 

al 
2 

(1,2,0) 

(0,2,0) 

n1 
al 

1 

The generator matrix is as follows : 

Ql= 

{O} 

In this case q}..., is the same as qJ..., as all the transitions are due to failures/repairs 

and their rates are known. 

1.4.2 Flow controller for work cell 2 

,., 
U-(c) 

O d 
r---- ---------

Figure 1.4 Model of work cell 2 
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A schematic diagram for W 2 is given in Figure 1.4 which helps in the design and 

implementation of the distributed controller design. 

As before W 2 is never blocked as the output buffer has infinite capacity. Therefore 

b2(t) = 2 for all t. 

We also contend that W 2 is never partially starved, i.e s2(t) =f. 1. 

For partial starvation to occur the condition is 

Now the set of all possible values of u2(t) = {0, 1.25, 3} 

and the set of all possible values of u2(t) = {0,1.25,1.5,3} 

Therefore the cases of partial starvation arise only when u2(t) = 1.25 and u2(t) = 

1.5 or 3.0. 

If u2(t) = u1(t) = 1.25 = d then W 1 is at the hedging point, i.e. x 1(t) = z~l(t) 

Therefore for partial starvation to occur the following conditions have to be satisfied 

-2 
1. B (t)=O 

2. u2(t) = d = 1.25 
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Now under implementation 1 

Also 

Therefore 

Also if u 2(t) 

A 1 (Oi ) 
zal (t) /c 

B 1(t) = 1iu1(t)dt - Jlu2(t)dt + B\o) 

Jiu2(t)dt - Jlu2(t)dt + B\O) 

x 1(t) Jiu1(t)dt - d = Jiu2(t)dt - d 

x2(t) Jiu2(t)dt - d 

1.25 = d then W 1 is at the hedging point, i.e. x 1(t) 

in the above equation we get the following condition which must be satisfied for partial 

starvation to occur : 

0 

!Ò� 0 

Clearly the Right Hand Side is positive and not equal to zero and therefore the con­

ditions for partial starvation cannot be satisfied and W 2 cannot be partially starved 

under implementation 1. 
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Under implementation 2 Conditions 1 and 2 are contradictory for the fl.ow con­

troller of W 1. This is because if Condition 1 is true i.e 

Then the flow controller for W 1 will schedule the production rate equal to the maxi­

mum possible production rate, i.e. u1(t) = 3.0 as B 1(t) = 0 < z~1(t)(Bi) 

However Condition 2 states that ii 2(t) = u 1(t) = d = 1.25 

Thus there is a contradiction between conditions 1 and 2 and they can never be sat­

isfied simultaneously under implementation 2. Therefore the partially starved state 

cannot exist. 

If ai denotes the kth element of the capacity state space (ai(t)) then all possible 

states for W 2 along with their respective capacities are as follows : 

a2 (2, 2, 0) n2 {ul0:Su:S3} 1 al 
I 

a2 (1, 2, 0) n2 { u I o :::; u :::; 1.s} 2 al 
l 

a2 (0, 2, 0) n2 {0} 3 al 
3 

a2 (2, o, 0) n2 {0} 4 al 
4 

a2 (1, o, 0) n2 {0} 5 al 
6 

a~ (0, o, 0) n2 {O} al e 
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The generator matrix for W 2 is : 

-(2fz + :z:1c) 2f2 0 Xie 0 0 

r2 -(r2 + fz + Y1c) fz 0 Yh 0 

A • 
0 2r2 -(2r2) 0 0 0 

Q;,l, 
r1 0 0 -(r1 + 2fz) 2fz 0 

0 r1 0 r2 -(r1 + r2 + fz) fz 

0 0 r1 0 2r2 -(2r2 + r1) 

-(2 + :z:1c) 2 0 Xie 0 0 

2 -(3 + Y1c) 1 0 Y1c 0 

0 4 -4 0 0 0 

2 0 0 -4 2 0 

0 2 0 2 -5 1 

0 0 2 0 4 -6 

where 

x1c, Y1c 
estimates of the unknown transition rates to starved states obtained 

through the kth iteration of the simulation. 
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1.4.3 Results 

Parameters of interest Implementation 1 Implementation 2 

·1 
zaHt) 0.130 0.130 

z!wi ;k = 1,2 0.774, 0.731 1.457, 1.515 

E [g(x2(t))] 0.746 1.966 

E [g(x2(t))] 1.045 1.888 

E [g(B\t))] = E [g(B1(t))] 0.385 0.077 

Table 1. 1 Results 

The above table summarizes the results of the simulation of the system for each 

of the implementations. It lists the hedging points ( z~Ht)' z!i(t) ) for all the feasible 

capacity states at each of the workcells obtained after convergence. 

It also shows the cost of deviation of the actual production from the production 

rate targets predicted by the model (E [g(x2(t))]) and as obtained after the actual 

implementation (E [g(x2(t))]). The difference between these values gives us an idea of 

the accuracy of the model and the Markovian assumption. Implementation 2 matches 

the model more closely. This is to be expected as we use more information in the 

second implementation. In implementation 2 we use the actual rate of depletion of 
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the buffer whereas in Implementation 1 we just use the certainty equivalent of the 

depletion rate. 

However the overall cost obtained through Implementation 1 is lower than 2. 

This maybe be explained by the fact that the first Implementation is not completely 

distributed, as at the begining of every iteration we load the buffers to a certain 

initial value as determined by a centralized controller. This initial value of the buffer 

adds a degree of decoupling to the system and makes the operation of each work cell 

somewhat independent. 

We also measure the cost of maintaining the in-process inventory in the buffer 

between the two work cells (E [g(B\t))] = E [g(B 1(t))]). Implementation 2 gives a 

much lower WIP. Another advantage of using Implementation 2 is that in this case 

we can find the required buffer sizes as we schedule the production rate based on the 

actual inventory and not on the level of the fictitious surplus/backlog buffer. The 

size of each buffer would be equal to the maximum of the hedging points of the work 

cells which unload parts into it. 
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1.5 Conclusions 

In this part of the thesis, we proposed a real time feedback production control policy to 

dynamically schedule the production of a variety of parts in a manufacturing system 

consisting of a network of work cells and subject to random events like failures, 

repairs, starvations and blockages. The objective was to track the overall production 

rate with minimum inprocess inventory. We first proposed a design of the optimal 

flow controller and then showed two methods to implement the design. The two 

implementation approaches were compared through the simulation of a simple test 

case. 

In future we propose to test this approach for a more complicated network. For 

such a system the certainty equivalent of the depletion rate of the output buffer can 

be found analytically. However one needs to formulate a policy for unloading the 

processed parts to actual physical buffers. 
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TOPIC 2 

Single Run Optimization in Discrete Event 

Simulations of Manufacturing Systems 



Abstract 

A new technique was devised to optimize the controllable parameters ( eg. buffer 

size, batch size, routing proportions, production rate etc.) of stochastic manufactur­

ing systems in a single simulation run. Pertubation Analysis methods were used to 

estimate the derivatives in a single simulation run of the system model. In addition, 

a Sequential Hypothesis Testing approach was used to update the parameters on line, 

as the simulation was running. This algorithm is not only computationally inexpen­

sive but also has the inherent property of escaping from poor local optima. It also 

has the potential to be used for the optimization of quasi-static systems, as it has the 

tendency to track the changing optima of the system as the system parameters vary 

with time. 
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2.1 Introduction 

Manufacturing systems with variable production rates, unpredictable failures and 

repairs and random starvations and blockages are typical examples of discrete event 

stochastic systems. While designing such systems, there are a number of decisions 

one can make like the size of the buffers, the routing proportions of the parts or 

the mean production rates of the machines. These decisions which are inputs to the 

design model are called controllable parameters. The responses of the system like 

the throughput, average in-process inventory, waiting time in the system etc. are 

called the performance measures. Often the performance measure of interest 1s a 

combination of several responses. A frequently encountered problem is to evaluate 

the performance of the system under a given set of parameters. 

Unfortunately due to the size and complexity of the system it is difficult to ob­

tain closed form analytic solutions. This is often true even after several simplifying 

assumptions have been made. Simulation on the other hand enables one to capture 

the responses of the system and study the effects of the controllable parameters and 

is therefore widely used to analyze such stochastic systems. 

A more complex problem is of finding the optimal system configuration or the set 

of controllable parameters which optimizes some objective function of interest. The 

objective function in most cases is not just an explicit function of the controllable 

parameters, but also depends on the responses of the system. The objective function 
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can therefore be thought of as a performance measure which we want to optimize. 

As before, simulation is often the only evaluative tool available. In recent years a 

number of researchers have addressed the problem of optimization in simulations. A 

survey of some recent results and techniques can be found in Glynn [2.5] and Meke­

ton [2.11]. We briefly discuss some of the more promising optimization techniques 

like response surface methods, stochastic approximation, simulated annealing, quasi­

gradient methods in Section 2.2. 

In most of these techniques, the system is simulated for several sets of parameter 

values to estimate the gradients of the objective function with respect to the con­

trollable parameters. The value of the parameters is then updated as a function of 

these gradients and the process is repeated until the optimum value is reached. The 

problem with many of these algorithms is that they are computationally expensive 

as a large number of long simulation runs are required for the accurate estimation of 

the gradients at each set of parameter values. 

One way to reduce the computations enormously, as suggested by Suri and Lueng 

[2.15], is to couple Stochastic Approximation algorithms with Pertubation Analysis 

techniques and obtain the optimal system configuration in a single run of the simula­

tion model. This technique called single run optimization is also discussed in Section 

2.2 along with some improvements suggested by Fu and Ho [2.4]. 

In this part of the thesis we propose another single run optimization technique 
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which is based on a Sequential Hypothesis algorithm (Vakili [2.16]) and Pertubation 

Analysis (Suri [2.14]). In Section 2.3 we discuss this algorithm in detail and show how 

it is different from other algorithms as proposed in the past. In Section 2.4 we show 

results for a simple test case, namely the M/M/1 queue and compare our results with 

the results obtained by other researchers. In Section 2.5 we compare our algorithm 

with the simulated annealing [2.8] [2.10] approach. In Section 2.6 we analyse the 

applicability of this algorithm for the optimization of quasi-static systems. Finally 

we draw some conclusions in Section 2.7. 
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2.2 Survey of Optimization Methods used in Simulations 

Finite dimensional optimization of stochastic systems can be divided into the following 

two classes 

1. Continuous Parameter Optimization 

2. Discrete Parameter Optimization 

2.2.1 Continuous Parameter Optimization 

Continuous parameter problems are more common and several optimization tech­

niques exist which can be used in a Monte Carlo simulation. We present a brief 

description of some of them. 

2.2.1.1 Response Surface Optimization 

In these techniques (Myers [2.12], Hill and Hunter [2.6], Jacobsen and Schruben 

[2. 7]) an attempt is made to fit a polynomial to a set of sample observations around a 

particular solution. The polynomial is typically of the first or the second order. The 

gradients are obtained of the polynomial and moves are made to reach the optima of 

the polynomial. At this point new sample points are generated and a new polynomial 

response surface model is fit in. Thus iteratively we move towards the true optima. 

Several modifications to the above approach exist in literature (Daugherty and Turn­

quist [2.1], Eldridge [2.2]) This algorithm uses concepts from statistical theory like 
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design of experiments and curve fitting. However a major drawback of this technique 

is that usually a large number of simulation runs are required, as to correctly approx­

imate the surface with a polynomial, we need accurate estimates at a large number 

of points. 

2.2.1.2 Stochastic Quasi-Gradient Techniques 

Several nonlinear methods exist in the literature like the method of Steepest De­

scent, Conjugate methods, Quasi Newton methods etc. for optimization of stochastic 

systems. These can be used in Monte Carlo simulations by substituting the gradi­

ents by the finite difference estimates obtained through simulation. Some of these 

methods are discussed in Ermoliev [2.3]. In all of these the gradient of the objective 

function with respect to the controllable parameters is estimated and this value is 

used to update the controllable parameters such that the gradient approaches zero 

and the system reaches the optimal. Slow convergence rates and entrapment in poor 

local optima, specially if the initial solution is poor, are the major drawbacks to this 

approach. Several of these methods require the calculation of the Hessian matrix 

which involves calculation of second derivatives. Generally in most systems it is rel­

atively difficult to get good estimates of these derivatives. Moreover these methods 

are computationally quite expensive. 

2.2.1.3 Stochiastic Approximation Techniques 

Another set of techniques used for the optimization of stochastic systems are 
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the Stochiastic Approximation (SA) techniques. The two primary techniques of this 

family are the Robins - Monro (RM) [2.13] and the Kiefer - Wolfowitz (KW) [2.9] 

algoritms. 

For the one parameter ( I) ) case the Robins-Monro algorithm is as follows. 

where ()Ir. is the value of the parameter in the kth iteration 

a,. is a sequence of positive numbers such that 

and gs(8,.) is the estimate of the derivative of the objective function with respect to 

the controllable parameter (8 ) in the kth experiment. 

The Kiefer - Wolfowitz algorithm is similar to the Robins Monro. However in this 

case the gradient is estimated using the finite difference approach. Mathematically 

l)lr.+1 = (Jk- a,. [g(8,. + c1r.,f(8,. + c1r.))-g(8,. - c1r.,f(8,. - c,.))l 
2c,. 
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where ()k is the value of the parameter in the kth iteration 

a,. is a sequence of positive numbers such that 

• limk-+oo Ck = 0 

c,. is the distance in O between the most recent pair of observations. 

g( 0) is the estimate of the cost function and f( 0) is the estimate of the response of 

the system. 

2.2.1.4 Single Run Optimization Methods 

The major disadvantage of all the algorithms discussed so far is the expensive 

computation involved. In view of this Suri and Lueng [2.15) proposed the use of 

Pertubation Analysis (PA) in a Stochiastic Approximation (SA) algorithm to optimize 

the system in a single simulation run. A comprehensive introduction to Pertubation 

Analysis can be found in Suri [2.14]. PA was used to estimate the gradients of the 

objective function with respect to the controllable parameters. As these estimates 

were noisy a SA algorithm was used to find the roots of the gradients. Based on these 

derivatives the system parameters were updated, while the simulation was running 
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, whereby at the end of the simulation run an estimate of the optimal value of the 

objective function was obtained. An important point to note is that updating the 

system parameters as the simulation was running , was possible because PA requires 

only one simulation run to estimate the gradient. 

Fu and Ho [2.4] modified Suri and Lueng's algorithm by using past data to get a 

better estimate of the gradient. They proposed two techniques to improve the system 

behaviour. 

The first technique was a simple averaging of the gradients obtained by pertuba­

tion analysis. Mathematically 

In the second approach Ho and Fu updated the estimate of the gradient through 

the use of second derivatives obtained by PA techniques. 

where 

Here 919PA ((Jk) was also obtained through PA. Intutively in this approach not only 
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the past values of the gradients are used but these past values are approximately 

updated to the current value of the control parameter. 

2.2.2 Discrete Parameter Optimization 

So far we have focussed on the optimization of continuous parameter systems. An­

other interesting class of problems is when the parameter set is confined to a discrete 

set. Possible applications in the manufacturing systems context include finding the 

optimal buffer and batch sizes. 

One of the techniques developed for the optimization of discrete parameter sys­

tems, which has gained a lot of popularity, is simulated annealing. (Kirkpatrick, 

Gelatt, Vecchi [2.10], Johnson, Aragon, McGeoch, Schevon (2.8]) 

2.2.2.1 Simulated Annealing 

The primary motivation of using simulated annealing over other conventional op­

timization algorithms is that in this the chances of entrapment in poor local optima 

are reduced by allowing, with some probability, 'uphill' moves or moves away from 

the locally indicated direction of the optima. In this technique the approach to the 

optima is gradual as emphasis is paid for the system to reach 'equilibrium' at each 

'temperature'. The algorithm is as follows 

1. Get an initial solution S 

2. Get an initial temperature T > 0 
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3. While not 'frozen' do 

(a) For 1 �~� i ::; L do 

1. Pick a random neighbour SI of S 

11. let 8 = cost(S1) - cost(S) 

m. if 6 �~� 0 (downhill move) Set S=SI 

iv. if 6 > 0 (uphill move) Set S=SI with probabilty e6/T 

(b) Set T = rT (reduce temperature) 

4. Return S 

In the above algorithm the control parameter, temperature is a kind of a measure 

of the goodness of the system state and its distance from the optimal state. At each 

temperature a number of runs (L) are made in order to reach the equilibrium at 

that temperature. The higher the temperature the more is the probability of making 

an uphill move. This prevents one from converging to a bad local optima when the 

system is far away from the 'ground' or optimal state. After a number of iterations 

the temperature is decreased by a factor (r) called the cooling ratio. The proces is 

continued till the temperature becomes small enough so that the system converges to 

the 'frozen' or optimal state. 
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2.3 Single Run Optimization Using Pertubation Analysis 

and Sequential Hypothesis Testing 

In single run optimizations usmg SA techniques there is a basic tradeoff between 

the accuracy of the estimates of the gradients and the number of iterations. An 

iteration is a set of observations with the same value of the system parameters. For 

a fixed simulation horizon if we want better gradient estimates then we need to have 

longer observations at each iteration thereby reducing the number of iterations and 

decreasing the rate of convergence. On the other hand if we have shorter observations 

at each iteration then the gradient estimates will be noisy and less accurate. However 

this will enable us to perform more iterations. 

In order to resolve this trade-off we suggest using the sequential hypothesis testing 

approach, proposed by Servi-Vakili [2.16], to estimate the derivatives and update the 

system parameters. We contend that though the gradient estimates are noisy for 

short observations, their signs are less so. In other words we have greater confidence 

in the sign of the derivatives than in their actual values. We support this observation 

with the following example : 

let 

g(8)=8+Z 

and 

K(8) = P(sgn(g(8)) = sgn(8)) 

53 



where 

• z is the noise of the estimator. Assume Z ~ N(O,o-2) 

• g( 8) = unbiased estimator of 8 

Then 

l. K( fJ) > 0.5 

2. K( fJ) is an increasing function of J 8 J. 

3. lim1s1 ..... 00 K( 8) = l 

Proof for 1.: 

assume 8 > 0 

!Ò� 

K(8) P(sgn(g(O)) = sgn(8) 

P(H1p > 0) 

P(f>-1) 

> 0.5 

Arguments 2 and 3 can be proved similarly. 

We therefore update our controllable parameters by a finite step size in the di­

rection suggested by the sign of the gradients. However one may contend that the 

signs of the derivatives may be erroneous too, specially when the magnitude of the 

gradients is close to zero. To overcome this drawback we propose that if we are not 
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sure of the sign of the derivative i.e. if their magnitudes are small , then we do not 

update the system but take another set of obsevations with the current value of the 

system parameters. In fact we continue to do so till we have confidence in the sign of 

the gradient. 

To be more exact we propose the following hypothesis testing approach : 

1. If f3k > a,. then! > 0 

2. If f3k < -a,. then ! < 0 

3. If -0:k < /3,. < O:k then we cannot predict the sign of! 

where 

• (3,. = the current (averaged/modified/updated) estimate of the gradient (!) in 

the kth iteration. 

• a:k = confidence factor in the kth iteration 

If 1. or 2. is true then we update the parameter by a predefined step size in a direction 

indicated by the sign of the gradient. If 3. is true then we do not have confidence 

in the sign of the gradient and therefore take another observation at the same set of 

parameter values. 

The confidence factor (a,.) is a function of a constant (a,.), which we call the 

confidence constant, and the number of observations taken so far in the iteration 
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(n1c). Typically 

Figures 2.1 and 2.2 show examples of the sample path of the gradient in an iteration. 

Thus the larger the value of a1e the more confidence we have in the sign of our 

estimate of the derivative as larger a1c 's lead to longer observations and hence better 

estimates. However larger a1c's tends to slow down the convergence rate of the al-

gorithm. As a result we want the a1c 's to be small when far from the optimum but 

large when close to the optimum of the cost function. ( See Figures 2.1 and 2.2 ) We 

therefore start with a small value of a1c and increase it by a constant c if at the end 

of the iteration the sign of the derivative is different from the one at the end of the 

previous iteration. Intuitively a change of sign's of the derivative indicates that we 

have overshot the true optimum and thus it seems a prudent time to increase a1c as 

greater confidence in the sign's of our derivatives is desired. Mathematically 

{ 

ca1e if sgn(/31c) =I sgn(/31c-1) 
a1e+1 = 

a1c otherwise 

As we are now updating our parameter values by a predefined step size and only when 

we are confident about the sign of the gradient, we can now afford to make a decision 

of whether or not to update the system parameters after every customer. This enables 

us to appropriately adjust the observation length at each iteration depending upon 

the distance from the optimum. 
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2.3.1 Updating derivatives 

Ho and Fu showed the importance of modifying their estimate of the derivative using 

the past history. We also use the information from the past, though in a different 

manner. This is because our past is now of two kinds , one is that of observations in the 

present iteration and the other is that of the previous iterations. An iteration is a set of 

observations with the same value of the system parameters. We take a simple average 

of the derivatives of each observation in the current iteration and weigh it against the 

modified value of the gradient at the end of the previous iteration by a factor which 

is a function of the number of observations in that iteration. Mathematically 

where 

-{3 - '°'nJt §_Q_i_ 
• le - L..i=l 69 

• n1c = number of observations in the kth iteration 

• () = controllable parameter 

• b = constant 

• G = cost function 

• f31c = updated estimate of the derivative in the kth iteration 
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2.3.2 Continuous vs Discrete Parameter Optimization 

To reach the optima in continuous parameter optimization problems, we should also 

decrease the step size by which we update the controllable parameter, every time we 

overshoot the optima. Thus 

8Jc+l = { 
8Jc otherwi8e 

where 

• "f(81c) = ....!L.. l+•Jo 

• 8Jc = step size by which the controllable parameter was updated at the beginning 

of the kth iteration 

On the other hand, discrete parameter optimization problems can easily be han-

dled by choosing a suitable step size. In this case 

and 
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2.3.3 The Algorithm 

Our proposed algorithm for the estimation of the gradients obtained by Pertubation 

Algorithm to be used with sequential hypothesis testing, for optimization of the sys-

tern parameters in a single optimization run is as follows. 

while not end of replication do 

begin 

while I /3,. I < a,. do 

begin 

n,. = n,. + 1 

end 

81<+1 = 8,. + Ds,. 

{ 

ca,. ifsgn(f3,.)=/ sgn(f3,.-1) 
a,.+1 = 

a,. otherwise 

s1e+i = { ,(s,.) if sgn(/3,.) =/ sgn(f3,._1) 

s,. otherwise 

k=k+l 

n1e = 0 

end 
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where 

• 0 = controllable parameter 

• G = cost function 

• k = number of iterations 

• n1c = the number of observations in the kth iteration 

• a,. = confidence constant 

• b = constant for updating gradient 

• c = constant for increasing a,. 

• 1 = function for updating step size 

• .s,. = step size 

/3- - °"n,. ffi 
• le - L..,i=l 68 

• D = { +1 

-1 

if.sgn(/31c) < 0 

if sgn(/31c) > 0 
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2.4 Experiment and Results 

2.4.1 The Test Case : M/M/1 Queue 

The M/M/1 is a single server queueing system. The server has exponentially dis­

tributed service times. The arrivals of customers to the queue is a poisson process 

such that the inter-arrival times are exponentially distributed. The objective function 

which we used was 

where 

C1 
J = G(O,F) = C0F+ O 

• 0 = mean service time per customer 

• F = F( 0) = mean system time 

• Co = cost per unit time spent by a customer in the queue 

• C1 = cost per unit speed of the server 

The mean arrival rate of the customer to the queue was fixed and equal to A. 

The M/M/1 is a very simple example and a closed form analytical solution exists 

for finding the optimum. It was thus an ideal test as we could easily estimate the 

performance of our algorithm. 

As in Suri & Lueng and Fu & Ho, we simulated the system for five different values 

of C1 with C0 having a fixed value of 1. These were 
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1. C1 = 2000 

2. C1 = 8000 

3. C1 = 32000 

4. C1 = 128000 

5. C1 = 512000 

We also used A = 0.01 and 81 = 50.0 . 

For each of these cases we ran 15 replications. 

2.4.2 Results 

In the following cases we ran our simulation under the following conditions 

1. a1 = 50.0 

2. C = 2.0 

3. 81 = 1.0 

4. 1(s1e) = SJe 

5. b = 0.0 
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We therefore are treating this problem as a discrete parameter optimization prob­

lem where we keep a constant step size of 1.0. We also do not update the estimates 

of the derivatives obtained as b = 0.0 

The choice of the initial value of a and c is somewhat arbitrary. We study the 

effects of varying some of these values later. 

The results are for two sets of run lengths. 

cl 2000 8000 32000 128000 512000 

run length 5000 10000 15000 25000 50000 

% error in J 0.07 0.03 0.04 0.04 0.09 

Std Dev % error in J 0.09 0.02 0.06 0.04 0.09 

Table 2.1 Results Set 1 

cl 2000 8000 32000 128000 512000 

run length 10000 20000 30000 50000 100000 

% error in J 0.01 0.01 0.03 0.04 0.03 

Std Dev % error in J 0.03 0.01 0.03 0.06 0.02 

Table 2.2 Results Set 2 

2.4.3 Comparision with Suri-Lueng and Fu-Ho 

We reproduce below the best of the results obtained by Suri & Lueng and Fu & Ho as 

reported in Fu & Ho. These are the best results over different iteration run lengths. 
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cl 2000 8000 32000 128000 512000 

run length 10000 20000 30000 50000 100000 

% error in J 0.06 0.01 0.03 0.15 1.13 

Std Dev % error in J 0.09 0.01 0.03 0.20 1.43 

Table 2.3 Results AO : Suri & Lueng's Algorithm 

cl 2000 8000 32000 128000 512000 

run length 10000 20000 30000 50000 100000 

% error in J 0.01 0.02 0.04 0.09 0.15 

Std Dev % error in J 0.02 0.02 0.04 0.12 0.04 

Table 2.4 Results Al : Fu & Ho's Algorithm ( using first order derivatives) 

cl 2000 8000 32000 128000 512000 

run length 10000 20000 30000 50000 100000 

% error in J 0.01 0.01 0.02 0.03 0.03 

Std Dev % error in J 0.01 0.01 0.04 0.03 0.04 

Table 2.5 Results A2 : Fu & Ho's Algorithm( using second order derivatives) 

Thus it seems that our algorithm performs substantially better than Suri & Lu­

eng's and the first algorithm of Fu & Ho. It seems comparable with the second 

algorithm of Fu & Ho. Even with half the run length (see result set 1) the results 

are comparable and sometimes better than the results reported previously. However 
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it is important to note that we used only 15 replications instead of 40 as used by Fu 

& Ho. 

On the other hand we do not use any bounds on our simulation. and we do not 

update the estimates of our derivatives (in this case) 

2.4.4 Analysis of factors and constants 

We carried out certain experiments to study the effects of some of the variables used 

in our algorithm. All these experiments are carried out with Cl = 2000, >-= 0.01, 01 

= 50.0 

2.4.4.1 Confidence constant : a,. 

The initial value of the confidence constant is important as we want this value to 

be low when we start. This will facilitate easier escape from an iteration and rapid 

progression towards the optimum. However we do not want this value to be too low 

as there is the danger of overshooting the optimum by a wide margin. Thus too low 

a value will lead to large oscillations about the optimum. 

For the following case c = 2.0, s,. = constant = 1.0, b=0.0, run length = 10000 

a1 25 50 75 100 

% error in J 0.01 0.01 0.00 0.01 

Std Dev % error in J 0.03 0.03 0.00 0.03 

Table 2.6 Effect of constant a 
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The variation caused in the results by varying the initial value of the confidence 

constant is very slight. However a1 =75 gives better results than other cases. Thus 

our point that the initial value of the confidence constant should not be too high or 

low is proven. 

2.4.4.2 Constant for increasing a1c c 

The manner in which we increase the confidence factor is also important. Ideally 

we would like to increase the confidence factor gradually. If the increase is too slow 

there will we larger oscillations about the optimum and slower convergence. On the 

other hand too rapid a increase in the confidence factor shall lead to larger iterations 

and thus slower convergence. 

For the following case a1 = 50.0, s1e = constant = 1.0, b=0.0, run length = 10000 

C 1.25 1.5 1.75 2.0 2.5 3.0 

% error in J 0.02 0.02 0.01 0.01 0.01 0.03 

Std Dev % error in J 0.03 0.03 0.01 0.03 0.03 0.04 

Table 2. 7 Effect of constant c 

The results justify our argument. 

2.4.4.3 Constant for updating the derivative : b 

For the following case a1 = 50.0, c = 2.0, s1c = constant = 1.0, run length = 10000 
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b 0.0 0.25 0.5 0.75 0.9 

% error in J 0.01 0.01 0.01 0.01 0.01 

Std Dev % error in J 0.03 0.03 0.02 0.03 0.03 

Table 2.8 Effect of constant b 

We observe that in our approach the past information is not of much use and 

therefore there is no need for any additional computations. 

2.4.4.4 Effect of changing the step size 

For the following case a1 = 50.0, c = 2.0, b = 0.0, run length = 10000 

otherwise 

where 

The results were as follows 

% error in J 0.02 

Std Dev % error in J 0.02 

Table 2.9 Effect of step size 

Thus the results obtained using continuous parameter optimization yield similar 

results to the discrete case. 
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2.5 Comparision with Simulated Annealing 

The key point in Simulated annealing is that it allows one to escape from poor local 

optima. Similarly in our algorithm we can always escape from a solution point if a 

sufficient number of observations are taken. This is because 

and therefore 

lim P(I (3,. I > a,.)= 1 
n•-+ex> 

Secondly in simulated annealing the probability of escaping from a poor optima 

is higher at higher temperatures when the system is away from the optima. In our 

case the confidence constant a,. is analogous to the temperature. At the start of the 

algorithm the value of a,. is low, thus allowing easy escape from a solution point. 

However as the system is run for a sufficient length of time, and the solution point 

gets closer to the optimum, the value of a,. increases making it difficult to escape from 

the current solution point. In addition the derivative is larger when away from the 

optimum and this also ensures easier escape. 

Another point on which emphasis is paid in simulated annealing is that of aproach-

ing the optima in a gradual manner after reaching the equilibrium at every temper­

ature. In the same spirit we update our parameters by a finite step size, which is 

independent of the magnitude of the derivative and modify the confidence constant 

only after we have overshot the optima. 

70 



Lastly just as in simulated annealing , choosing the initial values of the constants 

is of crucial importance and can greatly affect the performance of our algorithm. 
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2.6 Optimization of Quasi-static systems 

In quasi-static systems the parameters are piecewise constant with respect to time. 

Possible examples of such systems in the manufacturing systems context include sys­

tems with time varying demand rates or when the rate of fl.ow of parts into the system 

changes with time. A typical example in queueing networks could be a bank where 

the rate of arrival of customers is different at different times of the day. Optimization 

of such systems is complex because the system is constantly evolving. 

We feel that our algorithm has the advantage over other algorithms as it has the 

potential to track the changing optima of the system. This is because as soon as the 

parameters change, the system which was at the optima of the previous confi.guara­

tion, starts yielding derivatives of large magnitudes and thus escapes from the current 

optima. It then tries to reach the optima of the new configuration as before. 
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2. 7 Conclusions 

In this part of the thesis we presented an optimization algorithm based on Pertubation 

Analysis and Sequential Hypothesis Testing to optimize stochastic systems. The 

algorithm was tested for a simple M/M/1 queue and results were compared with 

those obtained by previous researchers. The advantages of our approach are namely, 

smaller simulation runs (i.e. less computatational expense), ability to escape from 

poor local optima and the potential to track the optima of the system as the system 

parameters vary with time. In future, we intend to apply this algorithm for r al tim 

control as we have the ability to make decisions after each and v ry obs rvation. 
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