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FROM COARSE TO FINE-GRAINED CONCEPT BASED
DISCRIMINATION FOR PHRASE DETECTION

MAAN QRAITEM

ABSTRACT

Phrase Detection is a vision and language task where the goal is to determine if a
phrase is relevant to an image and localize it, if applicable. The task has many im-
portant downstream applications such as Assistive Robotics where a Robot needs to
detect /localize an object in an environment. However, training discriminative Phrase
Detection models is difficult due to two main challenges 1) sparse training labels:
ground truth regions are not exhaustively labeled with all applicable phrases which
makes determining negative phrases challenging 2) the training distribution is heavily
imbalanced; a small subgroup of the phrases constitute most of the training data. We
address these problems through a novel coarse style discrimination: Negative Coarse
Concepts (NCC). The method involves grouping visually coherent phrases (concepts)
and using the concepts as negative samples which effectively expose the model to
a wide and diverse portion of the distribution while minimizing the chance of false
negatives. Furthermore, we supplement the coarse discrimination method with a fine
grained module (FGM) which effectively discriminates between mutually exclusive
tokens of diverse groups such as colors, sizes, etc. Finally, we combine these two
novel modules into one model: CFCD-Net, which improves the state-of-the-art per-
formance of Phrase Detection models on Flickr30K Entities and RefCOCO+ Datasets
by 1.5-2 points. We further demonstrate how these improvements directly translate

to improvements in the downstream task of Binary Image Selection (BISON).
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Chapter 1

Introduction

The recent advancements in deep learning methods have led to significant progress
in Computer Vision (CV) (Deng et al., 2009; Szegedy et al., 2017; Tan and Le, 2019;
Yuan et al., 2021) and Natural Language Processing (NLP) (Devlin et al., 2018;
Brown et al., 2020) across various challenging tasks. However, there is an increasing
interest in challenges integrating linguistic and visual information from the tradi-
tionally independent fields. One of the most promising avenues for this integration
is focused on expanding object detection by shifting from discrete object categories
to freeform natural language phrases. Such research efforts have focused mostly on
localization tasks where the text query to be localized is assumed to be present in
the test image (Chen et al., 2017a,b; Fukui et al., 2016; Hu et al., 2016a; Mao et al.,
2016; Kazemzadeh et al., 2014a; Plummer et al., 2018, 2017a,b; Wang et al., 2018,
2016; Yeh et al., 2017). However, most potential applications of these phrase local-
ization methods require not only being able to identify where a phrase is in an image
but whether it exists in an image at all. For example, when captioning an image it
would be important to know if the boat in the image was a canoe or a yacht. Still,
phrase localization methods are only designed to indicate where the boat is, and not
to discriminate between what type of boat is present. Thus, prior work has shown
that significant improvements in phrase localization performance may not translate
to downstream tasks (Plummer et al., 2017b). Therefore, in this thesis, we address

the task of Phrase Detection (Plummer et al., 2020) where the assumption that a



% Yellow Sofa @
Red Table @

Yellow Sofa @
Red Table ©

!

]

1

1

' Broken Chair @
: Concept 1 Furniture
1

]

1

1

1

1

1

Broken Chair @

Teacher @
Truck Driver @

Truck Driver @
Teacher @

Construction Worker ©

v Construction Worker ©
N Small Car -l . Concept 2 Professionals Small Car ol

(a) Prior Work embedding space (b) Our Work embedding space
| <——— Positive Pair «——> Negative Pair |

Figure 1-1: Comparing embedding spaces. (a) prior work
used hard-negative mining to make their model more discriminative
(e.g., (Hinami and Satoh, 2018)), which misses a large distribution of
negatives (b), our approach (NCC) creates a set of semantically co-
herent words (concepts) (e.g. {Sofa, Table, Chair} and then learns to
discriminate a region from its unrelated concepts. The resulting em-
bedding space better separates the region from its unrelated phrases.

phrase should exist in an image is completely relaxed and thus every phrase in the
dataset is evaluated for each image.

The main challenge in Phrase Detection is distinguishing between the large set
of phrases. A straightforward approach would be simply using all the phrases in
a batch during training. However, this approach has two major drawbacks. First,
phrase grounding datasets are very sparsely labeled, so many unannotated phrases
can be false negatives. Second, using all phrases in a single batch would not fit into
GPU memory as phrase grounding datasets can have tens or hundreds of thousands
of unique training phrases (Plummer et al., 2020).

Prior work avoids memory issues by augmenting a batch with a limited number
of positive phrases (Plummer et al., 2020) or negative phrases (Hinami and Satoh,
2018) during training. However, as mentioned earlier, this may result in semantically
similar phrases being embedded nearby the ground truth phrases, reducing perfor-
mance. Thus, we mitigate these problems by using semantically coherent groupings

of words (concepts) to perform coarse style discrimination. We denote these concepts
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Figure 1-2: Model overview. We begin by passing the input image

to a base encoder (ResNet-101 (He et al., 2016)) and a region proposal

network (Ren et al., 2015) to generate a set of candidate boxes. To

learn a more discerning region-phrase model, we introduce an approach

that trains a model to discriminate between a set of automatically con-

structed visually-related coarse concepts (NCC) (Section 4.1). We also

introduce a fine-grained reasoning module (Section 5.1) that forces the

model to delineate between mutually-exclusive fine-grained tokens.
as Negative Coherent Concepts (NCC). Our method separates the words belonging to
the training phrases into groups with the same part of speech. Then we automatically
construct a set of concepts, i.e., semantically coherent bags of words, for each group.
For the concepts related to nouns (e.g., (dog, cat, horse) and (car, truck, bike)), we
perform coarse discrimination.

First, for each phrase, we obtain a set of unrelated concepts (i.e., concepts that
share no semantically similar nouns with the phrase), which we refer to as Negative
Coherent Concepts (NCC). Then, given a region/phrase pair, we use the phrase’s
NCCs as negatives. As illustrated in Figure 1-1(b), this encourages separation be-
tween the region and a wide array of unrelated phrases.

This approach enables the model to minimize false negatives during training, as
most unannotated positive phrases belong to the same concept (e.g., the phrase “a

cow” would not use the concept “domestic animals” as a negative). In addition, since

the set of concepts is small (< 70 in our experiments), we can include all of them in



every batch. Our approach is similar in spirit to the distributional sampling approach
of Wu et al. (Wu et al., 2017), which demonstrated that balanced batches representing
the entire dataset boosts performance over hard-negative mining. However, we create
concept groups only once in a short preprocessing step (only a few seconds on a
CPU). In contrast, Wu et al. periodically computes pairwise distances between all
instances in the training set, which would take hours on a single GPU every time it
was recomputed.

In addition to NCC, we explore a second direction for improving the performance
of Phrase Detection models, which address the challenge of recognizing attributes
commonly captured by adjectives in phrases. We find that adjective concepts work
in the opposite way as nouns, where within an adjective concept, the words refer to
difficult fine-grained differences, while phrases can have words in multiple concept
bags. For example, let us assume we have concepts for colors (e.g., (red, green)) and
some texture patterns (e.g., (striped, plaid)). A shirt could be red and striped, but
a striped one should not be a plaid one. We use these adjective concepts containing
mutually exclusive words by adding a fine-grained module (FGM) to our model. In-
stead of discriminating between the concepts as outlined by our method NCC above,
FGM differentiates between the fine-grained words within the concept and then aug-
ments the main model score with its prediction. While there are other potentially
useful parts-of-speech that may belong to a phrase (e.g., verbs), we find that existing
datasets contain too few of them to make a significant impact on performance.

Finally, We combine both approaches (NCC) and (FGM) into one network:
CFCD-Net which improves over state-of-the-art by 1.5-2 points on Flickr30k and

RefCOCO+. Figure 1-2 provides an overview of our approach.



Chapter 2

Related Work

2.1 Phrase Detection, a Vision and Language Task

The fields of Computer Vision (CV) and Natural Language Processing (NLP) have
been significantly advanced by recent breakthroughs in deep learning methods, allow-
ing them to make notable progress in multiple challenging tasks. Computer vision
has achieved remarkable advancements in tasks such as visual content classification
(Deng et al., 2009; Szegedy et al., 2017; Tan and Le, 2019; Yuan et al., 2021), object
detection (Girshick, 2015; Redmon et al., 2016), and semantic segmentation (Noh
et al., 2015; Long et al., 2015), either through large annotated datasets (Deng et al.,
2009) or self-supervision on large-scale unlabeled data (Jaiswal et al., 2020; Misra
and Maaten, 2020), independent of NLP. Similarly, NLP has experienced a surge
of interest in solving multiple tasks simultaneously, through unsupervised pretrain-
ing of language models using large unlabeled corpora (Devlin et al., 2018; Brown
et al., 2020), independent of computer vision. The progress made in both fields is
unprecedented and has allowed for significant breakthroughs in the respective fields.
Motivated by advances in each field, recent work has also tried combine both domains
to solve problem that require access to both language and vision data. These prob-
lems can be broadly classified into two categories: 1) Discriminative tasks where the
goal is to determine whether a given set of language queries (e.g. phrases) are relevant
to an image, Phrase Grounding. Examples of these tasks include localizing a phrase

in an image (Bajaj et al., 2019; Hu et al., 2016b; Chen et al., 2017b; Kazemzadeh



et al., 2014a; Plummer et al., 2017a, 2018; Yang et al., 2019), and answering a ques-
tion about an image (Agrawal et al., 2015; Anderson et al., 2017; Yang et al., 2015).
2) Generative Tasks where the goal is to generate a coherent caption about an im-
age (Anderson et al., 2017; You et al., 2016; Rennie et al., 2016) or generating an
image from a caption (Xu et al., 2017; Ramesh et al., 2021, 2022). Phrase Detec-
tion is a Discriminative language-vision task that could be cateogrized under Phrase
Grounding.

The most popular phrase grounding tasks are phrase localization (Plummer et al.,
2017b) and referring expression comprehension (Kazemzadeh et al., 2014a; Yu et al.,
2016; Mao et al., 2016). In these tasks, methods given a ground truth image-phrase
pair and must identify the relevant image region (e.g., (Bajaj et al., 2019; Hu et al.,
2016b; Chen et al., 2017b; Kazemzadeh et al., 2014a; Plummer et al., 2017a, 2018;
Yang et al., 2019)). This localization-only evaluation does not align well with how
these methods might be used for downstream tasks. For example, image captioning
requires reasoning about whether an image contains “a yacht” vs “a small boat.”
However, these methods are typically only evaluated on if they could localize the
boat, but not if they could determine which phrase is relevant to the image. In
contrast, phrase detection methods are ranked precisely on their ability to determine
relevance as well as localize the phrase. There is also some work that falls between
phrase detection and localization-only tasks, where a ground truth image-phrase pair
is not provided (Hinami and Satoh, 2018; Fang et al., 2019; Zhang et al., 2017), but
they severely limit the number of negative phrases seen by each image at test time.
Thus, methods from these tasks often do not generalize to phrase detection (Plummer
et al., 2020).

Some recent work (e.g., (Kamath et al., 2021; Li et al., 2022)) also evaluated on

long-tailed object detection benchmarks like LVIS (Gupta et al., 2019a). However,



phrase detection is considerably more challenging, as phrases include information
about attributes (e.g., “a red shirt”) and spatial relationships (e.g., “a cup on top
of a white table”), in addition to a long tailed set of object categories. Thus, as our
experiments show, methods that work well on LVIS (e.g., (Li et al., 2022)) often do

not generalize to phrase detection.

2.2 Negative Sample Mining

Prior work in Phrase Grounding has attempted to use Hard Negative Mining to im-
prove performance. For example, (Hinami and Satoh, 2018) kept track of a ” confusion
matrix” throughout training which record the phrases that most confuse the model.
However, as Plummer et al. (Plummer et al., 2020) demonstrated that using hard-
negative mining to boost phrase detection performance was challenging due to the
high number of false negatives due to the sparse annotations in phrase grounding
datasets. Instead, they proposed an approach that alleviated some label sparsity is-
sues by augmenting the datasets with likely unannotated positive phrases. In contrast,
our approach (NCC) reduces the number of false negatives suffered from hard-negative
mining by grouping together semantically similar words (e.g., “dog, cat, horse”) so
that any likely false negatives would be within the same concept. Thus, any concepts
not related to a phrase could safely be used as negatives during training, boosting
performance.

Also relevant to our work is Gupta et al. (2020), who introduce a sampling method
for a weakly-supervised approach to phrase grounding where the language model
BERT Devlin et al. (2019) is used to sample negatives that preserve the phrase
context (e.g. a walking [Blank], where Blank can not be a car). This limits its
application, since it requires phrase grounding datasets to be annotated with this

context. However, this approach also relies on noisy external language databases



like WordNet to identify false negatives. In contrast, our approach creates coherent
concepts that helps boost performance without relying on contextual annotations
Beyond Phrase Detection, smart sampling of negative samples is a common re-
search theme in Metric Learning (Wu et al., 2017; Zheng et al., 2019; Gajic et al.,
2021). For example, (Wu et al., 2017) selects informative samples that range in
difficulty between easy and hard and thus better represent the distribution of the
dataset. Our Negative Coarse Concepts are broadly inspired by this work since they

also capture a larger and more diverse portion of the distribution.

2.3 Fine Grained Attribute Prediction

Prior work has made use of fine grained attribute annotations to improve the perfor-
mance of Phrase Grounding tasks like Phrase Localization. For example, (Plummer
et al., 2015; Kazemzadeh et al., 2014b; Johnson et al., 2015; Wang and Specia, 2019a)
used color annotations to augment their Phrase Localization scoring pipeline. (Plum-
mer et al., 2017a) built on these efforts by expanding the set of adjectives beyond just
colors to include a total of 83 adjective. Among these efforts, fine grained attribute
prediction was incorporated in different ways into the final prediction. For example,
(Plummer et al., 2015; Wang and Specia, 2019a) used off-the-shelf colour predictors
while (Plummer et al., 2017a) trained a dedicated scoring function for each group
of fine grained attributes. Indeed, we build on (Plummer et al., 2017a) by explor-
ing how explicitly modeling fine grained attribute prediction can improve the task
of Phrase Detection. More concretely, we train a dedicated network that performs
fine grained attribute prediction, then we augment the network score with the main
model phrase-region score.

Beyond Phrase Grounding, attribute prediction has been used to perform various

other vision and language tasks. For example, Yu et al. (2020) explicitly model



attributes in their scene graph generation model. Furthermore, prior work like (Huang
et al., 2020; Yao et al., 2016) has also made use of discirminative modeling of attributes

to improve the performance of captioning models.
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Chapter 3

Preliminaries

3.1 Problem Defintion

The goal of phrase detection is to detect and localize all instances of a phrase within
a dataset of images. More formally, assume we have a dataset of images X where
for each x € X, regions of interests R, are annotated with boxes B, and phrases
P,. Denote the space of possible phrases as P = |J P,. Thus, for each p € P and
x € X, the task of phrase detection involves detZir(lining whether p is relevant to
x, and if so localize it with a bounding box. Note that this task involves zero-shot
evaluation by definition, since while there are phrases shared between P4, and Py,
Pirain # Piest, as well as evaluating few-shot and common phrases. Moreover, as we
pointed out earlier, detection is a generalization of localization. More concretely, in
localization, for each image z, only P, C P are evaluated, whereas, in detection, the
entirety of P is used. This difference is key for the disconnect between improvements
on localization and improvements for downstream tasks as we discussed in Section 2.

We improve the discriminative power of detection models by using Concepts. We
define a concept ¢ as a bag of semantically coherent words that share the same part-of-
speech (e.g., nouns). We mine for a set of concepts C' where each ¢ € C represents a
unique semantic concept (e.g., Vehicles: {car, bike, truck}). Based on these concepts,
we introduce two novel methods of discrimination: a coarse method that uses noun

based concepts C™ outlined in Section 4.1, and a fine grained methods that uses

adjective based Concepts C'* outlined in Section 5.1.
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False

Negative%
Referit (Kazemzadeh et al., 2014c) 4%
Visual Genome (Krishna et al., 2016) 2%
Flickr30k Entities (Plummer et al., 2017b)  31%
RefCOCO+ (Yu et al., 2016) 40%

Table 3.1: Dataset annotations’ false negative rate. See Sec-
tion 3.2 for more details.

3.2 Datasets

The sparsity of phrase detection datasets annotations poses significant challenges on
evaluation. Real world datasets annotations can not cover all the possible positive
cases. For example, a region annotated with only the phrase blue shirt can also be
correctly labeled with clothing. (Plummer et al., 2020) attempted to mitigate this
problem by introducing Positive Phrase Augmentations (PPA) where structures like
WordNet (Miller, 1995) were used to derive additional positive samples. However,
this problem is not limited to issues with synonyms. Phrases might have different
structures but can convey the same meaning (e.g. frisbee that is round vs a round
frisbee), While the authors of Flickr30K (Plummer et al., 2017b) limited the structure
of their annotations to mitigate this problem, this is not the case for datasets like
Visual Genome (Krishna et al., 2016) or Referit (Kazemzadeh et al., 2014c) therefore,
their validity for phrase detection evaluation is not clear.

To quantitatively document this issue, we sampled 30 random phrases from each
dataset and considered the top 5 most similar phrases using the visual based language
representation ViCo (Gupta et al., 2019b). For each of these top 5 phrases, we
manually counted the number of false negatives. We report the average results in
Table 3.1. Note that both Referit and Visual Genome suffer from significantly higher
false negative rates than Flickr30k Entities. Thus, they are not viable evaluation

datasets for phrase detection. We instead use Flickr30k Entities and RefCOCO+
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(Yu et al., 2016) which was collected using the same underlying game as Referit but
with improved data collection standards. Thus the phrases were more appearance
focused and concise as evident in the lower false negative rate Table 3.1.

Flickr30K Entities (Plummer et al., 2017b) that consists of 276K bounding boxes
in 32K images for the noun phrases associated with each image’s descriptive captions
(5 per image) from the Flickr30K dataset (Young et al., 2014). We use the offi-
cial splits (Plummer et al., 2017b) that consist of 30K/1K/1K train/test/validation
images. Second, RefCOCO+ (Yu et al., 2016), consists of 19,992 images from the
COCO dataset (Lin et al., 2014) that have been labeled with 141,564 region descrip-
tions. We use the official split (Yu et al., 2016), which splits the train/val and testing

sets 16K/1.5K/1.5K. Both datasets are licensed under creative commons.

3.3 Metrics

We follow the evaluation protocols of Plummer et al. (Plummer et al., 2020). For
every image we obtain the most likely region and confidence score for every phrase in
our test split. For any ground truth phrases in an image, we consider them successfully
localized if the predicted bounding box has at least 0.5 intersection-over-union with
its ground truth bounding box. Then, we compute average precision (AP) for each
phrase and then split them into zero-shot, few-shot, and common sets, based on if
they didn’t occur in our training split, if they had between 1-100 occurrences, or if
they occurred more than 100 times, respectively. We then report an overall mAP
for each set of phrases, as well as the average of them for an overall performance
score. This procedure ensures that the zero-shot and few-shot phrases are not over
represented compared to the common phrases, since the zero- and few-shot sets have

more unique phrases, but represent a smaller portion of overall instances.
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Figure 3-1: Comparison across methods (Plummer et al., 2020; Ka-
math et al., 2021; Li et al., 2022) on phrase grounding (left) and Binary
Image Selection (BISON) (Hu et al., 2019) (right). Methods along the
x-axis are ordered by their localization-only performance. We see that
methods designed for localization are not correlated with detection per-
formance (left). However, we see comparing the left and right plots that
improvements on phrase detection are correlated with improved perfor-
mance on downstream tasks like BISON. See Section 3.4 for discussion

3.4 Effect on downstream applications

We argue the disconnect between localization-only and phrase detection performance
partially explains why improving localization performance leads to small improve-
ments on downstream tasks (Liu et al., 2017; Datta et al., 2019; Plummer et al.,
2017b). Once any grounding method is integrated, even doubling localization per-
formance leads to negligible differences downstream performance (Plummer et al.,
2017b). Thus, most vision-language work uses object and attribute detectors to
represent images, such as the commonly used bottom-up features (Anderson et al.,
2018), rather than models trained for localization. In contrast, since phrase detec-
tion can also identify what phrases are relevant to an image, it is directly correlated
with improved downstream task performance. To illustrate this, we compared sev-

eral grounding methods on the Binary Image Selection (BISON) (Hu et al., 2019)
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benchmark. In this benchmark, the model is asked to select the caption that best
fits an image from a pair of semantically similar images. Formally, given input image
I and and a set of noun phrases representing a the caption S, we would use a scor-
ing function (i.e., a phrase grounding method) to measure the relationship between
each phrase S,,, i.e., PhraseScore(S,,, I). Then, we compute the Image-Caption score
ImgScore(S, I) as follows:

S|

! ZPhraseScore(Sp ) (3.1)

ImgScore(S, I)
R

In Figure 3-1(right), we see methods that performed well on phrase detection also
did well on BISON. Furthermore, note how the improvements that a phrase detection

model enhanced with NCC and FGM performance improvements on Phrase Detection

directly translates to improvements on BISON.
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Chapter 4

Negative Coherent Concepts (NCC)

4.1 Method

The goal of phrase detection is ensuring a model can discriminate between a region of
interest r and all unrelated phrases in P. Thus, a natural solution to this problem is
to expand the batch coverage to include all possible phrases P as potential negatives.
However, there can be tens or hundreds of thousands of unique phrases, making it
impossible to fit all of them in a single due to GPU memory constraints. Hinami
and Satoh (Hinami and Satoh, 2018) sampled phrases using hard-negative mining
to increase their model’s discriminative power. However, as we discussed in the
introduction, these methods miss a large pool of negative phrases that are not "hard”
but may still end up embedded reasonably close to the ground truth region embedding.
In addition, phrase grounding datasets are sparsely labeled. Thus, many selected hard
negatives may be unannotated positive phrases, e.g., a region labeled as skier but
not woman.

To mitigate this problem, we propose grouping the nouns in the training dataset
into semantically coherent groups, i.e. noun based concepts C". Then, we pair every
phrase in the dataset with its set of unrelated concepts. Consequently, given a positive
phrase-region pair (p,r), most of the unannoated positive phrases will be contained in
one concept (e.g. domestic animals). Thus, we are more confident that all unrelated
concepts should be true negatives. Furthermore, since our concepts group only nouns,

we are able to limit the concepts to at most 70 per dataset. This makes it feasible
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to fit all the concepts in one batch. Moreover, since our concepts span the majority
of the language space in the training set, our batch now has a balance of easy to
hard negatives, which has been shown to improve performance in prior work (Wu
et al., 2017). We outline our full pipeline of concept generation and phrase-concept

assignment below.

Concept Generation and Assignment: To obtain the noun based concept set C™,
we first extract nouns from our dataset and use a language embedding to represent
them. Then, we use the embeddings to cluster the nouns into our semantically similar
set of concepts. Given the resulting set of concepts C™, we assign each phrase to its
set of relevant concepts C}. A simple solution is to pair a phrase with a concept with
which it shares a noun. This approach, however, disregards phrase-concept pairs that
don’t share nouns but are nevertheless viable pairs. Thus, we make these assignments
using semantic similarity as detailed below.

First, given a phrase p, and phrase nouns p,,, we collect concepts related to phrase
p from simple noun-phrase matching: C}; = {c : cNp, # 0,c € C"}. We also
consider concepts C};, which share some semantic similarity (e.g. hoody with concept:
shirt and sweatshirt)). Specifically, we look up the language representation n for each
noun n € p,. We also compute a concept ¢ representation by averaging its nouns’
textual feature vectors. We will denote this as ¢. Now assume sim(n, ¢) = %, we
compute an ”"association” score as follows:

Assoc(n, c) = exp(sim (7, )/7) : (4.1)

ST exp(sim (7, &) /7)

Thus, the concepts associated with phrase p are:

1?2 = {C : ASSOC(TL, C) >N € Pn,CE Cm} (42)

This way, a phrase is assigned to concepts it shares the greatest semantic similarity.

Thus, the final set of phrase concepts is: C}} = CJ; U Cj,. Note that phrases near
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Flickr30K Entities

zero-shot few-shot common
#Train Samples 0 1-100 > 100 mean

(a) QA R-CNN (Hinami and Satoh, 2018) 3.9 4.3 8.9 5.7
Subquery (Yang and et al., 2020) - - - -
7.6 4.8

FAOG (Wang and Specia, 2019b) 3.2 3.5
MDETR (Kamath et al., 2021) 1.5 2.1 4.8 2.8
R-CLIP (Cai et al., 2022) 8.8 6.2 3.9 6.3
GLIP (Li et al., 2022) 4.3 6.9 113 75
SimNet (Wang et al., 2018) 4.7 4.4 8.6 5.9
CCA (Plummer et al., 2017Db) 8.6 10.5 17.2 12.1
(b) SimNet w/CCA (Plummer et al., 2020) 9.7 11.2 173 127
+ NCC 10.2 11.9 18.1 13.5
+ NPA 10.1 12.0 18.9 13.7
+ NPA + NCC 10.6 12.6 19.6 14.1
# Unique Phrases 1783 2764 472 5019
# Instances 1860 4373 8248 14481
(a) Flickr Results
RefCOCO+
zero-shot few-shot common
#Train Samples 0 1-100 > 100 mean
(2) QA R-CNN (Hinami and Satoh, 2018) 0.9 5 93 39
Subquery (Yang and et al., 2020) 0.7 1.3 9.2 3.7
FAOG (Wang and Specia, 2019b) 0.7 1.1 8.9 3.6
MDETR (Kamath et al., 2021) 14 2.6 10.1 4.7
R-CLIP (Cai et al., 2022) 4.2 3.5 28 3.5
GLIP (Li et al., 2022) 2.0 45 130 65
SimNet (Wang et al., 2018) 2.0 3.3 13.1 6.1
CCA (Plummer et al., 2017Db) 5.7 8.4 203 115
(b) SimNet w/CCA (Plummer et al., 2020) 6.0 10.2 20.1 121
+ NCC 6.1 10.2 21.7 12.7
+ NPA 5.9 10.5 22.9 13.1
+ NPA + NCC 6.3 10.5 23.4 134
# Unique Phrases 5653 2293 48 7994
# Instances 5758 3686 1171 10615

(b) Refcoco Results

Table 4.1: mAp Split by frequency of training instances. (a) contains
results reported in prior work or produced using their code. (b) con-
tains ablations of our model three components (NPA, NCC, and FGM).
See Section 5.2 for discussion

multiple concepts will be assigned to all of them. This ensures we are confident in all
negative concepts for a phrase.

A traditional choice of clustering-algorithm/textual embedding is GLoVE (Pen-
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Figure 4-1

Figure 4-2: mAP for each group of phrases that belong to a specific
concept over Flickr30k.

nington et al., 2014) /K-Means. However, this combination would result in many noisy
concepts (discussed further in Section 4.3.3). Alternatively, we note that textual em-
beddings that are visually grounded and designed to make fine-grained distinctions,
like ViCO (Gupta et al., 2019b). In addition, density based clustering, like DBSCAN
(Deng, 2020), only clusters items that are very close together rather than forcing every
item to belong to a cluster like K-means, so we can be more certain they belong to the
same concept. As we will show, these choices enabled us to produce a set of concepts
with minimal noise. This, in turn, has improved our concept-phrase assignment pro-
cess in Equation 4.2. In addition to ViCO, we experimented with transformer based
embeddings such as BERT (Su et al., 2019). However, we noticed that there was no
semantic similarity in the generated concepts. This is because individual nouns do
not have enough context which is critical for transformers to work well. Therefore,
we do not report the performance of these embeddings in our experiments.

After assigning each phrase p to its set of related concepts C),, we use the phrase’s
unrelated concepts Fp = C\C, as negative samples. More concretely, we pair Up with

the region r associated with phrase p to obtain negative concept-region pairs. These
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Flickr30K Entities
zero-shot few-shot common

#Train Samples 0 1-100 > 100 mean
MDETR (Kamath et al., 2021) 1.6 2.6 8.0 4.0
GLIP (Li et al., 2022) 4.3 6.8 13.7 8.3
CCA (Plummer et al., 2020) 8.9 10.7 189 129
SimNet w/CCA (Plummer et al., 2020) 9.4 11.2 19.8 135
+NCC 10.6 12.1 20.4 14.3
+NPA 10.3 12.4 20.8 14.5
+NPA+NCC 10.7 12.7 21.4 15.0
# Unique Phrases 1783 2764 472 5019
# Instances 1860 4373 8248 14481
(a) Flickr32k
RefCOCO+
zero-shot few-shot common
#Train Samples 0 1-100 > 100 mean
MDETR (Kamath et al., 2021) 1.4 2.8 11.0 5.0
GLIP (Li et al., 2022) 1.9 4.4 12.6 6.3
CCA (Plummer et al., 2020) 5.7 8.3 209 117
SimNet w/CCA (Plummer et al., 2020) 6.2 10.3 205 123
+NCC 6.2 10.3 21.8 12.8
+NPA 5.9 10.5 23.6 13.3
+NPA+NCC 6.4 10.5 23.8 13.5
# Unique Phrases 5653 2293 48 7994
# Instances 5758 3686 1171 10615

(b) Refcoco+

Table 4.2: mAP split by frequency of training instances where aug-
mented positive phrases (PPA) from (Plummer et al., 2020) is used
for evaluation. The table compares our model three components (NPA,
NCC, and FGM) to state of the art (SimNet w/CCA). See Section 4.3

for discussion

pairs are concatenated with the ground truth phrase-region positive pairs during

training.

4.2 Hard Negative Mining

Using our proposed Negative Coarse Concepts (NCC) we ensure we learn to discrim-

inate between representatives of the full distribution of possible phrases. However,
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Flickr30K  Ref
Entities COCO+

SimNet w/CCA (Plummer et al., 2020)  71.9 57.5
+NPA 70.6 96.3
+NPA+NCC 70.3 55.9

Table 4.3: Phrase Localization accuracy of prior work SimNet w/CCA
and our model three components: NPA, NCC, FGM. Section 4.3 for
discussion.

discriminating between closely related phrases (e.g. car vs. truck) is important for
good performance. Despite the noise hard-negative mining methods have shown to
produce in phrase grounding (Plummer et al., 2020), the benefits have been shown
to overcome these issues (Hinami and Satoh, 2018). Thus, we adapt Negative Phrase
Augmentation (NPA) to help our model distinguish between phrases that are often
confused with each other. For each phrase p in the validation set, we record the non-
ground truth regions that the model is likely to associate p with. Then, we register
the phrases associated with these regions as hard-negative candidates for p. We store
these candidates in a ”Confusion Table” and update it every 3 epochs. Following
(Hinami and Satoh, 2018), we reduce some noise from known mutually non-exclusive
phrases using WordNet (Miller, 1995). Specifically, we remove any potential hard-
negatives that share words with a parent-child relationship in the WordNet hierarchy.
In other words, the phrase vehicle would remove car as a potential hard-negative since
they hold parent-child relationship. After this process, for each positive phrase-region
pair (p,7) in the batch, we sample a candidate hard negative phrase p and concatenate

the negative pair (p,r) to the batch.
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Flickr30K Entities
zero-shot few-shot common

#Train Samples 0 1-100 > 100 mean
Baseline [SimNet w/CCA] 9.7 11.2 173 12.7
NCC w/ K-means + GLoVE 10.0 11.8 18.5 134
NCC w/ K-means + ViCo 10.1 11.9 18.3 134

NCC w/ DBSCAN + GLoVE 9.9 11.9 184 134
NCC w/ DBSCAN + ViCo 10.2 11.9 18.1  13.5

(a) Flickr32k

RefCOCO+
zero-shot few-shot common
#Train Samples 0 1-100 > 100 mean
Baseline [SimNet w/CCA] 6.0 10.2 20.1 121
NCC w/ K-means + GLoVE 6.0 9.9 204 121
NCC w/ K-means + ViCo 6.0 9.8 20.7 122
NCC w/ DBSCAN + GLoVE 6.1 10.4 20.7 12.4
NCC w/ DBSCAN + ViCo 6.1 10.2 21.7 127

(b) Refcoco+

Table 4.4: Comparison of the effect of clustering algorithm and lan-
guage embedding when creating the concepts used by our NCC sam-
pling strategy. See Section 4.3.3 for discussion.

4.3 NCC Impact on Performance
4.3.1 Implementation Details

Through out our experiments, we use the same framework as the state-of-the-art
(Plummer et al., 2020) for a fair comparison. This combines a ResNet-101 (He et al.,
2016) based Faster R-CNN model (Ren et al., 2015) to obtain a set of image regions.
Phrases are representing using the average of HGLMM Fisher Vectors (Klein et al.,
2015). The model is optimized using ADAM (Kingma and Ba, 2017) and we keep
all hyperparameters introduced by prior work fixed. All hyperparameters introduced
by our paper are set via grid search on the validation set (see Section 4.3.3 for a
sensitively analysis). This resulted in 7 = 0.01,v = 0.2 from Eq. (4.1) and Eq. (4.2),
respectively, for both datasets. We set DBSCAN’s sensitivity to 0.43 for Flickr30K
and 0.53 for RefCOCO+. Our model was trained using a single NVIDIA RTX 8000
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GPU.

4.3.2 Results

Tables 4.1a & 4.1b compares the contribution of our method NCC + NPA (averaged
over 3 runs) with the state-of-the-art in phrase grounding. Comparing the last line
of Tables 4.1a & 4.1b(b) to the results from prior work in Table 4.1a & 4.1b(a) and
the first line of Table 4.1a & 4.1b(b) we get 1.5-2 point gain in mAP over the state
of the art. This gain came mostly from common phrases, where we achieved a 2-
3 point gain over prior work. Furthermore, note the results of transformer-based
models MDETR (Kamath et al., 2021), GLIP (Li et al., 2022), and an adaptation of
CLIP (Radford et al., 2021) to phrase grounding, R-CLIP (Cai et al., 2022). These
methods performed well on phrase localization and object detection benchmarks like
LVIS (Gupta et al., 2019a). This is further evidence that simply optimizing for the
localization objective as in prior work does not yield discriminative models even as
data is scaled up.

In Table 4.1a & 4.1b(b) we also report the contribution of NCC seperately. We
observe that NCC makes a significant improvements over both datasets. Although
the improvements are quite similar to those made by NPA (Hinami and Satoh, 2018),
they come at a fraction of the cost. Specifically, NPA must update a confusion table
to select good negatives for every phrase in the training pool during training, which
took 3 hours on Flickr and 4 hours on RefCOCO+ using 4 NVIDIA RTX8000 GPUs
every time the confusion table was updated (every 3 epochs in our experiments). In
contrast, the groups used by NCC are computed only once and takes a few seconds
on a CPU using precomputed language features. Nevertheless, as shown in Table 4.1a
& 4.1b(b), we find we get best performance when both methods are combined (NPA
+ NCCO).

Furthermore, we report our method (NCC) improvement per concept group in
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Figure 4-3: Quantitative comparison between difference choices of

clustering-algorithm /textual-embedding for concept generation. Refer

to Section 4.1 for discussion
Table 4-2. Note that among concepts with people, we make the least improvements
with concepts People, Musicians. However, we substantially improve the concept
Young people which include phrases that have "kid, child, teenage” and concept
with facial reactions like ”smiling”. Furthermore, we don’t make much improvements
with General Clothing concept, but we make substantial improvmenets with niche
clothing items like ”Dresses” and ”Long Sleeve” clothing. This is likely because there
are many more phrases of People/General Clothing and a lot less phrases from the
niche concepts. However, by using the concepts introduced by NCC, we ensure that
every region is compared to the entire language space of nouns irrespective of their
frequency. Therefore, NCC directly addresses the representation of rarer instances.

Table 4.2a & 4.2b reports the performance of NCC using positive phrase augmen-

tation (PPA) (Plummer et al., 2020), which reduces annotation sparsity by pairing
ground truth phrases with plausible positive phrases using WordNet (Miller, 1995).
We note that PPA does not change the relative gains of the detection methods, but

obtains higher absolute performance.

Finally, we report localization performance in Table 4.3. As discussed in the
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Figure 4-4: Qualitative comparison between difference choices of
clustering-algorithm /textual-embedding for concept generation. Refer
to Section 4.1 for discussion

Introduction, we note that localization and detection performance are not causally
related. However, to be complete, we report localization performance of our model

in We note that our methods’ localization numbers are on par with previous work.

4.3.3 Hyperparameter Analysis

Clustering-Algorithm /Textual-Embedding. Table 4.4 reports the effect of dif-
ferent choices of clustering algorithm and language embedding used to create our
NCC concepts (outlined in Section 4.1) has on phrase detection performance. A tra-
ditional choice of clustering-algorithm /textual-embedding is K-Means clustering over
GLoVE features (Pennington et al., 2014), but we show a small but mostly consistent
gain with DBSCAN (Deng, 2020) + ViCo (Gupta et al., 2019b) instead.

To better understand the causes in these performance differences, we begin by
computing a ”visual coherence noise” metric over concepts. We manually inspected
each concept and counted the number of times at least %50 of the words were not
visually similar. Since there are relatively few concepts (less than 100), this only

takes a few minutes for a single annotator. Figure 4-3 reports the performance of
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Figure 4-6: Effect of v in Equation 4.2

the different embedding and clustering combinations, where ViCO + DBSCAN also
obtains best performance.

Figure 4-4 provides examples of the the different concepts. Note that the left
concept related to K-means 4+ Glove in Figure 4-4(a) contains largely unrelated words.
This is because K-means does not impose a constraint over each cluster density, i.e.,
outliers in the embedding space are clustered with other concepts even though there is
little evidence they belong together. Furthermore, even when the concept is less noisy
(concept on the right), it includes words that are semantically similar but not visually
similar (e.g. Baker vs Dough). This likely harms our concept-phrase assignment

process. For example, given a phrase tall baker, a textual embedding that is not
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visually grounded would likely assign a concept containing (”bread, baker, dough”)
as related to the phrase. However, a visually grounded embedding would only assign
concepts that exclusively contain humans as related. ViCO (Gupta et al., 2019b) helps
to address these shortcomings because it was explicitly trained to consider visual
similarity, which should ensure that concepts rule out words that are semantically
similar but not visually similar. Furthermore, DBSCAN (Deng, 2020), whose clusters
are formed from words that fall within a density threshold e. Thus, the method is
more effective at ruling out outliers, as illustrated in Figure 4-4(d), which are more

visually similar and include fewer outliers.

Number of Concepts. We also investigate the effect of changing the number of
concepts in Figure 4-5. We progressively increase DBSCAN’s density threshold for
each dataset until we can not generate more concepts. In other words, as we increase
the threshold, we create more concepts by force them to be more tightly coupled.
This breaks apart less semantically related words, thus improving the accuracy of our

phrase-concept assignment in Section 4.1.

Concept-Phrase Assignment. Figure 4-6 reports the effect of changing 7 in
Eq. (4.2), which controls whether a given concept is assigned to a phrase (i.e. they
are related). We vary -y between 0 (a phrase is assigned to every given concept) and
1 (a phrase is only assigned to concepts that it share nouns with). We report best
performance for  values between (0.2, 0.6). Performance drops for v < 0.2 as we
incorrectly assign concepts to many phrases. Performance also drops when ~v > 0.8,
demonstrating the importance of our similarity-based matching approach. As dis-
cussed in Section 4.1, this is due to many concepts being relevant to phrases despite

not sharing words.
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Chapter 5

Fine Grained Module (FGM)

5.1 Method

The mined negative concepts obtained in Section 4.1 improve our model discrimina-
tive power against a wide spectrum of nouns, but phrases may contain other impor-
tant cues, such as attributes found in adjectives. However, noun concepts refer to
semantically similar objects (i.e., potential unannotated positives), whereas adjective
concepts group together words that refer to fine grained differences (e.g., color, tex-
ture patterns). Thus, we can not discriminate between concepts like we did for nouns
since a phrase can have multiple adjectives from multiple concepts (e.g., red striped
shirt). However, we can confidently differentiate words within a single concept since
its members are often mutually exclusive (e.g., red vs. green). We obtain the set of
adjective concepts C'* by replacing nouns with adjectives in the procedure outlined
in Section 4.1.

Having obtained the set of adjective concepts, we introduce a novel module, Fine
Grained Module (FGM), to discriminate between each concept members. Formally,
the FGM module encodes image regions using a set of convolutional layers. It then
performs multi-label classification on the members of each adjective based concept
(e.g., colors) ¢ € C% then uses them to augment the main model region-phrase scores.
Formally, given concept ¢ € C%, a € ¢, let R be the number of regions/fine-grained

adjective pairs, s* be the region-adjective score, and [* be its 0/1 label indicating
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Flickr30K Entities

zero-shot few-shot common
#Train Samples 0 1-100 > 100 mean

\]

(a) QA R-CNN (Hinami and Satoh, 2018) 3.9 4.3 8.9 5.
Subquery (Yang and et al., 2020) — — —

FAOG (Wang and Specia, 2019b) 3.2 3.5 7.6 4.8
MDETR (Kamath et al., 2021) 1.5 2.1 18 28
R-CLIP (Cai et al., 2022) 8.8 6.2 3.9 6.3
GLIP (Li et al., 2022) 4.3 6.9 11.3 7.5
SimNet (Wang et al., 2018) 4.7 4.4 8.6 5.9
CCA (Plummer et al., 2017b) 8.6 10.5 172 121
(b) SimNet w/CCA (Plummer et al., 2020) 9.7 11.2 173 127
+ NCC 10.2 11.9 18.1 13.5
+ NPA 10.1 12.0 18.9 13.7
+ NPA + NCC 10.6 12.6 19.6 14.1
CFCD-Net (ours, NPA + NCC + FGM) 10.9  12.9  19.8 14.6
# Unique Phrases 1783 2764 472 5019
# Instances 1860 4373 8248 14481
(a) Flickr Results
RefCOCO+
zero-shot few-shot common
#Train Samples 0 1-100 > 100 mean
(a) QA R-CNN (Hinami and Satoh, 2018) 0.9 1.5 9.3 3.9
Subquery (Yang and et al., 2020) 0.7 1.3 9.2 3.7
FAOG (Wang and Specia, 2019b) 0.7 1.1 8.9 3.6
MDETR (Kamath et al., 2021) 14 2.6 10.1 4.7
R-CLIP (Cai et al., 2022) 4.2 3.5 2.8 3.5
GLIP (Li et al., 2022) 2.0 45 130 65
SimNet (Wang et al., 2018) 2.0 3.3 13.1 6.1
CCA (Plummer et al., 2017b) 5.7 8.4 20.3 115
(b) SimNet w/CCA (Plummer ot al, 2020) 6.0 102 201 121
+ NCC 6.1 10.2 21.7 12.7
+ NPA 5.9 10.5 22.9 13.1
+ NPA + NCC 6.3 10.5 23.4 13.4
CFCD-Net (ours, NPA + NCC + FGM) 6.6 10.6 23.7 13.7
# Unique Phrases 5653 2293 48 7994
# Instances 5758 3686 1171 10615

(b) Refcoco Results

Table 5.1: mAp Split by frequency of training instances. (a) contains
results reported in prior work or produced using their code. (b) con-
tains ablations of our model three components (NPA, NCC, and FGM).
See Section 5.2 for discussion

whether it is a positive/negative region-adjective pair, then:

R
Licar =Y 1 log st + (1 - 12)log(1 — 7). (5.1)
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Flickr30K Entities 7410660
zero-shot few-shot common

#Train Samples 0 1-100 > 100 mean
SimNet w/CCA (Plummer et al., 2020)  13.0 14.7 120 132
+ NPA + NCC 12.9 13.9 17.1 14.7
CFCD-Net (NPA + NCC + FGM) 15.0 17.2 18.5 16.8
(a) Flickr30k
RefCOCO+
zero-shot few-shot common
#Train Samples 0 1-100 > 100 mean
SimNet w/CCA (Plummer et al., 2020) 7.0 10.3 11.0 9.4
+ NPA + NCC 7.1 10.6 17.1 11.6
CFCD-Net (NPA + NCC + FGM) 7.8 11.7 179 12.5

(b) RefCOCO+

Table 5.2: Performance of the phrases impacted by our FGM module
compared with the previous SOTA. See Section 5.2 for discussion

Module Inference with FGM: At test time, the FGM module’s scores are aug-
mented with the base model’s phrase-region scores. Given a phrase p, the phrase
adjectives p, and a € p,, a phrase-region pair score s”, and adjective-region score s,
then the final score s/:

sF = (1= Ne)s? + Aes?, (5.2)

where A, is a scalar that applies for every a € c.
Having defined FGM, we know combined it with NCC and NPA and obtain our
model CFCD-Net. The final loss for CFCD-net is:

Ltinat = Liase + Lray + Lnce + Lnpa (5.3)

where Ly.se is the loss used to train the phrase detection backbone which our

model is agnostic to.
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Flickr30K Entities

zero-shot few-shot common

#Train Samples 0 1-100 > 100 mean
MDETR (Kamath et al., 2021) 1.6 2.6 8.0 4.0
GLIP (Li et al., 2022) 4.3 6.8 13.7 8.3
CCA (Plummer et al., 2020) 8.9 10.7 189 129
SimNet w/CCA (Plummer et al., 2020) 9.4 11.2 19.8 135
+NCC 10.6 12.1 204  14.3
+NPA 10.3 12.4 20.8 14.5
+NPA+NCC 10.7 12.7 214 15.0
CFCD-Net (ours, NPA + NCC + FGM) 11.0 13.4 217 154
# Unique Phrases 1783 2764 472 5019
# Instances 1860 4373 8248 14481
(a) Flickr32k
RefCOCO+
zero-shot few-shot common
#Train Samples 0 1-100 > 100 mean
MDETR (Kamath et al., 2021) 1.4 2.8 11.0 5.0
GLIP (Li et al., 2022) 1.9 4.4 12.6 6.3
CCA (Plummer et al., 2020) 5.7 8.3 20.9 11.7
SimNet w/CCA (Plummer et al., 2020) 6.2 10.3 205 123
+NCC 6.2 10.3 21.8 12.8
+NPA 5.9 10.5 23.6 13.3
+NPA+NCC 6.4 10.5 23.8 13.5
CFCD-Net (ours, NPA + NCC + FGM) 6.5 10.5 242  13.8
# Unique Phrases 5653 2293 48 7994
# Instances 5758 3686 1171 10615

(b) Refcoco+

Table 5.3: mAP split by frequency of training instances where aug-
mented positive phrases (PPA) from (Plummer et al., 2020) is used
for evaluation. The table compares our model three components (NPA,
NCC, and FGM) to state of the art (SimNet w/CCA). See Section 5.2

for discussion

5.2 FGM Impact on Performance
5.2.1 Implementation Details

Similarly to the implementation in Chapter 4, through out our experiments, we use the

same framework as the state-of-the-art (Plummer et al., 2020) for a fair comparison.
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Flickr30K  Ref
Entities COCO+

SimNet w/CCA (Plummer et al., 2020) 71.9 57.5
+NPA 70.6 56.3
+NPA+NCC 70.3 55.9
CFCD-Net (ours, NPA + NCC + FGM)  70.3 55.9

Table 5.4: Phrase Localization accuracy of prior work SimNet w/CCA
and our model three components: NPA, NCC, FGM. Section 5.2 for
discussion.

This combines a ResNet-101 (He et al., 2016) based Faster R-CNN model (Ren et al.,
2015) to obtain a set of image regions. Phrases are representing using the average of
HGLMM Fisher Vectors (Klein et al., 2015). The model is optimized using ADAM
(Kingma and Ba, 2017) and we keep all hyperparameters introduced by prior work
fixed. All hyperparameters introduced by our paper are set via grid search on the
validation set (see Section 4.3.3 for a sensitively analysis). This resulted in 7 =
0.01,7 = 0.2 from Eq. (4.1) and Eq. (4.2), respectively, for both datasets. We set
DBSCAN’s sensitivity to 0.43 for Flickr30K and 0.53 for RefCOCO+. Our model
was trained using a single NVIDIA RTX 8000 GPU.

5.2.2 Results

In addition to the gains from using NCC and NPA, Table 5.1a & 5.1b(b) reports
that the FGM module (described in Section 5.1) further boosts performance for both
datasets over all phrases. Note though that the FGM module only affects phrases
with adjectives. Thus, in Table 5.2 we report performance over affected phrases,
where we report a 3-3.5 gain on Flickr30K Entities and RefCOCO+.

Table 5.3a & 5.3b reports the performance of the final complete model CFCD-
Net with all components using positive phrase augmentation (PPA) (Plummer et al.,
2020), which reduces annotation sparsity by pairing ground truth phrases with plausi-
ble positive phrases using WordNet (Miller, 1995). We note that PPA does not change
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the relative gains of the detection methods, but obtains higher absolute performance.x

Finally, we report localization performance in Table 4.3. As discussed in the
Introduction, we note that localization and detection performance are not causally
related. However, to be complete, we report localization performance of our model

in We note that our methods’ localization numbers are on par with previous work.

5.3 Additional Experiments

Phrase Precision Precision

e o0.2500 Ll I o' 0.3182
snowy hillside - 0.2500

1.0000

woman

red jockef o.1102

Precision

0.2140
0.0147

large inflated ball

{b) PFP-Net [Our Work]

Figure 5-1: Comparison between CFCD-Net vs prior work on positive
(ground truth) precision scores. See Section 5.3.2 for discussion

Model Training Data Inference Time
MDETR (Kamath et al., 2021) COCO, VG, F30K Entities(200k) 7 Days
GLIP (Li et al., 2022) FourODs,GoldG+, COCO(24M) 1 Day
ours F30K Entities(30k) < 1 hour

Table 5.5: Comparison between CFCD-Net and transformer based
phrase localization models evaluated on Flickr30K Entities. See Section
5.3.1 for discussion

5.3.1 Model Runtime analysis

Furthermore, as reported in Table 5.5, our model inference time is far shorter. This is
because both MDETR and GLIP use cross modal transformers to fuse language /vision

data adding significant computational complexity. In contrast, our computationally
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efficient fusion based on element-wise product followed by lightweight fully connected

layers results in an inference time less than 1.1% that of either model.

5.3.2 Qualitative Analysis

As discussed in Section 2, the central challenge in Phrase Detection is training models
that could accurately discriminate a phrase from every possible image region in a
dataset. In this Section, we seek to qualitatively assess this discriminative power
in our new model (CFCD-net) and compare it to state-of-the-art SimNet w/CCA

(Plummer et al., 2020).

Metric. For each positive phrase in the image, we compute the phrase precision score
using the phrase-positive region score as a threshold. Thus, higher precision means
fewer false positives; .e., the model is less likely to assign the phrase-negative region
pairs in other images a score higher than the score observed in that phrase-positive
region pair.

Results. As illustrated in Figure 5-1, our model significantly improves the precision
of phrases related to objects over prior work, e.g. ”large ball” in the middle image, or
nature scenes, e.g. "snowy hillside” and "river” in the left and right images respec-
tively. However, we note that our approach does not significantly improve precision
scores for people related phrases, e.g. ”young woman” in the middle image. This may
be due the fact these phrases are common in the data and so they are well represented
by our model. On the other hand, phrases like "large ball”, ”snowy hillside” are less
common. Therefore, it is harder for the model to differentiate these phrases,i.e., their
representation is less discriminative. However, by using the concepts introduced by
NCC, we ensure that every region is compared to the entire language space of nouns
irrespective of their frequency. Therefore, NCC directly addresses the representation
of rarer instances. Note that this challenge represents the key difference between

phrase detection and less challenging tasks like Object Detection where there are
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fewer rare instances, as discussed in Section 2, since many phrases are comprised of
unique combinations of adjectives and nouns. However, object detection is usually
fixed set of categories, typically referring to nouns.

We also find our model is also more discriminative with respect to colors. For
example, it has higher precision for ”"blue” in the middle image of Figure 5-1 and
"red” in the left image. This helps demonstrate the benefit of our Fine-Grained

Module (FGM) which explicitly models differences between attributes such as colors.



Chapter 6

Conclusion

In this thesis, we explored two novel methods for improving the discriminative power
of Phrase Detection models. The first method (Negative Coherent Concepts (NCC))
used clusters of nouns extracted from the dataset phrases to address three main chal-
lenges with prior work negative sampling methods: reducing false negatives, improv-
ing computational efficiency, and expanding the coverage the dataset distribution.
As a result, combined with prior work negative sampling method (NPA) (Hinami
and Satoh, 2018), the method further improved the discriminative power of Phrase
Detection. The second method considered clusters of other parts of speech in the
phrases (e.g. adjectives) to perform fine grained style discrimination through a novel
module (FGM). Combined with NCC, the method further improved the discrimina-
tive power of Phrase Detection models by learning difficult fine grained dynamics.
Overall, the final model (CFCD-Net) which combined our new two novel modules
improved performance by 1.5-2 points on two phrase detection datasets.

Notably, our approach even outperformed recent transformer-based methods like
MDETR (Kamath et al., 2021) and GLIP (Li et al., 2022) on phrase detection per-
formance while requiring less training data and significantly faster inference speeds.
In addition, although our experiments used the Faster R-CNN framework to fairly
compare to prior work, our contributions are modular and can be adapted to any
underlying detection framework. Finally, as we claim in our introduction, we noted

how improvements in Phrase Detection, unlike those made on the Phrase Localization
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task, directly translated to improvements on the downstream task BISON.

Despite the improved performance of our method, the performance on Phrase
Detection benchmarks is still poor. Moreover, it is clear that simply scaling the data
while retaining a Phrase Localization training objective per MDETR (Kamath et al.,
2021) and GLIP (Li et al., 2022) does not beat the performance of simpler methods in
prior work (Plummer et al., 2020). Therefore, one possible future direction could be
focused on adapting recent attempts of scaling training data and compute to Phrase
Detection as well as introducing better model designs that capture some of the unique

priors of Phrase Detection.
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