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The most dangerous phrase in the language is,
‘We’ve always done it this way.’ Grace Hopper
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ABSTRACT

As robots continue to become more sophisticated, we need robots capable of in-

teracting and collaborating with other robots and human teammates. We envision

robots designed to collaborate with other agents, whether robot or human. This

vision presents a variety of challenges, and this dissertation speci�cally focuses on

exploring various levels of inter-agent interaction and inferred teammate information.

We �rst explore single-human{single robot teaming within the scope of collabora-

tive navigation, which requires direct human-robot interaction and inferred teammate

information. We consider the case where a human and robot must navigate through

an environment to reach a shared goal. We propose two distinct haptic guidance

systems, which provide collision avoidance and route suggestions to the human user

via force feedback. Each approach provides di�erent bene�ts in computation and

optimality. Analytical and experimental results show our approach guarantees simul-

taneous collision avoidance and guidance to the goal.

While this �rst work addresses two-agent collaboration, the remainder of this dis-

sertation focuses on multi-agent collaboration, with little interaction between robots

vii



and humans and di�erent levels of teammate information. We consider a heteroge-

neous multi-agent team, in that each robot has di�erent capabilities such as sensing

or resource capacity. We propose control policies to deploy robots to serve complex,

dynamic tasks, enabling the team to adapt to changes in tasks and within the team.

Our distributed approach allows for large-scale applications. Analyses show our ap-

proaches converge to optimal solutions while adapting to the dynamic environment,

and simulations and hardware experiments demonstrate comparable performance to

baseline algorithms.
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Chapter 1

Introduction

Robots and automated technologies continue to become a part of our everyday lives:

robotic vacuums and mops are in our homes and save us hours of cleaning, and drones

may soon be delivering packages, food, and groceries to our doors. So far, individual

robots have been designed to serve human needs, but we could accomplish so much

more if we program them to work with each other and with us as teammates. By

leveraging the unique heterogeneous capabilities of each agent, we can create highly

e�cient teams for a variety of tasks. For example, a human may teleoperate a robot

to explore and collect data in a hazardous environment; here, we can leverage the

human’s sophisticated decision-making skills and the robot’s local sensing information

for navigation assistance, creating an e�ective collaborative exploration paradigm.

Another example of heterogeneous collaboration is multi-robot delivery services. In

multi-robot teams, we may wish to deploy a variety of di�erent robots for package

delivery, with each robot specializing in di�erent types of delivery: large drones may

deliver heavier payloads and larger quantities such as beverages, while others may

carry smaller items such as snacks. In these examples, we consider heterogeneous

teams, in that each agent has di�erent capabilities and specialties.

This dissertation leverages the various capabilities in these heterogeneous teams

to build collaborative robot systems. We address two key problems in enabling col-

laborative autonomy in heterogeneous teams. Namely, we focus on various levels of

inter-agent interaction and teammate information:
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Figure 1�1: This thesis addresses various levels of inter-agent in-
teraction and teammate interaction. High inter-agent interaction im-
plies that direct or physical interaction is required to complete tasks.
High teammate information implies robots require complete informa-
tion about or communication with teammates, while low teammate
information implies teammate information is inferred or learned.

1. Inter-Agent Interaction. In multi-agent collaboration, di�erent applications re-

quire di�erent levels of interaction between agents. For example, in our col-

laborative exploration example in the previous paragraph, the human directly

interacts with the robot to carry out the task (Figure 1�1, top). On the other

hand, our multi-robot delivery example enables the team to collaborate to serve

various tasks, but the teammates need not directly interact to accomplish the

team task (Figure 1�1, bottom).
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2. Teammate Information. In real-world scenarios, multi-agent teams have vari-

ous levels of communication and information about teammates, such that robots

may be required to make predictions or inferences about agents with whom they

collaborate. In human-robot collaboration without direct commands from the

human, the robot must infer human intentions (Figure 1�1, left). However, in

robot-robot collaboration (Figure 1�1, right), we may assume complete commu-

nication with and information about robotic teammates.

This dissertation explores a diverse set of collaborative autonomous systems, ranging

from human-robot collaboration to collaborative multi-agent teams. Speci�cally, we

�rst investigate human-robot collaborative navigation in Chapter 3, which provides

collision avoidance and guidance along a suggested path via force feedback. This

approach explores high inter-agent interaction and inferred teammate information.

We then consider a multi-robot team in a collaborative resource delivery scenario

in Chapter 4, where the team has complete information about teammates and little

inter-agent interaction. Finally, we relax the assumption of teammate information

in Chapter 5, wherein robots make observations about teammates to modify their

delivery behavior.

1.1 Synopsis

This thesis includes three main avenues of multi-agent collaboration, ranging from

human-robot collaborative navigation to collaborative multi-robot systems. Speci�-

cally, we explore the following problems:

1. Human-Robot Teaming for Robot Navigation. In Chapter 3, we investigate the

collaboration between a human and a robot in a navigation task, which we

refer to as co-navigation. Here, the human is teleoperating the robot, and

both agents try to navigate to the same goal point (Figure 1�2, bottom). This
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Figure 1�2: This dissertation examines three di�erent versions of col-
laborative autonomy. We study collaborative multi-agent teams (top)
in Chapters 4 and 5, and human-robot collaborative navigation (bot-
tom) in Chapter 3.

collaborative scenario leverages the human’s decision-making skills for high-

level steering decisions, and the robot’s sensing capabilities for safety and path

suggestions.

2. Multi-Robot Resource Allocation in a Highly Dynamic Environment. In Chap-

ter 4, we begin exploring collaborative multi-robot teams. Here, each robot has

a unique set of capabilities and resources, and the (heterogeneous) team must

distribute these resources across an environment to serve demand. We refer to

this as the multi-resource coverage problem (Figure 1�2, top left). The envi-

ronment is highly dynamic, with the ability to move and 
uctuate. We enable

a collaborative team to perpetually serve demand, replenishing their limited

resources in a way that minimizes the rise in demand.
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3. Multi-Agent Task Allocation with Performance Variations. In our �nal research

pillar of enabling collaborative autonomy, in Chapter 5 we again consider a

heterogeneous multi-agent team with tasks appearing across the space. In this

case, however, the performance among agents may vary, e.g. one robot may be

slower than another. To ensure equitable workload among the team, we assess

the reputation of each agent in the team, which robots use to modify their

task coverage (Figure 1�2, top right). We apply robot reputation in dynamic

task allocation and scheduling of multi-agent teams, allowing robots to serve

time-constrained tasks.

These problems introduce various levels of environment complexity and teammate

uncertainty, each of which are essential to building collaborative heterogeneous robot

teams. In the remainder of the chapter provides a more detailed introduction and

motivation for each problem.

1.2 Human-Robot Teaming for Robot Navigation

Navigating vehicles through complex, cluttered environments can be extremely dif-

�cult, especially when operating large vehicles such as powered wheelchairs. Fully

autonomous vehicles are not yet sophisticated enough to be able to navigate our

world while maintaining their own safety and the safety of humans. Thus, humans

are still necessary for the operation of such vehicles, although robots can bring their

own strengths to human-robot systems. While much of existing research explores

fully autonomous systems or collision avoidance systems, we design a collaborative

human-robot system, where the human and the robot co-navigate to a common goal.

In such a system, the human is ultimately responsible for making decisions about

where to steer the robot. However, the robot uses its own information about its envi-

ronment to provide collision avoidance and path suggestions to the human via haptic
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feedback. This approach takes advantage of both human and robot autonomy.

We envision two scenarios where this approach could be useful, the �rst of which

is the operation of personal mobility devices, such as powered wheelchairs, which

can be especially challenging for novice users. Wheelchair users encounter cluttered

environments (such as restaurants and other public places) every day, and avoiding

obstacles can be di�cult with a relatively large vehicle. A co-navigation scheme with

a haptic joystick and sensors incorporated into powered wheelchairs could signi�cantly

ease operation: onboard sensors aid in obstacle detection, and high-level path planners

can provide suggestions toward the user’s goal.

The second scenario is in the teleoperation of a robot through a remote environ-

ment. In situations like these, the human pilot typically has a limited �eld of view of

the environment (see 1�2, bottom, for an example). The limited peripheral vision can

easily result in collisions with unforeseen obstacles. Moreover, in repetitive environ-

ments such as forests, the pilot might get disoriented and lose sight of the direction to

follow toward their goal. In this case, the robot can use sensor data to create haptic

force feedback that helps avoid collisions and guides the user.

In Chapter 3, we present two collaborative navigation (co-navigation) schemes,

where a human and robot share the objective of navigating to the same goal loca-

tion. The human teleoperates a robot, and the robot provides haptic guidance to the

human. Our �rst solution assumes a minimally known environment, and grants the

human a high level control, only providing feedback where necessary. This approach

therefore grants the human a high level of autonomy. Our second haptic guidance

scheme grants more autonomy to the robot, and only requires the human to intervene

when necessary. These approaches introduce a collaborative system between human

and robot agents, leveraging the unique capabilities of the human and robot { while

the robot unique sensing capabilities, the human can intelligently process information,
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and thus both agents can ensure safety of the robot. While this work explores two-

agent collaboration, we expand to multi-agent collaboration in the following chapters.

1.3 Multi-Robot Resource Allocation in a Highly Dynamic
Environment

Multi-robot teams hold promise in delivery applications, such as delivering packages

and goods. These teams complement humans; for example, a restaurant can deploy

a multi-robot team to deliver food across a city. Suppose robots carry food (e.g.

sandwiches, chips, soda) for delivery, and each robot has a di�erent capacity for each

food. Some robots may even specialize in carrying certain types of food (e.g. hot

or cold food). We seek to deploy the robots to deliver food to various locations of

demand across the city. We also consider a dynamic environment: not only does

demand for food decrease as robots deliver, but it is possible the demand locations

move and 
uctuate over time. One can think of this as a spatial resource allocation

problem with resource dynamics. The problem then becomes how to deploy a multi-

robot, multi-resource team with supply constraints to perpetually supply resources

to a dynamic environment.

To generalize this problem, we consider a heterogeneous team where each robot

carries multiple types and di�erent capacities for resources. The team must supply

resources to multiple demand locations in a convex environment. We assume the

demand for resources is known a priori to the team. We consider a dynamic demand,

in that demand locations can move, demand can be injected into the system, and

demand depletes as robots supply resources. To enable persistent resource coverage,

we also allow robots to replenish their resources as they drain from maximum capacity.

In Chapter 4, we present persistent and adaptive coverage control for deploying a

multi-robot team to serve dynamic, heterogeneous demand, which is generalizable to
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various resource replenishing algorithms. To enable persistence, we present an investi-

gation of four di�erent resource replenishing algorithms, which vary in communication

requirements, resource forecasting, and consciousness of resource levels and types. We

perform simulations and hardware experiments comparing the resource replenishing

algorithms, with insights into the strengths and weaknesses of each algorithm.

We note this approach is not limited to food delivery, but can be applied to mul-

tiple spatial resource allocation problems. For example, in a post-disaster scenario,

where human traversal of the land can be dangerous, a multi-robot team could be

useful to deliver emergency supplies (e.g. medicine, bandages, and water) across an

environment. Alternatively, multi-robot teams could assist humans; in a �re�ght-

ing scenario, robots equipped with water and 
ame retardant could be deployed to

assist in extinguishing �res. In these scenarios, each agent is capable of carrying

multiple types of resources (e.g. di�erent types of emergency supplies or �re�ghting

equipment), and agents must supply these resources to a spatial, dynamic demand.

Further, each robot has resource capacities, and thus will require resource replenish-

ment to ensure perpetual service.

1.4 Assessing Reputation for Multi-Agent Task Allocation
and Scheduling

To make heterogeneous multi-robot teams more robust in deployment, we cannot as-

sume the agents all have equal performance in sensing, actuation, or communication.

Suppose we deploy a multi-robot team to visit speci�c points in an environment and

take various measurements or collect samples. It is very possible a ground robot

tasked with collecting samples is slowed by mud, or the camera of a drone becomes

faulty. Conversely, some robots may perform better than expected, either with vari-

ations in design or wear over time. Accounting for these individual variations will
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improve the overall team performance.

In Chapter 5, we address the problem of observing and adapting to these per-

formance variations by assigning each robot a reputation, which agents can use to

modify their tasks or behavior. We leverage this idea of reputation to enable a multi-

robot team to accomplish two objectives: 1) serving as many tasks as possible, and

2) serving tasks with deadlines. As we continue to see robots in the real world, we

envision a future where teams of delivery robots autonomously move through cities

to serve tasks with heterogeneous capabilities. For example, suppose customers place

orders for food and drink for delivery by a certain time, and we deploy a multi-robot

team of drones to deliver these items across a city. This vision requires new algo-

rithms in dynamic task assignment and sequencing to account for delivery deadlines.

Speci�cally, this problem involves 1) dynamic task allocation: assigning tasks to each

robot on a rolling basis according to the types of items each robot can deliver, and 2)

task sequencing: determining the order in which items should be delivered to satisfy

the team objective.

We consider a heterogeneous multi-robot team in which each agent is equipped

with one or more capabilities. The team is tasked with meeting discrete events in

the environment, with each event requiring one or more of the robot capabilities,

by traveling to those events. We utilize a weighted heterogeneous Voronoi-based

coverage control approach to assign regions of the environment to each robot, such

that each robot is responsible for serving events in their assigned cells (Figure 1�2,

top right). The probability of event occurrences is estimated over time, and the

assigned robot regions adapt accordingly. As robots serve events, they are assigned

a reputation based on the team objective, and their cells are weighted according to

their reputation. Intuitively, a robot that has a reputation of performing better than

its neighbors will increase its cell size to cover more area and compensate for lack of
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performance in its neighbors. Our simulations show that modifying cell size based on

relative robot reputation allows robots to serve more events than an approach that

does not consider reputation.

A key bene�t of our approach is it is distributed and accounts for team heterogene-

ity and dynamic tasks. Existing approaches typically utilize centralized optimization

techniques (Chakraa et al., 2023), which are computationally intensive and not scal-

able for large robot systems with several task types. While some prior work has

proposed decentralized solutions, the solutions in the literature do not account for

heterogeneous teams and tasks. To ensure scalability to large systems and applica-

tions, we seek a distributed solution to the dynamic task allocation and scheduling

problem, accounting for the heterogeneity of both robots and tasks, with opportuni-

ties to extend to fully decentralized systems. Further, because the task distribution

and individual robot performance may change from the initial deployment conditions,

we seek to design a system that is robust and adaptable to such variations.

1.5 Contributions

This section speci�es the core contributions of this dissertation. In Chapter 3, Sec-

tion 3.2, we present a haptic guidance algorithm for collaborative teleoperation of

ground robots, providing only necessary feedback. Our approach combines collision

avoidance (a repulsive force away from obstacles) and obstacle avoidance feedback

(an attractive force toward a suggested path). The suggested path is determined by

our non-holonomic Rapidly-exploring Random Trees (RRT*) based path search. Un-

like prior haptic teleoperation paradigms, we provide analyses to guarantee collision

avoidance with obstacles when the user obeys the force feedback.

In Chapter 3, Section 3.3, we incorporate the sample tree from RRT* into a

Control Lyapunov Function (CLF) formulation to create haptic suggestions toward
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kinematically feasible paths. To ensure these haptic suggestions are safe, we invoke

Control Barrier Functions (CBFs) that provide cues to help the user avoid collisions

without the need to resample the RRT* tree. We present analyses to show that, when

the user follows the force feedback, the CLF force drives the robot from any point in

the environment to the (shared) �nal goal.

In Chapter 4, we enable persistent and adaptive coverage control for deploying

a multi-robot team to serve dynamic, heterogeneous demand, which is generalizable

to various resource replenishing algorithms. We provide analyses to prove minimiza-

tion of the locational cost and input-to-state stability of the demand. To ensure

persistence, we present a distributed replenishing algorithm, which accommodates

heterogeneous teams and leverages forecasting of demand and resource levels, with

the aim of reducing service blackouts.

Chapter 5 describes our framework for a multi-robot team to meet discrete, het-

erogeneous events that assigns each robot a reputation as robots serve demand, which

is then used to create weighted Voronoi partitions. To adapt to changes in demand,

we implement Kernel Density Estimation (KDE) to continually update the density

function as events appear. We prove that the Voronoi generators converge to critical

points of the weighted locational cost. To account for time-constrained tasks, we

present an Ant Colony System (ACS) inspired algorithm for task sequencing, which

we prove converges to an optimal solution with high probability, and that this opti-

mal solution both minimizes robot energy and serves earlier due times with higher

probability.

1.6 Organization

The remainder of this dissertation is organized as follows: we �rst provide notation

and mathematical preliminaries in Chapter 2. We detail our two di�erent approaches
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to collaborative human-robot navigation in Chapter 3. In Chapter 4, we present

our coverage control approach to multi-resource allocation. Chapter 5 presents agent

reputation as a metric for serving tasks with and without time constraints. Finally,

we provide conclusions and propose future work in Chapter 6. We include an index

of notation in Appendix A.
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Chapter 2

Mathematical Preliminaries

In this chapter, we review mathematical background necessary for this dissertation.

We �rst introduce common notation, then provide mathematical preliminaries for

Control Barrier Functions (CBFs) and Control Lyapunov Functions (CLFs), loca-

tional optimization with Voronoi-based coverage control, and Ant Colony Optimiza-

tion (ACO).

2.1 General Notation

Here we provide the mathematical notation necessary for this thesis. Chapter-speci�c

variables and notation can be found in Appendix A. We denote the set of real numbers

by R, the set of real numbers in the nth dimension by Rn, and the set of integers by

Z. The n�m matrix with real-value entries is denoted Rn�m. We denote the set of

positive real numbers and real integers by R+ and Z+, respectively.

The time derivative of a state x is denoted by dx
dt or _x. We denote the partial

derivative of x with respect to y by @x
@y . The function f mapping Rn to R is denoted

by f : Rn ! R. The Lie derivative of a smooth function h(x) along a �eld f(x) is

given by Lfh(x) = @h(x)
@x f(x). The l2 norm is given by k � k. We denote the variable

x that maximizes the function f(x) by arg maxx f(x).
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2.2 CBFs and CLFs

Here we provide the background for Control Barrier Functions (CBFs) and Control

Lyapunov Functions (CLFs) CBFs and CLFs have initially been applied to adaptive

cruise control (Ames et al., 2014; Xiao and Belta, 2019), but they have been widely

applied to various applications where safe control is necessary (Ames et al., 2017;

Wang et al., 2017; Ames et al., 2019). Here we provide a brief technical background

on these formulations.

We consider a nonlinear a�ne control system of the form

_x = f(x) + g(x)u; (2.1)

with x 2 Rn, u 2 U � Rm, f : Rn ! Rn and g : Rn ! Rn�m locally Lipschitz.

A continuously di�erentiable function V : Rn ! R is a globally and exponentially

stabilizing CLF for system (2.1) if there exist constants c1 > 0, c2 > 0 and p > 0 such

that
c1kxk2 � V (x) � c2kxk2;

inf
u2U

[LfV (x) + LgV (x)u+ pV (x) � 0]; 8x 2 Rn:
(2.2)

Given a CLF V (x), any Lipschitz controller u 2 U satisfying

LfV (x) + LgV (x)u+ pV (x) � 0;

exponentially stabilizes the system (2.1) to the origin (Ames et al., 2014).

We implement collision avoidance using CBFs. We de�ne a safe set as the zero

superlevel set of a continuously di�erentiable function h : Rn ! R as:

C := fx 2 Rn : h(x) � 0g :

The set C is forward invariant for system (2.1) if every solution starting from any
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x(t0) 2 C satis�es x(t) 2 C for all t � t0. Given a safe set C, h(x) is a CBF if there

exists a class K function � such that

inf
u2U

[Lfh(x) + Lgh(x) + �(h(x))u � 0]; 8x 2 C:

Given a CBF h(x) with zero level set C, any Lipschitz controller u 2 U that satis�es

Lfh(x) + Lgh(x)u+ �(h(x)) � 0; (2.3)

makes C forward invariant for system (2.1) (i.e., safe) (Ames et al., 2019).

2.3 Locational Optimization

We now introduce Voronoi-based coverage control, which we invoke in Chapters 4 and

5 as a method of locational optimization. This approach, �rst introduced in (Cortes

et al., 2004), leverages Voronoi diagrams as a geometric tool to deploy a decentral-

ized multi-robot team according to a density function, which represents the need for

coverage. Robots converge to a locally optimal con�guration. In this section, we �rst

introduce Voronoi-based coverage control as presented in (Cortes et al., 2004). We

then provide background on three major extensions of Voronoi-based coverage control,

including the use of weighted Voronoi diagrams (Pierson et al., 2017), heterogeneous

implementations (Santos and Egerstedt, 2018), and coverage with time-varying den-

sities (Notomista and Egerstedt, 2019).

2.3.1 Classic Voronoi-Based Coverage Control

Here we provide the mathematical preliminaries on Voronoi-based coverage control,

as �rst introduced in (Cortes et al., 2004). Consider a team of n robots in a convex

environment Q � R2, with points in Q denoted q 2 Q. We denote the robot positions

by pi 2 Q, and the set of robots by P . We partition the environment Q into n Voronoi
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cells de�ned by

Vi = fq 2 Q j kq � pik � kq � pjk; 8j 6= ig; (2.4)

such that the Voronoi partition is given by V = fVi; :::; Vng.

The environment Q is represented by a density function �(q), � : R2 ! R, rep-

resenting areas of importance, such as the need for coverage or probability of some

event occurring. Intuitively, a higher value of � implies greater importance. The

robot coverage performance is given by the non-decreasing di�erentiable cost func-

tion f(kq�pik), f : R+ ! R+. Intuitively, the cost f(kq�pik) increases as the robot

i moves farther away from q.

This approach deploys robots with the objective of minimizing the locational

optimization function (Cortes et al., 2004)

HV (P ) =
Z

Q

min
i=f1;:::;ng

f(kq � pik)�(q)dq; (2.5)

Given the properties of f , we can rewrite (2.5) to be (Cortes et al., 2004)

HV (P ) =
nX

i=1

Z

Vi

f(kq � pik)�(q)dq: (2.6)

In (Cortes et al., 2004), authors showed that with a cost function f(kq � pik) =

kq � pik2, a solution to (2.6) is

arg min
pi

HV (P ) = cVi ; (2.7)

where cVi is the centroid of the Voronoi cell Vi. The mass and centroid of each cell Vi

is given by

mVi =
Z

Vi

�(q)dq; cVi =
1
mVi

Z

Vi

q�(q)dq: (2.8)

With the solution (2.7), robots can minimize the cost (2.6) by implementing Lloyd’s
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algorithm (Lloyd, 1982) until the robots achieve a Centroidal Voronoi Tesselation

(CVT).

2.3.2 Weighted Voronoi-Based Coverage Control

A common approach to accounting for heterogeneity in Voronoi-based coverage con-

trol is to modify the size of the Voronoi cells via weighted Voronoi diagrams (Pavone

et al., 2009; Pierson et al., 2017). When using weighted Voronoi diagrams for cover-

age control involving only one Voronoi partition, each robot i is assigned a weight wi

that adjusts the size of its cell. Intuitively, a larger weight wi results in a larger cell

size. Then, the environment is partitioned by

Wi = fq 2 Q j kq � gik � wi � kq � gkk � wk; 8k 6= ig; (2.9)

where gi 2 Q is the generator of robot i’s cell, which may be the robot itself, e.g.

(Pierson et al., 2017). The generators serve to maintain the partitions. Each generator

gi can minimize its weighted locational cost (Pavone et al., 2009)

HW (g) =
nX

i=1

Z

Wi

1
2

�
kq � gik2 � wi

�
�(q)dq (2.10)

using Lloyd’s algorithm (Lloyd, 1982).

When we have wish to have cell sizes change over time, we require a control policy

for the weights themselves. Let ri be a performance metric for robot i, and we wish to

utilize ri as a reference for modifying cell sizes. As such, we want the relative weights

to converge to the relative reputations:

(wi � wk)! (ri � rk); 8i; k: (2.11)

It was shown in (Pierson et al., 2017, Theorem 1) that the weightings satisfy (2.11)
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when the weights adhere to the adaptation law

_wi =
���
2mi

X

k2Ni

[(wi � rk)� (wk � rk)] dik; (2.12)

where � is the proportional gain introduced in (5.5), Ni is the set of neighbors of robot

i, dik is the length of the Voronoi boundary shared by robots i and k in partition,

and mi is the mass (2.8).

2.3.3 Coverage Control with Heterogeneous Teams

Recent coverage control work related to task allocation focuses on deploying a team

of heterogeneous to di�erent locations. For example, (Santos et al., 2018; Santos

and Egerstedt, 2018; Sadeghi and Smith, 2019) assign robots with di�erent sensing

capabilities to regions which requiring that sensor. In (Kim et al., 2022) and (Davoodi

and Velni, 2022), robots with di�ering dynamical abilities are deployed to multiple

areas of importance. The authors of (McDonald et al., 2021) assign a �delity level

and sensing function to each sensing type before deployment. Other approaches, e.g.

(Reily et al., 2021), implement regularized optimization methods to adapt to failed

agents of various sensing types.

To approach our supply-and-demand problem, we will implement approaches sim-

ilar to the works (Santos et al., 2018; Santos and Egerstedt, 2018; Sadeghi and Smith,

2019). To address the heterogeneity in the robot team, the authors create one Voronoi

partition for every sensing type j, j = 1; : : : ;M . Robots equipped with sensor j are

considered in the partition N j,

N j = fi j j 2 S(i)g;

where S(i) is the set of sensors carried by robot i. The environment Q is then divided
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into M partitions by

V j
i = fq 2 Q j kpi � qk � kpl � qk; 8l 2 N jg:

Robots are then deployed by using Lloyd’s algorithm to minimize the cost function

H(p1; : : : ; pn) =
X

i2N

X

j2D

Z

V j
i

f(kq � pik)�j(q)dq; (2.13)

where �j is the importance associated with sensor j. The mass and centroid for robot

i in partition j are given by

mj
i =

Z

V j
i

�j(q)dq;

cj
i =

R
V j

i
q�j(q)dq

R
V j

i
�j(q)dq

=
1
mj

i

Z

V j
i

q�j(q)dq;
(2.14)

and the robots adhere to the control law _pi = ui, where

ui = ��
X

j2S(i)

Z

V j
i (p)

@f(kq � pik)
@pi

�j(q)dq:

2.3.4 Accounting for Time-Varying Density

The works (Lee et al., 2015; Diaz-Mercado et al., 2017; Kennedy et al., 2019) en-

able coverage of slowly evolving density functions. To account for rapidly evolving

density functions, we seek an alternative control policy to Lloyd’s algorithm. Here,

we describe how the authors of (Santos et al., 2019; Notomista and Egerstedt, 2019)

implement CBFs to minimize the individual locational costs under time-varying den-

sity.

Let Ji be the individual locational cost of robot i, and J be the total cost of

the team, such that J :=
PN

i=1 Ji. The works (Santos et al., 2019; Notomista and
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Egerstedt, 2019) show that minimizing a locational cost Ji is equivalent to minimizing

the energy of robot i, subject to some task execution constraint, which the authors

enforce using CBFs:

min
u
J(x) � min

u;�
kuk2 + j�j2

s.t. �
@h
@x
u � ��(h(x)) + �;

(2.15)

where � 2 R is a slack variable representing the extent to which the task constraint

can be violated, � is an extended class K function, and h is a CBF. Letting the CBF

h be the negative of the cost (i.e. h = �Ji(p; t)), the constraint in (2.15) serves to

drive the cost to zero. We can reformulate (2.15) without the slack variable (Santos

et al., 2019), and the following control policy serves to minimize the locational cost

Ji:
min
ui;�i

kuik2

s.t. �
@Ji

@pi
ui � ��(�Ji(p)) +

@Ji

@t
;

(2.16)

where ui is the control input of robot i. We derive our control policy from this

formulation in Section 4.3.3.

2.4 Ant Colony Optimization

Here, we provide a brief overview of the Ant Colony System (ACS) algorithm (Dorigo

and Gambardella, 1997), which is an approximation algorithm to discrete optimiza-

tion problems. We use ACS as a base for our scheduling algorithm in Chapter 5. ACS

was the �rst Ant Colony Optimization (ACO) algorithm (Dorigo et al., 2006) and

is inspired by ant colonies’ ability to �nd the shortest path among prede�ned nodes:

as ants move, they deposit pheromones, and are more likely to follow paths with

more pheromones (Deneubourg et al., 1990). The ACS algorithm begins with A ants

traveling along a graph G = fE ;Ng, and each ant generates a path, visiting all nodes
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in the graph. When generating a path, an ant chooses to move from node x to node

y with probability according to the state transition rule (Dorigo and Gambardella,

1997)

sa(x; y) =

8
>><

>>:

arg maxy2Jaf�(x; y)�(x; y)�g; q � q0

S; otherwise;
(2.17)

where Ja � N is the set of remaining nodes to be visited by ant a, �(x; y) is the

pheromone level on edge (x; y), �(x; y) is the attractiveness of moving from x to y, �

is a constant to weigh �, q0 2 [0; 1] is a uniformly distributed random number, and

S is a random variable selected according to the probability distribution (Dorigo and

Gambardella, 1997)

pa(x; y) =

8
>><

>>:

�(x;y)�(x;y)�
P

z2Ja �(x;z)�(x;z)� ; y 2 Ja

0; otherwise:
(2.18)

After an ant generates a path, it updates pheromones on G along their selected path

according to (Dorigo and Gambardella, 1997)

�(x; y) (1� �)�(x; y) + �
aX

l=1

��(x; y); (2.19)

where � 2 (0; 1) as a constant parameter re
ecting the local pheromone decay. This

process is known as the local updating rule. The ant with the shortest path then per-

forms an additional pheromone update according to (2.19), replacing � with a global

pheromone update parameter �, such that (2.19) becomes (Dorigo and Gambardella,

1997)

�(x; y) (1� �)�(x; y) + �
aX

l=1

��(x; y): (2.20)

This additional step is called the global updating rule. Note �� may be di�erent in

(2.19) and (2.20). We extend this ACS algorithm for our scheduling needs in Section
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5.4.

Algorithm 1 Ant Colony System (Dorigo and Gambardella, 1997)
1: given Ti, t
2: initialize best path Pbest  ?
3: for N iterations do
4: for ant a in number of ants A do
5: generate path Pa between all tasks k 2 Ti (2.17)
6: local pheromone update (2.19)
7: if C(Pa) < C(Pbest) then
8: Pbest  Pa . update best path
9: global pheromone update (2.20)

10: return Pbest
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Chapter 3

Human-Robot Collaborative Navigation

In this chapter, we explore two di�erent methods of human-robot collaborative navi-

gation (co-navigation). Our algorithms enable a human and a robot to work together

to navigate to a common goal. In this system, the human is responsible for making

high-level steering decisions, and the robot, in turn, provides haptic feedback for col-

lision avoidance and path suggestions while reacting to changes in the environment.

We allow the human complete control of the robot in both approaches, such that the

human may override the force feedback.

We published our �rst approach, detailed in Section 3.2, in the International

Conference on Intelligent Robots and Systems (IROS) (Co�ey and Pierson, 2022).

The proposed algorithm predicts the user goal, plans a path using a non-holonomic

RRT* algorithm to the predicted goal, and provides haptic guidance to the path and

away from obstacles when the user is in an unsafe pose. We show that when the

human follows the force feedback, the vehicle cannot collide with obstacles under the

proposed algorithm following the haptic commands.

While this �rst algorithm is designed to guide the user through an unknown en-

vironment, our second approach is a more collaborative scenario in which the human

and robot share a static goal, and the human only intervenes where necessary. We

published this work in IROS in 2023 (Co�ey et al., 2023) and provide details in Sec-

tion 3.3. This algorithm uses RRT* to generate paths to lead the user to the goal via

an attractive force feedback computed using a Control Lyapunov Function (CLF).
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We simultaneously ensure collision avoidance where necessary using Control Barrier

Functions (CBFs).

The remainder of this chapter is organized as follows: we discuss related work

in Section 3.1. We introduce our �rst approach from (Co�ey and Pierson, 2022) in

Section 3.2 and our second approach from (Co�ey et al., 2023) in Section 3.3. We

provide conclusions and takeaways in Section 3.4.

3.1 Related Work

We view a true co-navigation system as that in which the human and robot work

together to navigate to a common goal, while ensuring the safety of the vehicle.

Thus, as a co-navigation system, this work is relevant to collaborative teleoperation

and safe motion planning.

Haptic feedback has proven to be an e�ective tool to communicate a robot’s en-

vironment and intentions to the human operator. Traditionally, haptic teleoperation

has been used as a collision avoidance mechanism in cluttered environments, where

the robot sends haptic feedback to the user as a repulsive force away from obstacles,

e.g. (Lam et al., 2009; Hou and Mahony, 2016). Such an approach has a variety of

applications, such as teleoperation of unmanned aerial vehicles (UAVs) (Zhang et al.,

2021; Masone et al., 2018) and operation of powered wheelchairs (Mor�ere et al., 2015;

Bourhis and Sahnoun, 2007). While these approaches indeed ensure the safety of

the vehicle, they do not collaborate with the human to navigate to a common goal.

Researchers have also explored haptic feedback for guidance along a reference path

(Aggravi et al., 2021; Walker and Okamura, 2020). However, these studies do not

encode collision avoidance feedback into the haptic signal.

In recent work, researchers have begun exploring ways in which a human and robot

can collaborate in their navigation to a goal. In (Zhang et al., 2022) and (Lei et al.,
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(a) (b)

Figure 3�1: (a) The Geomagic Touch, and experimental setup with
the robot and projected environment. (b) Sample experimental results
for a human operator, with arrows indicating force feedback magnitude
and direction.

2022), the authors use a shared control approach (without haptic feedback) in which

the user de�nes the robot goal in real time, and the robot trajectory is repeatedly

updated. In (Masone et al., 2018), the human controls the shape of a future planned

path, and the disagreement between the human and robot is fed back to the human.

In (Scheggi et al., 2017), a robot physically guides a human through an environment

in a leader-follower scenario, using haptic feedback for navigational cues. The authors

of (Vander Poorten et al., 2012) and (Hou et al., 2016) propose algorithms for haptic

feedback that encodes both collision avoidance and path suggestions. Our algorithms

enable true co-navigation between a human and a non-holonomic ground robot.

3.2 Guidance in Unknown Environments

In our collaborative system, a human user shares control with an autonomous mobile

ground robot. We assume the human operator teleoperates the robot via a haptic

device, and force is fed back to the human as assistance in maintaining safe, collision-

free navigation towards a goal. Here, we consider the teleoperation of a ground robot
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maneuvering through a static two-dimensional environment with circular obstacles.

Consider an environment Q, with points in Q denoted q. We model the robot at

point qr 2 Q as a unicycle robot, where xr and yr de�ne the position of the center

of the wheels’ axis in the environment Q, and �r is the orientation (heading angle) of

the robot in the global frame. We de�ne the robot dynamics _qr as a function of �r

and user input _qu:

_qr =

2

4
cos �r 0
sin �r 0

0 1

3

5 _qu: (3.1)

We de�ne the total haptic force f comprising two components fo and fc as

f = k(fo + fc); (3.2)

where k is a constant gain to scale the force feedback, and fo and fc have the same

structure as f , with linear and angular components. One can think of fo as an

attractive force toward a safe path which guides the user around obstacles, and fc as

a repulsive force away from the nearest obstacle.

Our path planner and propositions utilize an egocentric polar coordinate system

(Park and Kuipers, 2015; Park and Kuipers, 2011) with state variables [r; �; �] (see

Figure 3�2). The robot dynamics in terms of the egocentric polar coordinates are

de�ned by
�

_r
_�

�
=

�
�vr cos �

vr
r sin �

�
;

_� =
vr

r
sin � + !r:

(3.3)

3.2.1 Path Planner

To generate a suggested local safe path around obstacles, and ultimately to determine

the force fo, we propose an RRT*-based path search algorithm for non-holonomic vehi-

cles. Sampling-based approaches such as RRT and RRT* have been widely explored
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Figure 3�2: Egocentric polar coordinate system. r is the radial dis-
tance from qr to the target pose qt, � is the angle between the current
heading and line of sight, and � is the angle between the target heading
and the line of sight.

and proved to be e�ective strategies for global path planning (LaValle and James

J. Ku�ner, 2001; Karaman et al., 2011). In particular, in this work we use the non-

holonomic RRT* algorithm from (Park and Kuipers, 2015) to generate the suggested

paths for the user to follow toward the goal location xf. A non-holonomic planner

not only eases the teleoperation of ground vehicles by generating smooth paths, but

we also anticipate that it will be more intuitive for a human pilot, since prior studies

have shown that humans can be modeled as non-holonomic vehicles (Arechavaleta

et al., 2006). We therefore modify the non-holonomic RRT* algorithm of (Park and

Kuipers, 2015) with the following control law (Park and Kuipers, 2011) to search for

a safe path from the current robot pose qr to the user goal qg:

!r = �
vr

r

�
k� (� � arctan(�k��)) +

�
1 +

k�

1 + k��

�
sin �

�
; (3.4)

where k� and k� are scalar constants set to 6:0 and 3:0, respectively. This approach

accounts for obstacles and the size of the robot during RRT* planning, as well as

the robot’s non-holonomic constraints. For the purposes of our algorithm, and unlike

prior work, we plan paths for short intervals, continuously searching for new paths as

the human teleoperates the robot through Q and new obstacles are detected.
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Note that since fo is fed back to the user by the robot, the robot must calculate

the safe RRT* path. This requires that the robot has knowledge of the surrounding

obstacle sizes and locations. We therefore introduce a detection radius d and assume

that once an obstacle enters the detection radius, its size and location is known. We

call these obstacles active, and the local path planner computes a collision-free path

around active obstacles only. Assumption 3.1 emphasizes the robot knowledge of the

environment.

Assumption 3.1 (Robot Knowledge). The robot can detect the size and location of
obstacles within a radius d and is responsible for planning a collision-free path using
the proposed local RRT* planner.

We also note that the human is not given any information about the safe path

generated by RRT* algorithm, as this is only used by the robot to generate fo. When

operating a personal mobility platform such as a powered wheelchair, the human

operator must focus on their surroundings to ensure safety while making high-level

decisions. We therefore do not wish to cause any distractions by showing them a

visual RRT* path to follow; rather, we provide force feedback to steer the robot in a

safe direction. Assumption 3.2 formalizes that only the robot has knowledge of the

RRT* path.

Assumption 3.2 (Human Knowledge). The human operator has no knowledge of
the safe path generated by RRT*.

We now proceed with our implementation of a non-holonomic RRT* algorithm.

To predict the user goal, _qu is assumed to remain constant for time tahead (Lam et al.,

2009). The user goal qg is de�ned as

qg = _qrtahead + qr: (3.5)

The non-holonomic RRT* algorithm is based on the work of Park et al. (Park and

Kuipers, 2015; Park and Kuipers, 2011) and generates a safe path from qr to qg while
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accounting for the set of circular active obstacles, as well as the size and kinematic

constraints of the robot. Furthermore, the RRT* algorithm (Park and Kuipers, 2015)

is implemented in egocentric polar coordinates with a non-holonomic distance (Park

and Kuipers, 2011) and cost function

Dist(qr; qt) =
q
r2 + k2

��2 + k�j� � ��j; (3.6)

where qt is a target node in the tree, and �� is the steering function de�ned as

�� = arctan(�k��): (3.7)

We employ RRT* as a local path planner; however, as the robot approaches an

obstacle, the generated user goal qg may end up inside an obstacle. Therefore, to

search for a path around the obstacle, we extend the user goal by incrementally

increasing tahead by � until qg no longer lies inside the obstacle1. Additionally, we

need to establish the appropriate area in which the RRT* algorithm searches. We

therefore de�ne the search area based o� of the current pose and predicted goal pose,

expanding the xy search area by a scalar �, and the � search area by scalar  . Both

of these methods are further described in Algorithm 2. Finally, in order to account

for the size of the robot, the RRT* algorithm expands the size of the circular active

obstacles by a distance �sf
obs such that the path generated will be at least �sf

obs away

from any obstacle. Note, however, that �sf
obs cannot be chosen arbitrarily; in order to

prevent collision, �sf
obs > vmax�t+R.

Algorithm 2 summarizes our use of the RRT* algorithm with respect to the pro-

posed force feedback algorithm. Algorithm 2 runs as a single process on the robot,

separately from the Force Feedback Algorithm (Algorithm 3). It receives the current

qr, qg, and _qr as inputs. It then extends the goal pose, if necessary, and de�nes the
1In the case where we cannot �nd a feasible qg within the search space, then we cannot compute

a path, and we rely only on the collision avoidance force.
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local search area. Finally, it uses this information to generate a new path Pnew using

the non-holonomic RRT* algorithm as in (Park and Kuipers, 2015) and publishes the

safe path for use in Algorithm 3. If RRT* is unable to �nd a safe path from qr to qg,

even after qg is extended, then Pnew does not exist; we discuss this case further in the

Section 3.2.3.

Algorithm 2 Local Path Planner: Non-Holonomic RRT*
1: Retrieve qr, qg, _qr, and the set of active obstacles
2: while any active obstacle contains qg do
3: tahead+ = �
4: Recalculate qg using (3.5)
5: Compute the possible limits of the local search area
xrange = [xr � �; xr + �; xg � �; xg + �]
yrange = [yr � �; yr + �; yg � �; yg + �]

6: Set the local search area for RRT* algorithm
xsearch = [min(xrange);max(xrange)]
ysearch = [min(yrange);max(yrange)]
�search = [�r �  ; �r +  ]

7: Input qr, qg, _qr, xsearch, ysearch, �search, and active obstacles into non-holonomic
RRT* algorithm from (Park and Kuipers, 2015)

8: Retrieve and publish safe path Pnew

Algorithm 2 describes our use of the non-holonomic RRT* algorithm (Park and

Kuipers, 2015) as a local path planner to the predicted user goal qg. Given our

implementation of RRT*, we can introduce Remark 3.1 as follows.

Remark 3.1 (Safe RRT* Path). If a safe path Pnew exists from qr to qg, then Pnew

does not collide with obstacles and maintains a distance of at least �sf
obs away from

obstacles.

3.2.2 Force Feedback with Obstacle Avoidance and Collision Avoidance

For our collaborative teleoperation, a human operator co-navigates with the au-

tonomous robot. In complex environments, the robot relies on the human operator

for high-level decision making. In turn, the robot generates a suggested safe path for
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the human operator given its knowledge of obstacles. We propose a force feedback

algorithm to assist the human operator in safely navigating the robot through the

environment Q. The overall haptic feedback algorithm is summarized in Algorithm

3, which loops until the process is terminated. The force feedback implemented in

this paper pushes the human operator’s hand in a direction such that the human will

steer the robot in a safe direction.

The algorithm �rst retrieves the most recent safe path Pnew published by Algo-

rithm 2. Since Algorithm 2 runs continuously, it is possible that the current path P

is a better path than Pnew; speci�cally, P may be shorter than Pnew, as the RRT*

algorithm may have provided better random samples during the path search. We

therefore introduce a check (lines 2-3) to ensure that the better path is used to com-

pute fo. In addition, we need to ensure that P is still relevant in leading the user

to qg. We introduce this additional check in line 2, comparing qg and the end point

of P . Given the human user’s autonomy outperforms that of the robot, the human

has full control over the robot. Therefore, P is a suggested safe path for the user to

follow, and the user may choose to overcome the force feedback to pursue a di�erent

direction.

Once P is de�ned, the algorithm retrieves the states _qu, qr, and _qr. It then

determines the current active obstacles, computes the Euclidean distances to those

obstacles and to P , and predicts qg as in (3.5). This information is used in Algorithm

2. Then it computes fo and fc and sends the total force feedback f to the haptic

device. This process is repeated until terminated.

Algorithm 3 describes the process of determining the forces to feed back to the

user. The total force feedback is a function of the obstacle avoidance force fo(�p) and

the collision avoidance force fc(�o). In the following subsections, we provide further

details about these two components.



32

Algorithm 3 Minimal Force Feedback
1: Retrieve most recent path Pnew from Algorithm 2
2: if length(Pnew) < length(P ) _ P irrelevant then
3: P = Pnew

4: Retrieve qr, _qr, _qu, and set of active obstacles
5: Calculate �o, �p, and qg
6: Calculate fc(�o) and fo(�p)
7: Send total force feedback f = k (fo(�p) + fc(�o))

Collision Avoidance Force

Similar to (Hou et al., 2017) and (Hou et al., 2016), our collision avoidance algorithm

implements a Dynamic Kinesthetic Boundary (DKB) based approach to provide a

repulsive force feedback away from obstacles. The DKB-based approach results in

robust haptic feedback with reduced congitive load and is preferred by users compared

to potential �eld based approaches (Hou and Mahony, 2016). For repulsive feedback,

the primary force feedback direction uc of fc is de�ned as the normalized radial vector

pointing from the nearest obstacle to the robot (see Figure 3�3a). This vector is then

scaled depending on �o(t) such that the force feedback fc is

fc =

8
>><

>>:

uc(t)(e�a��o(t) � 1); �o(t) � �a

0; �o(t) > �a:
(3.8)

The collision avoidance fc is constructed such that the magnitude of force feedback

increases as the robot nears an obstacle. One can show that our proposed formulation

for fc is bounded above by e�a � 1 and below by 0. (see Figure 3�4).

Obstacle Avoidance Force

The obstacle avoidance force was inspired by (Hou et al., 2016; Abbott and Okamura,

2006) and aims to restrict motion along the safe RRT* path, generated by Algorithm

2, while providing the user with information about the deviation from said path. Re-
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Figure 3�3: (a) Example of both fc and fo contributing to the total
force vector f to avoid the gray circular obstacle. fc is normal to the
obstacle and serves to push the robot away from the obstacle, while fo
is normal to the path and pulls the robot toward the safe path (green
curve). (b) Example of a scenario in which fc and fo cancel out. The red
dotted line is the predicted robot trajectory, leading to the predicted
goal qg which must lie inside the obstacle for f to be active. For the
forces to cancel out, the safe path must lie between the robot and the
obstacle as shown, as fo must be perpendicular to the path and drawing
the robot toward the path.

call that the RRT* path only serves as a suggested safe path for the user, although the

user does not have knowledge of the safe path (Assumptions 3.1 and 3.2). Therefore,

we wish to determine the force required to \nudge" the user onto the safe path.

We �rst determine the nearest node on the safe path. This is the node correspond-

ing to the minimum Euclidean distance to the robot. We then de�ne the normalized

vector uo perpendicular to the path and pointing in the direction of the path (see

Figure 3�3a). This serves as the primary force feedback direction for the force com-

ponent fo. We then scale uo based on the distance �p(t) to the safe path such that
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Figure 3�4: Force scaling for obstacle avoidance (red solid line) and
collision avoidance (blue dashed line). Note that both forces share the
same bounds.

the force feedback fo is

fo =

8
>>>>><

>>>>>:

uo(t)
�
e�(�p(t)�Cmin) � 1

�
; Cmin � �p(t) � Cmax

uo(t)
�
e�(Cmax�Cmin) � 1

�
; Cmax < �p(t) � Cact

0; otherwise;

(3.9)

where � = �a
Cmax�Cmin

. In this way, if the robot is already near the safe path (i.e. within

Cmin) or too far from the path (i.e. farther than Cact), fo will not be applied. As

the user steers the robot farther from the safe path, the force magnitude will increase

exponentially but will be bounded when �p(t) reaches Cmax. Furthermore, the force

feedback fo is designed in such a way that as the user moves farther from the path, the

magnitude of the force feedback will increase, and vice versa. If Algorithm 2 cannot

�nd a path to the predicted path, and the most recent path Algorithm 3 receives

is outdated, then Cact serves to ensure fo does not push the robot to an irrelevant

path. We note that with the de�nitions (3.8) and (3.9), the obstacle avoidance force

fo shares the same bounds as fc, as depicted in Figure 3�4.
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3.2.3 Performance with a Virtual Pilot

It is important to note that, in reality, it is possible that the human operator may

ignore the haptic commands and choose to override the force feedback. For our

analyses and some experiments, we represent the human user as a PD controller to

generate the user’s steering commands. However, in practice with a human operator,

the PD controller plays no part in the teleoperating task { the steering commands

are generated solely from user input, and the start and goal poses are unknown to the

robot. We will assume that the virtual pilot is a \reasonable human" (Assumption

3.3). In other words, we assume that the user follows any and all force feedback

commands, hence the total steering command (3.11). Assumption 3.3 allows us to

explore the behavior of the robot as a response to the force feedback provided.

Assumption 3.3 (Reasonable Human). The human follows the force feedback com-
mands provided by Algorithm 3 such that the total velocity of the robot is de�ned by
(3.11).

To evaluate the performance of our algorithm, we represent the user as a simple

PD controller as in (Lam et al., 2009; Mersha et al., 2012). This virtual pilot has

no information about the obstacles, and its only ability is to steer the robot from a

prede�ned start pose to a prede�ned goal pose. Given _qu(ti) from the virtual pilot

and the force feedback f(ti), the new qr at time ti+1 is

qr(ti+1) =

2

4
cos �(ti) 0
sin �(ti) 0

0 1

3

5 _qtot(ti)�t+ qr(ti); (3.10)

where

_qtot(ti) = _qu(ti) + f(ti): (3.11)

We use this model to evaluate the performance of our proposed approach. In the

following analyses, we consider the virtual pilot (PD controller) steering the robot
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through a locally smooth environment with bounded curvature and continuously dif-

ferentiable obstacles.

We �rst evaluate the boundedness of the force feedback. We noted in Section

3.2.2 that fc and fo are bounded, and thus the total force feedback f is bounded

when these components are active alone; i.e. when one of the forces is 0 and the

other is not. In Lemma 3.1 we show that the total force feedback is bounded when

both forces are active.

Lemma 3.1. Consider the force feedback in which both fc and fo are active. Thus,
�o 2 [0; �a] and �p 2 [Cmin; Cact]. Then the total force feedback f is bounded.

Proof. The total force with the given inputs is

f = k
�
uc(e�a��o(t) � 1) + uo(e�(�p(t)�Cmin) � 1)

�
: (3.12)

With the given inputs, the upper and lower bounds occur when the two forces are
parallel. Thus, f is bounded from above by

k
�
(e�a � 1) + (e�(Cmax�Cmin) � 1)

�
= 2k(e�a � 1); (3.13)

when the two forces are in the same direction, and from below by 0 when the two
forces are in opposite directions.

Next, we consider the unlikely scenario in which the two force feedback components

fc and fo cancel out. Such an instance could happen if the vectors uc and uo are

pointed in opposite directions, and if fc and fo have the same magnitude. Proposition

3.1 claims that if this happens, the robot cannot collide with the obstacle.

Proposition 3.1. In the case where fc = �fo, the robot will not collide with an
obstacle.

Proof. The proof follows the schematic of Figure 3�3b. Assume fc = �fo at time ti,
then fc and fo have the same magnitude and act opposite one another. Note that,
since fc only acts normal to and outward from the obstacle, then fo can only be
opposite when it acts normal to and toward the obstacle. Thus the safe RRT* path
from Algorithm 2 must lie between the robot and the obstacle (Figure 3�3b).
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Given Remark 3.1, and since fo is active, a safe path exists around the obstacle
which is at least a distance of �sf

obs away from the obstacle edge. Since the safe path
is between the robot and obstacle, then �o(ti) � �sf

obs.
We can also assume that, since Algorithm 3 calculates fo based on the most

recently generated local path, and given Assumption 3.3, then the current pose, par-
ticularly the heading angle, is approximately the same as that generated by the safe
path. Therefore, the robot velocity vector must be roughly perpendicular to fc and
fo, as in Figure 3�3b.

Suppose the robot moves toward the obstacle at time ti when the forces cancel,
following a path similar to the red dotted line in Figure 3�3b. Then the robot will
move closer to the safe path, decreasing fo, and closer to the obstacle, increasing fc,
at time ti+1. Then, fc > fo at time ti+1, which will prevent the collision with the
obstacle.

Proposition 3.1 claims that a cancellation in fc and fo cannot cause collisions

with obstacles. To evaluate the ability of Algorithm 3 to follow a safe RRT* path,

we consider the case where only the obstacle avoidance component fo is active, and

fc = 0. In Proposition 3.2 we evaluate the path following performance by evaluating

the tracking error �p(t).

Proposition 3.2. Assume no collision avoidance force fc and a safe RRT* path P
exists to the predicted goal (Remark 3.1). Assume also that �p(t) 2 [Cmin; Cact]. Then
the force feedback f = kfo decreases the tracking error in reference to the safe RRT*
path.

Proof. Recall the egocentric dynamics (3.3). Let qt be the nearest node on the RRT*
path to the robot, and de�ne the tracking error as the distance r from the robot to
the path, as in Figure 3�2. The tracking error r decreases if and only if _r < 0. From
(3.3),

_r = �vr cos �: (3.14)

We will observe _r in two possible cases based on the orientation of the robot with
respect to the safe path.

Case 1: �(t) 2 (��
2 ;

�
2 ). In this case, the robot is oriented toward the path. Since

fo is pointed toward and normal to the path, and since r is the nearest node on the
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path, then we can assume that the vector f is oriented in approximately the same
direction as r (i.e. f � r). Therefore, the total velocity from (3.11) is

vr = vu + kkfok; (3.15)

where kfok is the linear component of fo. Given Assumption 3.3, vu = k _quk = 1.
Plugging (3.15) into (3.14), we obtain _r = �(1 + kjjfojj) cos �: Since 1 + kfo > 0 and
cos � > 0, then _r(t) < 0 8t such that f = kfo and � 2 (��

2 ;
�
2 ).

Case 2: �(t) 2 (��;��
2 ] or �(t) 2 [�

2 ; �). Assuming f � r, then f results in
a negative linear velocity with respect to vr. Thus vr = vu � kkfok: Then (3.14)
becomes _r = �(1 � kkfok) cos �. Since cos � < 0, we observe that _r < 0 when
1� k

�
e�(r�Cmin) � 1

�
< 0. This happens when

r >
1
�

ln
�

1 + k
k

�
+ Cmin: (3.16)

Thus, when the robot is oriented away from the path, the tracking error will begin
decreasing when the distance reaches that de�ned in (3.16). Furthermore, when
f = kfo and given Assumption 3.3, the maximum distance the robot can move from
the path is given by (3.16).

Proposition 3.2 shows that the obstacle avoidance force fo will guide the user

toward the safe path. We now consider the case where Algorithm 2 cannot �nd a safe

RRT* path to the user goal and thus the path P does not exist, e.g. the predicted

user goal lies on the other side of a wall. In such a case, fo = 0 and Algorithm 3 will

rely solely on the collision avoidance force fc. Proposition 3.3 shows that although the

goal is unattainable, the proposed algorithm will prevent collisions with the obstacle.

Proposition 3.3. Assume an initial condition of �o(t) 2 (�sf
obs; �a] such that f = kfc.

Then for all t > 0,

�o(t) � �a � ln
�

1 + k
k

�
; (3.17)

where
k >

1
e�a � 1

: (3.18)

Proof. Recall the egocentric polar coordinate system shown in Figure 3�2 and de-
scribed by (3.3). Let the target pose qt be the nearest point on the edge of the
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nearest obstacle. Then r is the distance between the robot and obstacle edge. We
will consider two cases based on the orientation of the robot with respect to the ob-
stacle and determine the distance r at which the robot no longer moves toward the
obstacle (i.e. when _r(t) = 0).

Case 1: �(t) 2 [��
2 ;

�
2 ]. In this case, the linear velocity vr of the robot is oriented

toward the obstacle, while that of the force feedback f is oriented opposite the robot
velocity, since f points normal to and away from the obstacle. Therefore, the total
velocity of the robot can be described by

vr = vu � kkfck: (3.19)

Given Assumption 3.3, vu = k _quk = 1. Then plugging (3.19) into (3.14), we obtain
_r = � (1� kkfck) cos �: We observe that _r = 0 either when � = ��

2 , or when 1 �
k(e�a�r � 1) = 0. By solving for r, we can conclude that _r = 0 when

r = �a � ln
�

1 + k
k

�
: (3.20)

Case 2: �(t) 2 (��;��
2 ) or �(t) 2 (�

2 ; �). In this case, both vr and f are oriented
away from the obstacle. Thus, the total velocity becomes

vr = vu + kkfck: (3.21)

Given the same assumptions as in (i), then _r = �
�
1 + k(e�a�r � 1)

�
cos �: Solving

for r, we observe that _r = 0 only when r = �a � ln
�k�1

k

�
: Note that this distance

is greater than the minimum distance calculated in Case 1. Therefore, the minimum
distance between the robot and obstacle is given by (3.20) when f(t) = kfc(t) 8t.

Although it is possible for r < 0 in (3.20), the positive constant k cannot be
chosen arbitrarily. Rather, k should be selected such that r > 0 8t while accounting
for the size of the robot. We can set r > 0 in (3.20) and solve for k to obtain (3.18).
Thus, although (3.20) can be negative, by (3.18) it will always be positive, resulting
in a collision-free con�guration 8t > 0, proving the claim of the proposition.

Propositions 3.1-3.3 showed that given a collision-free initial condition, our ap-

proach will prevent any collisions with obstacles in a locally smooth environment

with continuously di�erentiable obstacles and appropriately selected constants.
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3.2.4 Experimental Validation

We conducted a series of virtual pilot simulations and hardware experiments, and

performed human-in-the-loop demonstrations with the haptic device, to demonstrate

collision-free navigation to the goal under the haptic feedback.2 We implemented

our algorithm using Robot Operating System (ROS), with a desktop computer (8-

core, 32GB RAM, Ubuntu 20.04) running Algorithms 2 and 3 in Python. Algorithm

2 generated RRT* paths every 300 to 600 ms, and Algorithm 3 updated the force

feedback at an average rate of 300-400 Hz. Assumptions 3.1-3.3 hold for the virtual

pilot experiments in Subsections 3.2.4 and 3.2.4, and Assumptions 3.1 and 3.2 hold

for the human experiments in Subsection 3.2.4.

Virtual Pilot Simulations

We implemented the virtual pilot controller from Section 3.2.3 as a proxy for a human

user. The virtual pilot has no information about any obstacles, and its only purpose is

to steer the robot from the start pose to the goal pose. We performed 100 simulations

and recorded (i) the minimum distance to any obstacle and (ii) the minimum distance

from the goal for any trial. For each trial, we randomly generated a start and a goal

pose and �ve randomly positioned and randomly sized obstacles. Start and goal

poses were restricted to be at least a distance of �a away from any obstacle to ensure

that the robot reached its goal. Additionally, the �ve obstacles were generated such

that they did not overlap one another. Across all 100 simulations, the minimum

distance to an obstacle was 0.19, and the maximum distance from the goal was 0.25,

which was the distance at which the PD controller terminated. Therefore, from these

simulations that for all 100 trials, the robot was able to reach its goal. Our algorithm

also satis�ed (3.17) for �a = 0:4 and k = 3:0, and thus �o(t) > R 8t, con�rming that
2We provide a video of simulations and experiments here: https://youtu.be/ 00hfrO6Jjc

https://youtu.be/_00hfrO6Jjc
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(a) (b)

(c) (d)

Figure 3�5: Simulation compared with the PD-controlled robot and
human-controlled robot experiments for two selected environments. (a)
and (b) show the trajectories of the robot navigating through the two
environments under each condition from the blue � to the red �, with
the proposed algorithm providing force feedback, represented by arrows,
to avoid obstacles. (c) and (d) show the respective force magnitude
applied over time.

the robot never collided with an obstacle.

We then selected two randomly generated environments which we believed to be

challenging. In Figure 3�5, we present simulations with the virtual pilot through the

two environments. The trajectory of the robot under the haptic feedback is shown in

blue in 3�5a and 3�5b, and the corresponding force magnitude applied to the virtual

pilot is shown in 3�5c and 3�5d. Results are shown alongside those from hardware-in-

the-loop and human-in-the-loop experiments for comparison.
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(a) (b)

(c) (d)

Figure 3�6: Human teleoperation experiments in three cases: visual
feedback + haptic feedback, visual feedback without haptic feedback,
and haptic feedback without visual feedback. (a) and (b) show the
trajectory of the robot navigating from the blue � to the red �, with the
proposed algorithm providing force feedback, represented by arrows, to
avoid obstacles. (c) and (d) show the respective force magnitude over
time.

Experiments with Virtual Pilot + Jetbot

To ensure our algorithm could be implemented in hardware, we performed experi-

ments with the virtual pilot on the SparkFun Jetbot v2.03, powered by the NVIDIA

Jetson Nano4. The desktop computer sent steering commands (3.11) to the robot

via WiFi. An Optitrack Motion Capture (MOCAP) system5 provided position and

orientation data. Results are shown in Figure 3�5 in red, where we observe similar
3www.sparkfun.com
4https://developer.nvidia.com/embedded/jetson-nano-developer-kit
5https://optitrack.com/
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results to the simulations.

Experiments with a Human Pilot

An experimenter tested the proposed algorithm with a haptic device, the Geomagic

Touch6, to observe the forces applied to a human pilot. We navigated the Jetbot

through the MOCAP space using the Geomagic Touch while standing outside the

environment, such that we had an imperfect third-person view of the robot and

projected environment shown in Figure 3�1a. The position of the end e�ector on

the Geomagic Touch was mapped to linear and angular velocity commands sent to

the robot as f , with forward (back) positions mapping to positive (negative) linear

velocity vu, and left (right) positions mapping to positive (negative) angular velocity

!u. The computer sent haptic feedback (3.2) to the Geomagic Touch using the same

mappings, such that the operator’s hand was pushed in a direction that steered the

robot in a safe direction, resulting in collaborative navigation.

We performed experiments in the same two environments as the previous subsec-

tions under three conditions: (i) visual feedback only, (ii) visual feedback + haptic

feedback, and (iii) haptic feedback without visual feedback. The results for these

experiments are shown in Figure 3�6. We observed results similar to the virtual pilot

experiments, with force feedback applied to the human more frequently than the vir-

tual pilot, a result of the human taking longer to react to the force feedback compared

to the virtual pilot.

From Figures 3�6c and 3�6d, we observe little high-frequency, noise-like forces

applied by the haptic device to the user during operation. Such forces are known

as buzzing and can result in perceived instability (Choi and Tan, 2007). However,

because the purpose of our algorithm is co-navigation, rather than haptic perception,

we consider minimal buzzing acceptable for our applications, and we can furthermore
6https://www.3dsystems.com/haptics-devices/touch
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conclude that an update rate of 300-400 Hz is su�cient.

3.2.5 Section Conclusions

In this section, we presented our haptic guidance system (Co�ey and Pierson, 2022)

to help human users co-navigate a ground robot through a remote environment. Our

proposed algorithm provides force feedback for both collision avoidance and obstacle

avoidance. The collision avoidance force applies force feedback away from an obstacle,

while the obstacle avoidance force applies feedback toward a safe path generated by a

local non-holonomic RRT*-based algorithm. We present performance analyses for our

algorithm and demonstrate its performance through a series of simulations, hardware

experiments, and human pilot demonstrations. Unlike prior work in the literature,

we present thorough mathematical analyses of our performance with a virtual pilot,

and demonstrate that the user need not have information about obstructions in order

to safely reach their goal. Our algorithm also grants the human full control of the

robot.

3.3 Guidance Along a Prede�ned Path

In this section, we present our second algorithm (Co�ey et al., 2023), which utilizes

RRT* to generate suggested paths to the �xed, shared goal, using a Control Lyapunov

Function (CLF) to generate an attractive force feedback to the path. We ensure

collision avoidance where necessary using a Control Barrier Function (CBF). While

the previous section provided minimal haptic feedback and minimal robot autonomy,

this work is designed such that the force feedback itself may navigate the robot

entirely, which allows the human to take control only when necessary. Speci�cally,

this work provides force feedback to the controller which will steer the robot without

human intervention. However, if the human deems the robot unsafe, e.g. the human

sees an obstacle the robot does not detect, then the human can override the force
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(a) (b)

Figure 3�7: Hardware experimental setup with a human user teleoper-
ating a ground robot through a cluttered environment. A �rst-person
view (top of (a)) is streamed from the robot to the user’s computer
screen. The human operator uses a Geomagic Touch haptic device
(bottom of (a)) to control the robot, and force feedback is provided to
the human for navigation assistance and collision avoidance. An over-
head view of the environment is shown in (b).

feedback to steer the robot into a safe state, and then relinquish control back to the

robot.

3.3.1 Path Planner

In this work, we use the non-holonomic RRT* algorithm from (Park and Kuipers,

2015) to generate the suggested paths for the user to follow toward the goal location xf,

similar to that presented in Section 3.2.1. Here, however, we use RRT* as the global

planner. Thus, prior to the start of the haptic feedback algorithm, we generate an

RRT* path P from the �nal goal xf to the starting position, storing the corresponding

tree T should the user reject the optimal path (see Section 3.3.5). This way, all paths

in the tree T will lead to the �nal goal. Again, we utilize a non-holonomic RRT*

algorithm to not only generate smooth paths, but we also expect that a non-holonomic

planner will be more intuitive for a human pilot. We implement RRT* with (3.6)
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representing the cost of extending the path from one node at location qr toward a

node at location qt. Equation (3.7) represents the local non-holonomic planner from

qr to qt.

3.3.2 CLF-CBF Formulation

We use a two-step formulation to generate the control input ucbf. First, we design

the CLF V (x) as the Euclidean distance from the robot to the temporary goal xtg on

the path P from RRT* (see also Section 3.3.5 for details on the computation of xtg):

V (x) = kx� xtgk2: (3.22)

Applying the CLF theory reviewed above, we compute the minimum-norm control

input uclf that satis�es the CLF constraint (2.2) by solving (in closed form) the

Quadratic Program

uclf =arg min
u2U

1
2
kuk2

s. t.LfV (x) + LgV (x)u+ pV (x) � 0:
(3.23)

Given (3.22) and (3.23), the generated uclf points toward the temporary goal on the

suggested path, but might also point toward obstacles.

As second step, we de�ne one CBF hi(x) for each obstacle i as the Euclidean

distance between the robot and the obstacle:

hi(x) = (x� xobs,i)2 � r2
obs,i � dsafe; (3.24)

where xobs,i 2 R2 is the position of the i-th obstacle, robs,i 2 R denotes the radius of

the obstacle, and dsafe 2 R is a user-de�ned safe distance, which can act as a bu�er to

account for the size of the robot. Given the path-following input uclf, we can compute
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the safe control input ucbf by

ucbf =arg min
u2U

1
2
ku� uclfk2

s. t.Lfh(x) + Lgh(x) + �(h(x)) � 0:
(3.25)

This input ensures that, despite the RRT* path potentially containing collisions, the

suggested force feedback will maintain the safety of the robot.

3.3.3 CBF-based Force Feedback Design

As already mentioned, we design the haptic force feedback F as the di�erence between

the safe control input ucbf and the user steering command uref:

F = kf(ucbf � uref); (3.26)

where kf 2 R is a positive constant parameter to adjust the magnitude of the feedback.

This force feedback re
ects the disagreement between the user and the controller. If

the user chooses to follow the guidance from the force feedback, the disagreement can

be minimized.

Recall that we grant the user full control over the robot. We therefore let the

dynamics of the robot be

_x = uref:

In order to evaluate the e�cacy of the force feedback (3.26), we assume that the pilot

can follow the force feedback F while teleoperating the robot.

3.3.4 Virtual agreeable pilot

For the purpose of evaluating our approach in simulation (Section 3.3.7), we introduce

the notion of an agreeable virtual pilot who follows the suggested commands. In

Section 3.2, we implemented a PD controller as a virtual pilot, as the robot needed
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to estimate the user goal. Here, however, the human and robot share the same goal,

and we therefore de�ne the virtual pilot dynamics by

_uref = F: (3.27)

Note that we cannot map uref directly to F , since the latter is computed as a function

of the former; instead, F is used to gradually change uref. In Lemma 3.2 we show that,

assuming the user can follow the force feedback F as in (3.27), the robot maintains

a safe state. Before we can make this claim, we must assume that the constant kf

is large enough, such that the feedback F updates faster than or equal to the robot

speed, formalized in Assumption 3.4.

Assumption 3.4. The force feedback gain kf is large enough that the uref changes
much faster than the robot speed _x.

Lemma 3.2. Given Assumption 3.4, let the user be an agreeable human, following
dynamics (3.27). Then, the user input uref tends to converge to the control suggested
by the force feedback F , keeping the robot in a safe state.

Proof. Let the user input evolve according to the dynamics (3.27), following the force
feedback F . Note that (3.27) has an equilibrium point for F = 0, which, from (3.26),
implies that uref = ucbf. From Assumption 3.4, uref will change much faster than ucbf.
Thus, the virtual pilot tends to converge to the control suggested by the autonomy
controller. Assuming that the CBF optimization problem (3.25) is feasible, then
(3.25) will output a safe control input ucbf that will ensure that h(x) � 0 (Ames
et al., 2019). In other words, ucbf will ensure that the robot does not collide with an
obstacle.

Lemma 3.2 shows that our force feedback (3.26) used by an agreeable human pilot

will keep the robot in a safe state. In the next section, we show that the feedback is

not only safe, but it also steers the user on the path to the goal.

While this section introduced a virtual pilot for simulation purposes, in reality,

and in our human pilot demonstrations (Section 3.3.8), the human acts autonomously

and can override the force if they wish, maintaining complete control authority.
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Figure 3�8: A 
ow chart of the proposed haptic guidance and collision
avoidance architecture.

3.3.5 CBF-RRT Force Feedback Algorithm

Having de�ned the computation of the force feedback F , we now discuss our complete

method to provide the force feedback to the user. Our overall algorithm is outlined in

4 and visualized in Figure 3�8. We �rst initialize the robot position x, �nal user goal

xf, and obstacle positions and sizes. We then compute and output the force feedback

until the robot reaches the goal. At each time step, we retrieve the user input uref and

robot position x. We update the temporary goal xtg using Algorithm 5; the temporary

goal, used by the CLF controller, is de�ned as a point along the path ahead of the

robot. We compute the CLF using (3.22), and then apply (3.23) to compute the

corresponding control input uclf. Since the RRT* path P is not guaranteed to be

collision-free due to �nite sampling or dynamic obstacles, we use (3.25) to compute

the safe input ucbf that will be encoded in the force feedback. Before sending the force

feedback to the user, we ensure that if the user steering command is zero, such as

when the user brakes, then we do not provide any force feedback. Otherwise, output

the force feedback (3.26). This process is repeated until the robot position x is within

a distance � from the �nal goal xf . We now describe Algorithms 5 and 6 in detail.
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Computing the Temporary Goal

In order to compute the temporary goal, we use Algorithm 5. Prior to starting the

haptic feedback generation in Algorithm 4, we initialize the RRT* tree T and optimal

path P . The tree is generated from the �nal goal xf to the initial position x(t0) to

ensure that any path the user decides to take will lead to the goal. Since we use a

unicycle robot model, the robot can track the non-holonomic RRT* path in either

direction. The initial tree T is saved and utilized for the entirety of Algorithm 4, i.e.

until the robot reaches the goal xf.

We also initialize the positive constant dmax, which is a parameter we use to

determine whether the human rejects the suggested path P . For example, if the

human can see obstacles that the robot cannot detect, then the user may decide to

take a di�erent path to the goal. We de�ne dmax as the maximum permissible distance

between the robot and the path P . If the user steers the robot away from the path,

and the distance between the robot and path is greater than dmax, then we �nd a new

suggested path in the tree T .

We also initialize the constant integer c 2 Z+, which is a dynamic index used

to de�ne the temporary goal. In Algorithm 5, we de�ne the temporary goal as the

nearest point on the discretized path P to the robot plus c points of lookahead along

the path. For instance, let xnear be the point on P closest to the robot. If c = 50,

then xtg will be 50 points ahead of xnear toward the goal xf on P . While Section

3.2 utilized only xnear to compute the attractive force, using this lookahead method

allows the force feedback to drive the robot toward the goal, and not just away from

obstacles. This approach allows us to output a force feedback to the haptic device

that can autonomously drive the robot toward the goal.

We can now summarize the process of determining the temporary goal (Algorithm

5) { required for the computation of uclf in Algorithm 4 { as follows. We �rst compute
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the distance from the robot to the current suggested path P . If the user rejects the

suggested path, then we rede�ne P using Algorithm 6. We then �nd the nearest

point Pinear with respect to the robot position. Then we de�ne the temporary goal as

c points ahead of Pinear . If inear + c exceeds the length of the path, i.e. Pinear does not

exist, then we set the temporary goal as the last element in P , which is the goal xf.

Under Algorithm 5, the input uclf is guaranteed to drive the robot to the �nal

goal xf, as formalized in Proposition 3.4 below. We �rst have to assume, however,

the following:

Assumption 3.5. An optimal collision-free path P exists from the robot position x
to the �nal goal xf. Furthermore, any path in the tree T is a path to the goal xf.

Proposition 3.4. Given Assumptions 3.4 and 3.5, the control uclf drives the robot
from any point x to the �nal goal xf.

Proof. Recall that the temporary goal xtg is required to compute the CLF input.
Speci�cally, xtg is used in the CLF (3.23) such that the input uclf will drive the robot
to the temporary goal, i.e. x ! xtg as t ! 1. Note that, under Algorithm 4, xtg

changes at each time step, but xtg is always on the path. Therefore, uclf will always
drive x to a point on the path P and in the direction of the �nal goal xf. Note also
that as the robot nears the end of the path, the temporary goal xtg coincides with the
goal location xf (Algorithm 5 Lines 6-6). Therefore, the control input uclf will always
guide the user to the goal, i.e. x! xf as t!1.

Remark 3.2. By (3.25), the input ucbf is guaranteed to be safe, while being as close as
possible to uclf. Therefore, by Lemma 3.2, an agreeable pilot under the force feedback
(3.26) will execute a safe control input that will guide the user to the �nal goal xf.

Switching Paths During Disagreement

Unlike Section 3.2, the robot does not continually search for a path during navigation.

Therefore, to account for human-robot disagreement in this work, we search for a new

branch within the saved tree T which leads to the goal and reduces disagreement.

Here we discuss Algorithm 6, which is required by Algorithm 5 to �nd a new path
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for the user to follow to the �nal goal xf when the user rejects the current path. The

function takes the robot position, the distance to the current path P , and the saved

tree T as inputs. The algorithm �rst loops through each node in the tree and gets

the non-holonomic path (Park and Kuipers, 2015) from that node to its parent node,

if it has one. The purpose of this for loop is to get the node inear 2 T corresponding

to the nearest branch in T . Once we have inear, we generate the path from this node

all the way back to the goal, which is the purpose of the while loop. We can then

return this new path P for use in Algorithm 5. If there are no paths in T that are

closer to the robot than dcurr, then the suggested path does not change.

Algorithm 4 CBF-RRT Force Feedback Generation
1: Initialize: x(t0), xf, obstacles
2: while kx� xfk � � do
3: Input: user command uref(t) and robot position x(t)
4: Update goal: xtg  Algorithm 5 . Get temporary goal
5: De�ne CLF: V (x) kx� xtgk2

6: Compute input to path: uclf(x; V ) (3.23)
7: Compute safe input ucbf(x; uclf) (3.25)
8: if uref = 0 then
9: No force necessary: F  0

10: else
11: Compute force: F  kf(ucbf � uref)
12: Output: F

Algorithm 5 Get Temporary Goal
1: Initialize: dmax, c, and tree T and optimal path P from planner (Park and

Kuipers, 2015)
2: Compute distance to path: dpath  min kx� Pk
3: if dpath > dmax then
4: P  Algorithm 6 . Get new path
5: Get the nearest node on P : inear  arg min kx� Pk
6: if inear + c > length of P then return ttg  xf

return ttg  P(inear + c)
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Algorithm 6 Get New Path
1: Initialize nearest node index inear  None
2: for each node j in T do
3: if j has a parent node in T then
4: Get path Pjk from j to parent node k
5: Compute distance to the path: d min kx� Pjkk
6: if d � dcurr then
7: Update smallest distance: dcurr  d
8: Update nearest node: inear  j
9: if inear does not exist then return current path P

10: Initialize new path: P  T (inear)
11: Initialize node in path j  inear
12: while node j has a parent k do
13: Get path Pjk from node j to k
14: Append path Pjk to P
15: Set the current node as the parent node: j  k

return new path P

3.3.6 Design of Simulations and Experiments

In the following sections, we present simulations and hardware experiments to validate

our proposed approach. For the simulations, we implement the agreeable virtual pilot

(3.27) to demonstrate the e�ectiveness of CBFs to achieve collision avoidance when

encountering local dynamic obstacles. In our hardware experiments, we implement

our haptic feedback with a human pilot, demonstrating the human’s ability to follow

a path under the force feedback. We also show a human-robot disagreement scenario

in which the human must navigate around obstacles that are unknown to the robot.7

The optimization problems in (3.23) and (3.25) are solved using Gurobi8 through

its Python bindings. We implement the non-holonomic RRT* described in Section

3.2.1 as a global planner to get the tree and an initial optimal path. For the imple-

mentation of CBF, we de�ne one barrier function hi(x) for each obstacle i as described

in (3.24). In the CBF constraint, we de�ne the class K function in (3.25) as a linear
7A video of our simulations and experiments can be found here: https://youtu.be/DxU5R6g0Sug
8https://www.gurobi.com/

https://youtu.be/DxU5R6g0Sug
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function: �(x) = qx, where q 2 R is a constant parameter.

3.3.7 CBF-RRT Feedback Validation

Here we present simulations with a virtual pilot, which acts as a proxy for the human

user. We assume that the pilot can su�ciently follow the path under the guidance of

the force feedback in Algorithm 4. We therefore implement the virtual pilot dynamics

(3.27). We initialize the virtual pilot’s steering command as uref = 0, and then adjust

the command according (3.27), allowing the robot to follow dynamics (3.27).

We conducted 50 trials of di�erent randomized environments with nine static

obstacles and one dynamic obstacle. We let the dynamics _xobs of the dynamic obstacle

be

_xobs = vdyn sin ( t); (3.28)

where vdyn 2 R2 is a prede�ned constant velocity and  2 R is a constant to adjust the

period of the obstacle’s motion. During each trial, we randomly generated the start

and the �nal positions on opposite sides of the environment while ensuring they have

no collisions with the obstacles. We also randomized the positions (initial position

for the dynamic obstacle) of all obstacles to be non-overlapping. At the start of each

trial, we generated a new tree from xf to x(t0) before beginning Algorithm 4, with

uref computed from the virtual pilot (3.27). We considered two cases in simulation as

follows.

RRT* with CLF only

As a baseline comparison, we consider the case without the CBF. Here, we use the

CLF to guide the user along the path generated by RRT* to get uclf as in (3.23), but

we do not compute ucbf. Thus, the force feedback is ultimately

F = kf(uclf � uref): (3.29)
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Figure 3�9: Robot reactions with a local dynamic obstacle. The blue
� denotes the start point and the red � denotes the �nal goal xf. The
orange circle represents the dynamic obstacle, and the gray circles rep-
resent static obstacles. The red ring around each obstacle denotes the
safe distance dsafe, and the blue lines are the generated RRT* tree T .
(a) shows the suggested path generated by RRT* and starting position
of the dynamic obstacle at t = 0s. (b) is the result at t = 16s when
CBF is not applied. (c) is the result at t = 20s when CBF is applied.
Note that (b) and (c) are the zoomed-in plots for the region highlighted
by the dashed red box in (a).
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Note that this formulation di�ers from our proposed feedback (3.26): here, we use

uclf to compute F , whereas in (3.26), we use ucbf. This case allows us to observe the

e�cacy of our algorithm without the extra collision avoidance invoked by the CBF.

Figure 3�9 shows the results of one of our virtual pilot simulations. As we can see

in Figure 3�9a, RRT* generates a collision-free path for the initial static environment.

As the robot follows the suggested path, a local dynamic obstacle (represented by the

orange dot in the �gure) oscillates near the path. Figure 3�9b shows that a collision

happens between the robot and the dynamic obstacle under the feedback (3.29), i.e.

when using only RRT* without CBF.

Of the 50 trials we conducted in this case study, we observed only 33 successful

trials, with the other 17 trials containing collisions where the robot was unable to

reach the goal. These results indicate that the feedback (3.29) cannot account for

all obstacles, and thus we require additional collision avoidance for obstacles not

accounted for by RRT*.

RRT* with CLF and CBF (Our Proposed Approach)

For these simulations, the virtual pilot computes ucbf to ensure collision avoidance

(Algorithm 4). Hence, we implement (3.27) with force feedback (3.26). Figure 3�9c

shows that, under the same initial conditions as that presented in Figure 3�9b, the

robot can successfully avoid the local dynamic obstacle. Additionally, of the 50

randomized simulations, we observed no collisions under our approach. These results

demonstrate the ability of our approach not only to guide the user to a common goal

using a CLF with RRT*, but also guarantee collision avoidance using a CBF.

One may notice that in both Figures 3�9b and 3�9c, the robot path deviates slightly

from the RRT* path, even with an agreeable pilot (3.27). This feature is a result of

the temporary goal used to compute uclf. In particular, the variable c, which de�nes

the lookahead point along the path (Algorithm 5), causes the temporary goal to be
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slightly in front of the robot and along the path. The force feedback will therefore

not attract the robot to travel directly along the path. In fact, for abrupt curves in

the RRT* path, the robot will appear to cut corners, since the robot will be attracted

to points after the curve.

3.3.8 Experimental Validation

We conducted hardware experiments with the author acting as the human pilot.

Algorithm 4 was implemented on a desktop computer (8-core, 32GB RAM, Ubuntu

20.04) using Robot Operating System (ROS). The experimental setup can be seen in

Figure 3�7. We conducted experiments with both known and unknown obstacles {

the robot only has knowledge of the cones, but cannot detect other obstacles. The

human uses a Geomagic Touch haptic device to steer an AglieX LIMO9 robot through

a remote environment.

The forward (back) position of the Touch’s stylus mapped to positive (negative)

linear velocity of the robot, and left (right) position of the stylus mapped to positive

(negative) angular velocity. These steering commands (uref) are sent to the robot

from the central computer via Wi-Fi, thus the human pilot has complete control over

the robot steering. Force feedback was sent to the user through the Geomagic Touch,

such that the feedback would force the stylus to a position that would steer the robot

onto the suggested path or away from obstacles. A real-world example of such force

feedback is assisted driving through a haptic steering wheel. When the human is

navigating the robot through a narrow passage, they can allow the haptic device to

take control and ensure collision-free navigation. The force F is converted to linear
9https://global.agilex.ai/products/limo
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(Fv) and angular (F!) force as follows for appropriate input to the haptic device:

Fv = kv
�
cos � sin �

�
F;

F! = k! arctan

 �
� sin � cos �

�
F

�
cos � sin �

�
F

!

;
(3.30)

where kv; k! 2 R are positive constants, and � is the robot heading angle with respect

to the global frame.

Note that the human operator does not have any information about the RRT*

tree (i.e. the user cannot see the tree or the suggested path), and thus relies on

the feedback for navigation assistance. The human has a �rst-person view of the

environment via a camera mounted to the robot, and its video feed was streamed

to the central computer (see Figure 3�7a). We implemented two case studies in our

human pilot experiments as follows.

Agreeable Human

This �rst case can be considered the ideal scenario, in which the robot can detect

all obstacles, and the human is able to follow the suggested path without any ob-

structions. We tested this case with two di�erent RRT* trees, and thus two di�erent

suggested paths. The author teleoperated the robot, without resisting the force feed-

back, through the environment three times for each of these paths. Results are shown

in Figure 3�10, with vectors indicating the direction and relative magnitude of the

force provided to the human. We observe that the human is able to follow the sug-

gested path to the goal, without collisions, and without switching to a new path.
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(a) Tree 1.

(b) Tree 2.

Figure 3�10: Human pilot hardware experiments with an agreeable
human, i.e. the human obeys the haptic command to follow the optimal
path generated by RRT*, represented by the dashed black line. Solid
lines represent the robot trajectory as navigated by the human. Vectors
signify the force F (3.26) applied to the human along the trajectory.
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Human-Robot Disagreement

We also demonstrated a scenario in which the human pilot disagrees with the planned

path and decides to navigate the robot in a di�erent direction. Such a disagreement

usually happens when there is a local observation by the human that the RRT*

planner does not account for, or the user has a strong preference for a di�erent path.

In such a case, the human should be able to override the force feedback, steer the

robot in a safe direction, and the robot should be able to suggest a di�erent path to

the goal. In our experiments, we demonstrate a scenario in which the human and

robot may disagree. Speci�cally, we present a case study in which some obstacles

are unknown to the robot. In Figure 3�7b, we show the experimental setup in which

unknown obstacles (stu�ed dogs) are placed in the environment, and we show our

results for this case in Figure 3�11. As seen in Figure 3�11, the �rst suggested path,

indicated by the dashed line, would require the user to collide with a dog. We see the

magnitude of the force increase as the human deviates the robot from the path. Once

the robot determines that the user has rejected the path (using Algorithm 5), the

robot suggests a new path (dotted line) to the goal using Algorithm 6, after which

the human and robot have little disagreement.

3.3.9 Section Conclusions

In this section, we presented an algorithm to enable collaborative navigation between

a human operator and a ground robot. In our co-navigation scheme, human pilot

uses a haptic device to steer the robot, and the robot provides collision avoidance and

path suggestions to the human via force feedback. We implemented a non-holonomic

RRT* path planner for navigation suggestions, with a CLF to help drive the human

toward and along the path. To correct any CLF inputs that would cause collisions

with obstacles, such as small or dynamic obstacles, we utilized a CBF to ensure
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Figure 3�11: Tree 3 with unknown obstacles. The human encoun-
ters obstacles unknown to the robot. First, the human must stop at
the point shown by a stop sign. Then the human has to avoid two
dogs blocking the initial suggested path (black dashed line). When the
human rejects the optimal path, our algorithm suggests another path
(black dotted line) from the RRT* tree to the goal.

collision-free navigation. Our simulations and hardware experiments demonstrated

an e�ective co-navigation algorithm, guaranteeing collision avoidance while ensuring

the robot reaches the goal.

3.4 Chapter Takeaways

In Sections 3.2 and 3.3, we presented two di�erent approaches to collaborative naviga-

tion. Both of these works provide collision avoidance feedback away from obstacles,

along with feedback along a suggested path generated by a non-holonomic RRT*

algorithm.

In our �rst work (Co�ey and Pierson, 2022), detailed in Section 3.2, we described

an approach with minimal robot autonomy and minimal feedback. Because a sug-

gested RRT* path is continually regenerated to the predicted user goal, this approach
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is useful for exploration of unknown environments. This approach is also useful in sit-

uations which require lighter computation, as forces are generated based on distances

to the path and obstacles without the use of optimization problems.

Our second co-navigation algorithm is described in Section 3.3 and utilizes a CLF-

CBF approach for safe co-navigation. This approach resulted in smoother force feed-

back compared to our �rst approach, but the feedback is always active, as shown

in Figure 3�10. This approach assumes the goal position and (the majority of) the

environment is known a priori to generate the initial RRT* path. Such an approach

would therefore be useful in known environments such as warehouses. On the other

hand, this approach becomes computationally intensive with increased number of

obstacles, as well as non-spherical obstacles.



63

Chapter 4

Persistent Multi-Resource Coverage with
Heterogeneous Teams

In this chapter, we propose persistent and adaptive coverage control for deploying a

multi-robot team to serve dynamic, heterogeneous demand. This chapter combines

the content of two conference publications and one journal manuscript under review.

Speci�cally, we published our coverage control policy for multi-resource allocation in

the proceedings of the International Conference on Robotics and Automation (ICRA)

(Co�ey and Pierson, 2023b). We enabled coverage of dynamic demand in our paper

published in the International Conference on Intelligent Robots and Systems (IROS)

(Co�ey and Pierson, 2023a). In our recent submission to Autonomous Robots (Co�ey

and Pierson, 2025), we investigate four di�erent resource replenishing algorithms,

which vary in communication requirements, resource forecasting, and consciousness

of resource levels and types. This work is currently under review.

The remainder of this chapter is organized as follows: Section 4.2 formulates our

problem and provides a brief background on Voronoi-based coverage control. Section

4.3 details our control policy �rst proposed in our prior work (Co�ey and Pierson,

2023b). In Section 4.4, we present the resource and demand dynamics, which we

�rst introduced in (Co�ey and Pierson, 2023a). In Section 4.5, we introduce our

updated algorithm for robots to alternate between covering demand and replenishing

resources, as well as the four decision-making algorithms for resource replenishing.

We present simulations and experimental results in Section 4.6. Finally, we discuss
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our �ndings in Section 4.7 and state conclusions in Section 4.8.

4.1 Related Work

Our multi-resource coverage problem is closely related to problems in spatial resource

allocation and solving supply-and-demand dynamics. In this section, we provide a

background on the state-of-the-art approaches for resource allocation, heterogeneous

multi-task coverage, and replenishing and recharging in multi-robot teams.

4.1.1 Resource Allocation

Many approaches for task allocation and coordination in multi-robot systems involve

optimization-based techniques (Seenu et al., 2020; Skaltsis et al., 2021; Gerkey and

Matari�c, 2004). For example (Choudhury et al., 2022) allocates tasks under uncer-

tainty and temporal constraints. The authors of (Li et al., 2020b) dynamically allocate

tasks based on performance when robot capabilities are unknown. In (Sha�er et al.,

2018), robots serve as resources themselves, and are deployed to various regions using

a receding horizon framework. The authors of (Diao et al., 2020; Gri�th et al., 2017)

use Markov Decision Processes (MDPs) to assign resources in dynamic environments.

Other works propose game theoretic approaches to task allocation under limited re-

sources (Park et al., 2021) and uncertainty (Otte et al., 2020). These task allocation

approaches, while e�ective for dynamic environments, do not consider heterogeneity

in the team.

In addition to dynamic task allocation, scheduling approaches such as persistent

monitoring, routing, and exploration can also be used for supply-and-demand ap-

plications while accounting for heterogeneity within the team. In (Sakamoto et al.,

2020), the authors consider scheduling a team serving heterogeneous tasks. The works

(Lang et al., 2016; Flushing et al., 2016; Gudmundsson et al., 2023) focus on decen-

tralized approaches for scheduling tasks, while (Homberger and Fink, 2017) focuses
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on scheduling agents with limited resources. While these works account for team

heterogeneity, their approaches must be solved prior to deployment, and thus cannot

account for dynamic changes in the environment.

4.1.2 Heterogeneous Multi-Task Coverage Control

Coverage control can consider both heterogeneity and adaptability during deploy-

ment, while allowing for continuous, distributed implementations. The authors of

(Santos et al., 2018; Santos and Egerstedt, 2018; Sadeghi and Smith, 2019) deployed

robots to various demand locations using coverage control based on the sensors avail-

able to the robots. This is equivalent to deploying robots with di�erent resource

types, but neglects resource capacities. Several works invoke weighted Voronoi dia-

grams (Pierson et al., 2017; Kwok and Martinez, 2007; Pimenta et al., 2008; Pavone

et al., 2009; Marier et al., 2013; Mahboubi et al., 2014; Arslan and Koditschek, 2016;

Pierson et al., 2020; Kim et al., 2022) to scale the size of each robot cell based on

their relative performance (e.g. sensing quality, sensing radius, and maximum robot

speed). One can think of these approaches as scaling the size of the robot cell based

on the resource capacities. These weighted Voronoi approaches, however, neglect re-

source types. We bridge these gaps in our works (Co�ey and Pierson, 2023b; Co�ey

and Pierson, 2023a) by considering team heterogeneity (resource capacities and re-

source types), a dynamic environment, and dynamic demand. However, these prior

works neglect supply constraints and assume unlimited resources.

4.1.3 Persistence via Replenishing and Recharging

One of the main contributions of this chapter is enabling persistence such that, as

robot resources deplete while serving demand, robots replenish their resources at

depots. Many approaches solve this problem via scheduling. For example, (Gao and

Bhattacharya, 2019) assigns robots to stations based on travel time and queue time,
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and (Gao et al., 2021) allows coordination via voting-based group negotiation that

maximizes social welfare. The authors of (Gl�eau et al., 2020) consider resource sharing

among sel�sh agents with limited communication. Other works focus on charging

scheduling for wireless rechargeable sensor networks (WRSNs), including those that

maximize coverage of targets (Xue et al., 2024) and prioritize energy urgency (Lei

et al., 2023). Recent studies have also explored scheduling WRSNs for recharging at

mobile chargers (Srinivas et al., 2021; Prakash et al., 2022). Similarly, (Asghar et al.,

2023; Asghar et al., 2022) focuses on scheduling unmanned aerial vehicles (UAVs) to

recharge at unmanned ground vehicles (UGVs) in a persistent monitoring problem.

Like much of the existing resource allocation literature (Seenu et al., 2020; Skaltsis

et al., 2021; Gerkey and Matari�c, 2004), the studies on recharging scheduling are often

NP-hard, require problems to be solved prior to deployment, and may not consider

team heterogeneity. In this work, robots are serving a dynamic environment. We

therefore seek a decision-making algorithm that allows robots to quickly decide among

themselves which agents should replenish and when, with the aim of minimizing the

maximum demand.

We take inspiration from brownouts, which is a strategy used in networked systems,

including power grids and cloud computing systems. The idea of a brownout is to

temporarily shut down part of a system, e.g. the power in a selected neighborhood

or a service in a cloud system, in order to keep the entire system a
oat. Similarly,

we seek to temporarily remove robots from service while other robots continue to

serve demand. In (Egert et al., 2017; Agarwal, 2023), authors attempt to fairly

distribute energy among neighborhoods by focusing on supply time and how much

energy customers are consuming. In cloud computing systems, solutions focus more

on performance than fairness. The authors of (Xu and Buyya, 2017) use �nite horizon

MDP to minimize the energy consumption and revenue loss in cloud-based application
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components and microservices. Other approaches optimize and attempt to guarantee

service availability as outlined in the survey (Xu and Buyya, 2019).

In this work, we propose �ve di�erent replenishing algorithms that temporarily

remove robots from their coverage task to replenish their resources at a depot. The

goal of these algorithms is to minimize the maximum demand (i.e. minimize the

spikes in demand) as robots serve and replenish resources. We compare these algo-

rithms under both homogeneous and heterogeneous conditions, and under stress, to

determine under which conditions our algorithms succeed or fail.

4.2 Problem Formulation

This section formulates our multi-resource coverage problem, introduces notation, and

provides the technical background necessary for this work. Within our environment,

there is demand for k = f1; :::; nkg types of resources. We consider a team of N

robots, i = f1; � � � ; Ng, each equipped with a supply of some or all of these resources.

Robots serve demand in a convex environment Q � R2, with points in Q denoted

q. We denote robot positions p = fp1; � � � ; pNg, and the resources that each robot i

carries as sk
i . We assume the demand of resources can be represented as j = f1; :::;Mg

distinct distributions within the environment. Each distinct demand distribution

may require multiple resource types. The number of resources of type k required by

distribution j is denoted dk
j . In this work, we represent these demand distributions as

Gaussian distributions (see Figure 4�1), centered at locations �j 2 Q. We formalize

this problem as multi-resource coverage in Problem 4.1.

Problem 4.1 (Multi-Resource Coverage). Consider a team of N robots that is het-
erogeneous, in that robots have di�erent types of resources and di�erent quantities
of those resources. Multi-resource coverage is the problem of deploying the team to
cover various areas of demand given the robot supply constraints and the demand for
resources.
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Figure 4�1: Five robots serving two demand locations with two re-
source types. Demand locations �j are indicated by the blue and red
circles. Next to each robot are the resource levels of each type of re-
source. The solid blue and red lines indicate the Voronoi boundaries
for the blue and red demand locations, respectively (note some Voronoi
boundaries overlap if robots belong to the same partition). Contour
lines indicate the total density, and the green circle in the center is the
depot location, where robots replenish resources.

4.3 A Coverage Control Approach to Multi-Resource Allo-
cation

To account for a heterogeneous team and a dynamic demand, we propose a Voronoi-

based coverage control approach. We build upon related work on various resource

types (Santos and Egerstedt, 2018; Sadeghi and Smith, 2019) and a rapidly changing

density function (Santos et al., 2019; Notomista and Egerstedt, 2019). In this section,

we summarize our distributed, continuous control policy for deploying a heterogeneous

robot team, with robots carrying multiple types and quantities of resources, to supply

resources to multiple evolving demand locations. We build upon this control policy

in Section 4.4 to consider demand dynamics and show our robots maintain a dynamic

demand.
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4.3.1 Heterogeneous Voronoi Partitions

Similar to (Santos and Egerstedt, 2018; Sadeghi and Smith, 2019), we partition the

environment Q based on the demand and the available resources. Speci�cally, we

create one Voronoi partition for each demand j, such that we have M Voronoi par-

titions. We assign a robot i to a partition Pj if a robot carries resources required

by j. In other words, all robots who can possibly serve resources to j are assigned

to partition Pj. Unlike prior work, this partitioning lets us distinguish between the

various resource types k. For example, a robot i with resources sk
i = f0; 10g would

not be assigned to a demand j given dk
j = f10; 0g, because robot i would not be able

to supply resources to demand j (see Figure 4�1 for an example). Formally, we de�ne

the Voronoi partition associated with demand location j by

Pj = fi j 9k : dk
j > 0 ^ sk

i > 0g: (4.1)

Robot i then computes its Voronoi partition V j
i by

V j
i = fq 2 Q j kq � pik � kq � plk; 8l 2 Pj; 8l 6= ig: (4.2)

The corresponding mass and centroid are given by (2.14). Note robot i can belong

to up to M Voronoi partitions.

4.3.2 Representing Robot Performance

To e�ectively deploy robots to demand j, we rely on a time-varying density function

representing the relative demand over the space. While the density function tradi-

tionally represents areas of importance (Cortes et al., 2004), our density is indicative

of the relative demand for resources at any point q. Therefore, as robots move toward

demand, the density should decrease. We can design the density such that, as robots

move toward demand locations �j based on their available resources and the demand
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for those resources, the robots decrease the density, ultimately minimizing the overall

locational cost. Furthermore, as robots supply resources to demand, the density will

decrease to re
ect the decrease in the need for resources.

We de�ne one density function �j for each demand j. The density represents the

spatial demand for resources relative to the supply in partition Pj. We therefore

wish to design a density �j as a function of the robot positions p, robot supplies

s, and demand information d, such that the robots drive to the demand based on

their available resources and the demand for those resources. We de�ne the density

function to be

�j(q; p(t); d(t); s(t)) =
Dj

Sj
; (4.3)

where Dj is the spatial representation of the demand j, and Sj is the spatial repre-

sentation of the supply in partition Pj.

Let Sj be the set of resource types k required by demand j, such that Sj = fkjdk
j 6=

0g. We represent each demand j as a Gaussian distribution, with peak location �j,

proportional to the number of resources it requires:

Dj =
X

k2Sj

dk
j exp

�
�

1
�

(q � �j)T��1(q � �j)
�
; (4.4)

where � is a positive constant, and � is a constant covariance matrix, each scaled

to the size of the environment. This distribution indicates the estimated amount of

demand required at any point q. Similarly, we represent each robot in the partition

Pj as a Gaussian distribution, proportional to the number of resources it carries, then

sum over all robots in Pj:

Sj =
X

l2Pj

X

k2Sj

sk
l exp

�
�

1
�

(q � pl)T��1(q � pl)
�
: (4.5)

This distribution is a representation of the resources available to demand j, and where
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those resources are in the space.

Overall, the density (4.3) spatially represents the demand relative to the robot

supplies and positions. Note our density is not solely the demand distribution Dj,

because Dj alone does not indicate to the robots whether demand is covered by

teammates. By representing the density as a ratio of the demand to the supply, robots

can track the need for resources. Our density represents the number of resources

required by demand j relative to the number of resources that are near �j. We use

this density function in the next section to construct our control policy for minimizing

the overall locational cost of the system.

4.3.3 Serving Multi-Resource Demand

We now present our approach for a coverage control policy to deploy robots to a dy-

namic, multi-resource demand, with the goal of minimizing the individual locational

costs of each robot, thereby minimizing the overall cost of the multi-robot system.

Note robots are responsible for covering up to M Voronoi partitions, which may vary

in demand for resources. We therefore propose a weighted locational cost function

J(p; t), which is a sum of each of the individual robot locational costs:

J(p; t) =
NX

i=1

Ji(p; t) =
NX

i=1

MX

j=1

1
2
mj

ikpi � cj
ik

2; (4.6)

where mj
i and cj

i are the mass and centroid, respectively, of robot i’s cell in partition

j, as de�ned in (2.14). Here, robot i’s locational cost Ji(p; t) is weighted by the mass

mj
i . Recall mj

i is proportional to the density function �j. We designed the density

such that the mass will decrease as robots move toward the higher demand. A greater

mass of robot i’s cell will increase its cost, but robot i can minimize its locational cost

by moving toward the centroid j associated with the higher mass. Thus, as robots

move toward one of their centroids, their locational cost will decrease.
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We now proceed to introduce our control policy for minimizing the locational

cost (4.6). As discussed in Section 2.3.4, we cannot apply Lloyd’s algorithm (Lloyd,

1982) as our control policy due to our rapidly changing density function. We can

instead implement a CBF controller to minimize locational cost (Santos et al., 2019;

Notomista and Egerstedt, 2019). With robots following the single integrator dynamics

_pi = ui; (4.7)

and with our locational cost function (4.6), we derive our control policy from (2.16)

to be

min
ui

kuik2

s.t.
X

j2D

(�mj
i (pi � cj

i )
T(I �

@cj
i

@pi
)ui �

1
2
kpi � cj

ik
2@m

j
i

@pi
ui)

�
X

j2D

(��(�J j
i (p; t))�mj

i (pi � cj
i )

T@c
j
i

@t
+

1
2
@mj

i

@t
kpi � cj

ik
2);

(4.8)

where I is the identity matrix, and � is an extended class K function such that

� : p 2 R 7! �(p) 2 R is superadditive for p < 0, i.e. �(p1 + p2) = �(p1) + �(p2).

The superadditive requirement of � ensures that minimizing the cost of one robot

will minimize the cost of the entire team. Robots solve (4.8) at each point in time to

determine their control input and ultimately output their dynamics (4.7).

We now show that our robots minimize our proposed locational cost (4.6) under

the control policy (4.8), even under a dynamic demand (Lemma 4.1), and that the

robot trajectories are bounded (Proposition 4.1).

Lemma 4.1. Consider a team of N robots obeying single integrator dynamics (4.7),
with each robot computing ui by (4.8). Let (4.6) be the locational cost J . Then, the
robots minimize the cost J in a decentralized fashion.

Proof. We begin our proof by �rst showing our cost function (4.6) satis�es decen-
tralized conditions outlined in (Cortes and Egerstedt, 2017). We can then conclude
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from (Notomista and Egerstedt, 2019) our robots minimize the locational cost J , even
under a dynamic demand.

To show the cost function (4.6) satis�es conditions (Cortes and Egerstedt, 2017),
we �rst note the locational cost can be expressed as a sum over individual agents by

J(p; t) =
NX

i=1

MX

j=1

X

l2N j
i

J j
il(kpi � plk; t); (4.9)

where N j
i is the set of all neighbors of robot i in partition Pj, and J j

il is the pairwise
cost between neighbors i and l in partition j. Since our robot network is de�ned by
Voronoi partitions, N j

i is the set of robots that share a Voronoi boundary with robot
i in partition Pj. To satisfy decentralized conditions in (Cortes and Egerstedt, 2017),
we require J j

il : R+�R+ ! R+, J j
il(kpi� plk; t) = J j

li(kpl � pik; t) symmetric, J j
il � 0,

8p 2 Rn, 8t 2 R+, such that J(p; t) � 0 8p 2 Rn, 8t 2 R+. Given the team network
topology induced by the Voronoi partitions, our cost (4.6) can be written in the form
(4.9). Since mj

i � 0 8p 2 Rn, 8t 2 R+, 8i; j, then given our cost (4.6), J(p; t) � 0
8p 2 Rn, 8t 2 R+. Thus, our cost function (4.6) satis�es the conditions outlined
in (Cortes and Egerstedt, 2017), solidifying the use of J in a decentralized control
policy.

Since our cost satis�es (Cortes and Egerstedt, 2017), we can now show, by (No-
tomista and Egerstedt, 2019), the robot team minimizes J in a decentralized fashion
if each robot executes the control input (2.16). Taking the partial derivatives of (4.6)
with respect to pi and t, respectively, and letting _pi = ui (4.7), we obtain

@J j
i

@pi
=

NX

i=1

MX

j=1

 

�mj
i (pi � cj

i )
T@c

j
i

@pi
+

1
2
@mj

i

@pi
kpi � cj

ik
2

!

;

@J j
i

@t
=

MX

i=1

MX

j=1

 
1
2
@mj

i

@t
kpi � cj

ik
2 +mj

i (pi � cj
i )

T(ui �
@cj

i

@t
)

!

:

(4.10)

For the partial derivatives of cj
i and mj

i , see Appendix B. Plugging (4.10) into (2.16),
we obtain (4.8). Note J j

i is not a direct function of dk
j , sk

i , or �j. Therefore, the de-
mand dynamics (i.e. moving demand _�j, resource dynamics _dk

j ) and supply dynamics
(i.e. resource depletion _sk

i ) do not directly a�ect the cost dynamics and thus do not
a�ect the control policy. Therefore, by (Notomista and Egerstedt, 2019), our control
policy (4.8) minimizes the locational cost (4.6), even under a dynamic demand, which
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completes the proof.

Lemma 4.1 showed our robots minimize the weighted locational cost J under our

control policy. In Proposition 4.1, we show the robot trajectories are bounded under

the same control policy (4.8), even under a dynamic demand.

Proposition 4.1. Let robot i with position pi belong to at least one partition Pj and
obey the control law (4.7), with ui computed by (4.8). Let pi = pc;i be the position
at which robot i is located at a critical point of its individual locational cost Ji(pi; t).
Then, the distance between pi and pc;i, kpi � pc;ik, is uniformly bounded.

Proof. First note when the robot is at a critical point pc;i of the locational cost
Ji(pi), then pi = pc;i, and thus pi � pc;i = 0. We will show kpi � pc;ik is uniformly
bounded about pi � pc;i = 0, invoking (Khalil, 2002, Theorem 4.18) to prove uniform
boundedness. Since Ji(pi; t) is continuously di�erentiable, strictly increasing, and
strictly positive, there exist class K functions �i;1(pi) and �i;2(pi) such that

�i;1(kpi � pc;ik) � Ji(pi; t) � �i;2(kpi � pc;ik): (4.11)

The time derivative of the cost is

_Ji(pi; t) =
MX

j=1

_J j
i (pi; t) =

MX

j=1

@J j
i

@pi
_pi +

@J j
i

@t
: (4.12)

Plugging (4.7) and (4.10) into (4.12), we obtain

_Ji(pi; t) =
X

j2D

[mj
i (pi � cj

i )
T(I �

@cj
i

@pi
)ui +

1
2
kpi � cj

ik
2@m

j
i

@pi
ui

�mj
i (pi � cj

i )
T@c

j
i

@t
+

1
2
@mj

i

@t
kpi � cj

ik
2]:

(4.13)

Note, as in Lemma 4.1, the demand dynamics and supply dynamics do not directly
a�ect the cost dynamics, and thus will not a�ect boundedness of kpi � pc;ik. Sum-
ming over the demand in our control policy (4.8), plugging in (4.13), and given � is
superadditive, we obtain the inequality

_Ji(pi; t) � �(�Ji(pi; t)): (4.14)
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Let �� = ��(�r), then �� is also an extended class K function. Thus, �(�Ji(pi; t)) =
���(Ji(pi; t)), and (4.14) becomes

_Ji(pi; t) � ���(Ji(pi; t)) 8kpi � pc;ik � %i > 0; (4.15)

where %i is some scalar. We now follow from (Khalil, 2002, Theorem 4.18) to complete
the proof. Let ri 2 R+ such that there exists a ball of radius ri, Bri � Q, and suppose
%i < ��1

i;2 (�i;1(ri)). Then by (Khalil, 2002, Theorem 4.18), kpi � pi;ck is uniformly
bounded for all initial states pi(t0) satisfying kpi(t0) � pc;ik � ��1

i;2 (�i;1(ri)), which
proves the proposition.

Corollary 4.1. When each robot minimizes its locational cost Ji(pi; t), the total lo-
cational cost J(p; t) is minimized.

Proof. The total cost J(p; t) is given by (4.6), which is a sum of the individual loca-
tional costs Ji(pi; t). Therefore, when each Ji is minimized, then J is minimized.

Remark 4.1. Lemma 4.1 shows the robots minimize their respective costs Ji(pi; t).
When robot i belongs to more than one partition Pj, the cost Ji has multiple critical
points, and thus, by Proposition 4.1, the robot will converge to either a local minimum
or a saddle point within the robot cell(s).

Remark 4.2. In simulation, we notice each robot converges to an oscillation about
one of its centroids. Such oscillating behavior is a feature of the control policy (4.8),
whose constraint serves to drive the CBF �J(p; t) ! 0. However, since Ji cannot
be 0 when a robot belongs to more than one partition Pj, then �Ji cannot be 0, and
thus ui cannot be 0, resulting in an oscillating behavior about critical points. We note
that under the noise and large environment of experiments, however, we observe no
oscillation.1

Proposition 4.1 shows our robots drive toward and maintain a bounded distance

from critical points of the locational cost under our control policy (4.8). Further, by

Remark 4.1, these points cannot be local maxima.

In this section, we introduced a control policy for multi-resource coverage that

accounts for moving demand _�j, allowing robots to follow the demand locations �j(t).
1These results can be seen in this video:

https://youtu.be/Ui7B1xYhENE?si=wnS5I8S2Z9R4lldw.

https://youtu.be/Ui7B1xYhENE?si=wnS5I8S2Z9R4lldw
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In the next section, we introduce the notion of demand dynamics, which considers

robots serving resources to demand, and demand increasing over time.

4.4 Demand Dynamics

We consider three types of dynamics that change demand: i) the location of demand

evolves (i.e. �j = �j(t)), ii) demand is injected or increases, and iii) demand depletes.

In this section, we de�ne the resource dynamics, including depletion of demand as

robots supply resources, and demand injection. We then demonstrate the demand is

input-to-state stable (ISS) under our policy. In other words, we show our robots can

service a bounded demand.

4.4.1 De�ning a Dynamic Demand

We �rst de�ne the resource dynamics. We de�ne the demand dynamics _dk
j as the

time rate of change of resources of type k required at �j:

_dk
j = �k

j (t)�
X

i2Pj

_sk
ij(d

k
j ; �j); (4.16)

where �(t) is the rate at which demand for resource k is injected into demand j at

time t, and _sk
ij is the rate at which robot i supplies resources of type k to demand j.

One can think of the injected demand �k
j as the increase in demand for resources of

type k. Note the injected demand �k
j is an instantaneous rate of injection, and the

robots do not predict the injected demand. Rather, robots must respond to the total

demand at each time t. The term _sk
ij is a function of the demand, and represents the

transfer of resources of type k from robot i to demand j, which is re
ected in the

robot supply dynamics dynamics:

_sk
i = �

X

jji2Pj

_sk
ij(d

k
j ; �j): (4.17)
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The robot supply dynamics (4.17) are de�ned as the rate at which robot i supplies

resources of type k to any demand, and we use _sk
ij to distinguish between the demands

being served. Intuitively, robot i may be responsible for serving multiple demands { if

robot i belongs to multiple partitions Pj, robot i will have multiple Voronoi cells V j
i

to cover. This may be desirable when two demand peaks �j are close to one another.

However, we can design _sk
ij such that robot i supplies resources to �j only if it is close

to �j. We propose such a formulation in the following section.

4.4.2 Meeting Dynamic Demand

Note _sk
ij is a function of the demand that we de�ne, and it signi�es the rate at

which robots transfer resources of type k to a demand j. The goal of our proposed

formulation is, as robot i nears one of its centroids cj
i , then robot i serves resources

to the corresponding demand j faster. We therefore propose the formulation

_sk
ij =

mk
ij

�kpi � cj
ik2 + �

; (4.18)

where � is a positive, tuneable constant, � is a small positive constant to ensure

the denominator cannot be zero, and mk
ij is the mass corresponding to a particular

resource type k within the cell V j
i :

mk
ij =

Z

V j
i

dk
j exp

�
� 1

� (q � �j)T��1(q � �j)
�

P
l2Pj sk

l exp
�
� 1

� (q � pl)T��1(q � pl)
�dq; (4.19)

where the parameters � and � are the same as those that make up the density function

(see (4.4) and (4.5)). Under this formulation, as a robot i gets closer to a demand

peak �j, the mass mk
ij will increase, which ultimately increases the rate of resource

depletion, but only if robot i is close to the corresponding centroid cj
i , and thus closer

to �j. We design (4.18) such that the user can adjust the coe�cient �: a large �

ensures the demand depletes only when the robot reaches, or gets close to, demand
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j, while a small � allows resources to deplete as they travel to the �j. One can also

de�ne a time-varying �.

Note according to the proposed formulation for the supply rate (4.18), _sk
ij becomes

exponentially large as robot i approaches any of its centroids, implying that it can

supply resources at an unrealistically high rate. Therefore, in practice, and in our

simulations and experiments, we place a cap on _sk
ij such that

_sk
ij = min

�
_sk
ij; _sk

i;max
	
; (4.20)

where _sk
i;max is the maximum supply rate, i.e. the maximum rate at which robot i can

supply resources of type k.

We now show that under dynamics (4.16) and our proposed formulation (4.18),

the demand dk
j is input-to-state stable (ISS). Thus, as long as the demand injected

into the system �k
j is bounded, then the robots keep the demand at a steady state.

Before we can prove the robots maintain demand, we must �rst make the assumption

that the demand peaks �j cannot move faster than the maximum robot velocity vi;max,

formalized in Assumption 4.1.

Assumption 4.1. No demand location �j can move faster than any robot i, i.e.
vi;max > _�j, 8i 2 f1; � � � ; Ng, 8j 2 f1; � � � ;Mg, 8t.

Given, Assumption 4.1, we now show in Theorem 4.1 the demand dk
j is input-

to-state stable. Our analysis focuses on the stability of demand under injection �k
j ,

which serves as demand input over time. Formally, we will show with bounded input

�k
j (t), there exists a class KL function � and class K function 
 such that

dk
j (t) � �(dk

j (t0); t� t0) + 

�

sup
t0���t

j�k
j (�)j

�
; (4.21)

for t � t0, implying dk
j is bounded by 
 for bounded �k

j .
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Theorem 4.1. Consider a multi-resource coverage team of N robots with supply
dynamics (4.17) serving M demand locations with demand dynamics (4.16). Let _sk

ij

be given by (4.18). Then, the origin dk
j is input-to-state stable, with


(r) =
r

�
P

i2Pj
Mk

ij

�kpi�cj
i k2+�

; (4.22)

where 0 < � < 1 and

Mk
ij =

Z

V j
i

exp
�
� 1

� (q � �j)T��1(q � �j)
�

P
l2Pj sk

l exp
�
� 1

� (q � pl)T��1(q � pl)
�dq: (4.23)

Proof. First note when �k
j = 0, the demand dynamics (4.16) has a globally asymptot-

ically stable equilibrium point about the origin dk
j = 0. Let us de�ne the Lyapunov

function candidate V (dk
j ) = 1

2(dk
j )2, then the time derivative of V along the trajecto-

ries of the system is

_V (dk
j ) =dk

j �
k
j (t)� dk

j

X

i2Pj

_sk
ij

=dk
j �

k
j (t)� dk

j

X

i2Pj

mk
ij

�kpi � cj
ik2 + �

:
(4.24)

where mk
ij is given by (4.19). Extracting dk

j from mk
ij, (4.24) becomes

_V (dk
j ) = dk

j �
k
j (t)� (dk

j )2
X

i2Pj

Mk
ij

�kpi � cj
ik2 + �

: (4.25)

We now determine the conditions under which _V � 0. We introduce a scalar � 2 (0; 1),
and split the second term of (4.25) into two terms as follows:

_V (dk
j ) = dk

j �
k
j (t)� (1� �)(dk

j )2
X

i2Pj

Mk
ij

�kpi � cj
ik2 + �

� �(dk
j )2
X

i2Pj

Mk
ij

�kpi � cj
ik2 + �

:

We can determine the bounds for dk
j such that _V � 0 by ensuring the �rst two terms
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in (4.26) are � 0:

_V (dk
j ) � �(1� �)(dk

j )2
X

i2Pj

Mk
ij

�kpi � cj
ik2 + �

; 8dk
j � �(�k

j ); (4.26)

where

�(�k
j ) =

�k
j (t)

�
P

i2Pj
Mk

ij

�kpi�cj
i k2+�

: (4.27)

Since dk
j � 0 8t � t0, then �0(�k

j ) > 0 8t � t0, and thus �(�k
j ) is a class K function.

Therefore, by (Khalil, 2002, Theorem 4.19), the demand dk
j with system dynamics

(4.16) is input-to-state stable, with 
 given by (4.22), completing the proof.

Theorem 4.1 shows the demand dk
j is bounded by (4.22) when the injected demand

�k
j is bounded, thus keeping the demand at a steady state. Further, in Corollary 4.2,

we de�ne the limits of �k
j that maintains input-to-state stability.

Corollary 4.2. Under the same assumptions as Theorem 4.1, the origin dk
j = 0 is

input-to-state stable when

�k
j (t) � �

X

i2Pj

mk
ij

�kpi � cj
ik2 + �

: (4.28)

Proof. The proof follows from the inequality dk
j � �(�k

j ) in (4.26). Multiplying both
sides of the inequality by the denominator in � (4.27), we obtain

�k
j (t) � dk

j �
X

i2Pj

Mk
ij

�kpi � cj
ik2 + �

: (4.29)

Given dk
j
P

i2PjMk
ij � mk

ij, then (4.29) simpli�es to (4.28), which proves the corollary.

The inequality (4.28) de�nes the bounds of the injected demand such that the

robots keep the demand at a steady state. In other words, when the injected demand

is bounded by (4.28), the demand is bounded by (4.22).

In this section, we considered robots having enough resources to serve demand,
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but in reality, robots will have supply constraints. Therefore, in the next section, we

introduce our resource replenishing algorithms to not only enable persistent coverage

under supply constraints, but also minimize demand over time.

4.5 Persistent Coverage Under Supply Constraints

The previous sections assume robots have unlimited resources, or enough resources to

serve demand until the end of the mission. However, when deploying robots to serve

demand inde�nitely, e.g. the system continually receives new requests for resources,

then we cannot assume unlimited resources given each robot has a maximum pay-

load. Therefore, we propose in this section a method for enabling team persistence

to perpetually serving demand.

To ensure persistent resource coverage, the team must balance task completion

and resource replenishing. Each robot should be able to replenish its resources while

minimizing the rise in demand. We therefore require a decision-making algorithm

(replenishing algorithm) for the team to decide which robot should replenish its re-

sources and when, such that the team ensures continual service. In this work, we

explore four such replenishing algorithms under various assumptions of communica-

tion and forecasting among the robots, namely

1. Round Robin, a popular solution in brownouts in networked systems;

2. Supply Auction, which acts as a more informed version of the Round Robin;

3. Runway approach, which requires no communication among the robots; and

4. Need-Based Auction, a distributed algorithm which aims to reduce demand

blackout probability, i.e. the probability of any demand being unmet at any

time.
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Table 4.1: Replenishing Algorithms

Algorithm Communication Forecasting Resource
Conscious

Capability
Conscious

Round Robin centralized 7 7 7
Supply Auction centralized 7 3 7
Runway Approach none 3 3 7
Need-Based Auction with neighbors 3 3 3

Table 4.1 provides a summary of each algorithm’s key features, speci�cally the com-

munication requirements, use of forecasting, knowledge of resource levels (resource

consciousness), and knowledge of capabilities (capability consciousness). Before com-

paring these replenishing algorithms, we �rst introduce our overall control algorithm,

which executes regardless of the replenishing algorithm. We then provide details of

the four decision-making algorithms for resource replenishing.

4.5.1 Algorithm Overview

We allow robots to switch between coverage mode and replenishing mode. In coverage

mode, a robot follows our control policy outlined in Section 4.3. In replenishing mode,

the robot travels at maximum speed to the resource depot, where we allow robots

to replenish resources simultaneously2. Once at the depot, the robot replenishes its

resources for tr seconds, after which the robot is assumed to have fully replenished all

its resources to maximum capacity, and then immediately switches back to coverage

mode.

The overall control algorithm is detailed in Algorithm 7. Let R be the set of

robots in coverage mode, and X be the set of robots in replenishing mode. We begin

each iteration by updating R using the selected replenishing algorithm, and updating

X based on the resource levels of those robots (lines 3-11). Assuming each robot can
2We considered treating the resource depot as another demand location �j , and assigning robots

in replenishing mode to be solely in the depot’s partition. Although this achieves collision avoidance,
we believe such an approach would overcomplicate the problem and may not allow robots to fully
reach the depot, as robots do not always come close to �j .
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subscribe to the demand dynamics and other robot resource dynamics, each robot

then computes the updated demand locations, demand levels, and supply levels.

All robots in coverage mode R compute their control input (lines 15-22) described

in Section 4.3. Note our control policy neglects the boundary of the environment Q,

and thus it is possible for the control input computed by (4.8) to cause the robot

position to be outside the environment Q. Therefore, we use lines 21-22 to predict

the robot position and, if the robot will leave the boundary, set the corresponding x-

or y-input to 0.

If the robot i is in replenishing mode, i.e. i 2 X , then robot i does not belong to

any Voronoi partition j (i.e. i =2 Pj 8j) because it is not covering demand. In this

case, we compute a control input that will drive the robot at maximum velocity, vi;max,

toward the replenishing station r 2 Q (lines 23-28). We consider one replenishing

station in this work, although it is possible to have multiple replenishing stations, and

allow robots to travel to the nearest one. Therefore, in practice, we need to ensure

local collision avoidance { we use CBFs in our hardware experiments to accomplish

this.

4.5.2 Replenishing Algorithms

We now present four algorithms for resource replenishing, which the team uses to

decide which robots switch to replenishing mode and when. We de�ne some key

requirements and goals for such a decision-making process:

� Minimizes Maximum Demand. We must assume that demand can increase

at any time. We therefore want robots cover demand as much as possible.

For example, suppose each robot has the same maximum capacity, and all

robots deplete at roughly the same rate. Then, the robots will run out of

resources at approximately the same time, leaving demand to increase. We



84

Algorithm 7 Persistent Multi-Resource Allocation
1: Initialize t = t0, pi(t0), sk

i (t0), dk
j (t0), �j(t0), �k

j (t0), 8i; j; k
2: while true do
3: for each robot i in team do
4: if i 2 R then . If robot is in replenishing mode
5: irep  selected replenishing algorithm
6: add irep to X . Switch to replenishing mode
7: remove irep from R
8: else . If robot is in coverage mode
9: if sk

i = sk
i;max then . If robot replenished

10: add i to R . Switch to coverage mode
11: remove i from X
12: �j(t+ �t) �j(t) + _�j(t)�t . Demand locations
13: dk

j (t+ �t) dk
j (t) + _dk

j (t)�t . Demand levels
14: sk

i (t+ �t) sk
i (t) + _sk

i (t)�t . Robot supplies
15: for each robot in coverage mode, i 2 R do
16: Pj  (4.1), 8i 2 R, 8j . Assign partitions
17: V j

i  (4.2), 8i 2 R, 8j . Update tessellation
18: mj

i ; c
j
i  (2.14) 8i 2 R, 8j . Masses and centroids

19: ui  (4.8) . Compute robot control input
20: pi(t+ �t) pi(t) + ui(t)�t . Predict position
21: if pi(t+ �t) =2 Q then . If robot leaving Q
22: ui  0 . Set respective x/y component to 0
23: for each robot in replenishing mode, i 2 X do
24: if kr � pi(t)k � � then . If robot is replenishing
25: ui  0 . Stop to replenish
26: else
27: ui  r�pi(t)

kr�pi(t)k
vi;max . Move to replenish

28: Compute collision avoidance, if necessary
29: t t+ �t
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seek a replenishing algorithm that minimizes the maximum demand by not

leaving demand unful�lled.

� Online Adaptation. Since robots may serve demand inde�nitely, robots should

be able to decide e�ciently whether to switch to replenishing mode at any time

during deployment. While one may be tempted to treat the decision-making

process as a scheduling problem, scheduling is most often computed prior to

deployment and can be computationally intensive. Robots should be able to

execute replenishing algorithms online during deployment.

Given these algorithm objectives, we �rst present three decision-making algo-

rithms (Round Robin, Supply-Based Auction, and Runway Approach) and evaluate

them to determine under which conditions they fail, before proposing an improved

algorithm, the Need-Based Auction. We consider a decision-making algorithm to fail

if, under said decision-making algorithm, the maximum demand continues to rise.

Below we summarize these decision-making algorithms and their drawbacks, then

propose the Need-Based Auction which improves upon these algorithms.

Round Robin

In a Round Robin (Algorithm 8), robots take turns replenishing, in order and one

at a time, at each tick of a clock � (e.g. every 5 seconds). This algorithm requires

a central coordinator to keep track of the replenishing queue. During simulations,

we found this approach failed when robot resources depleted at di�erent rates, as

resource levels and depletion rates where neglected. The Round Robin approach also

failed when the number of robots in the team increased but the resource capacities

remained low, resulting in a longer waiting time for replenishing, even when resources

where completely depleted.
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Algorithm 8 Round Robin
1: Initialize: inext  0
2: Input: inext
3: if t rem � = 0 then . Check if current time is at tick of clock
4: irep  inext
5: inext  inext + 1
6: if inext � N then
7: inext  0
8: return irep

9: return None

Algorithm 9 Supply-Based Auction
1: if t rem � = 0 then . Check if current time is at tick of clock
2: irep  arg mini2R

Pnk
k=1 s

k
i . Choose the robot with the lowest number of

resources
3: return irep

4: return None

Supply-Based Auction

The Supply-Based Auction (Algorithm 9) can be thought of as an informed Round

Robin. At each tick of the clock � , the robot with the lowest number of resources

switches to replenishing mode. This algorithm requires each robot (or a coordinator)

to know the resource levels of all robots in the team. During simulation, this approach

failed when robots had similar resource levels and depleted at quick rates, leaving only

one of the robots to replenish and the others to completely deplete their resources.

Runway Approach

The runway approach (Algorithm 10) allows robots to predict (forecast) whether their

resources will deplete by the end of a time horizon h given the robot’s supply levels

and depletion rates. At each tick of the clock, a robot that predicts its resources will

deplete will enter replenishing mode. We make a simple prediction of resource levels
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Algorithm 10 Runway Approach
1: if t rem � = 0 then . Check if current time is at tick of clock
2: si;pred  (4.30) . Predict total resource levels
3: if si;pred � 0 then
4: irep  i
5: return irep

6: return

as follows:

si;pred =
nkX

k=1

sk
i + h _sk

i ; (4.30)

where h is a constant prediction horizon. Thus, si;pred is the total predicted resource

levels in h seconds. If, at the tick of the clock, si;pred � 0, then robot i enters

replenishing mode. Note this approach only requires to have knowledge of their own

resource levels and depletion rates, and multiple robots may enter replenishing mode

at each tick of the clock.

Need-Based Auction

After running simulations with the above replenishing algorithms, we found that the

Round Robin and Supply-Based Auction performed worst, primarily because they

only allowed one robot to replenish at each tick of the clock. None of these approaches

accounted for neighbor resource levels and depletion rates, nor whether demand was

in need of certain resources. One major weakness among all the algorithms was they

did not distinguish between the resource types ; they only considered the total resource

levels.

Given the �ndings from the comparison algorithms, we propose the Need-Based

Auction, which (i) allows multiple robots to replenish at every tick of the clock, if

necessary, (ii) is neighbor-centric, in that robots take into account their neighbors’

resources, (iii) considers whether demand is being covered and will be covered, and

(iv) accounts for which resource types are needed. With the goals outlined at the
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beginning of this section, this algorithm aims to reduce the probability of service

blackouts. The Need-Based Auction algorithm attempts to guarantee service avail-

ability by considering not only whether a robot needs resources to service demand,

but whether its neighbors can supply resources in its place.

The Need-Based Auction occurs in each partition j at each tick of the clock. In

this approach, a robot must have an entry ticket in order to participate in the auction

at that tick. A robot only attains an entry ticket if (i) it believes it will run out of any

of its resources k, and (ii) its neighbors can supply resources if it leaves the coverage

team. All robots who have a ticket will act as the auctioneer to carry out their own

local auction, without consensus, to ensure light, decentralized computation. The bid

for replenishing is based on (i) the probability that all robots serving demand j will

run out of a resource type k, and (ii) a robot’s predicted resource levels.

To compute bids, we �rst de�ne the blackout probability as the probability that

the robots serving demand location j will run out of resource k within the time

horizon h. Since _sk
ij is indicative of whether a robot i is serving resources of type k

to demand j, then we can use this value to determine whether a robot i is indeed

serving demand j. Rather than predicting the total resource levels as in (4.30), in

our proposed algorithm, we predict the levels of each resource type:

sk
i;pred = sk

i + h _sk
i : (4.31)

Then, we can formally de�ne the blackout probability of resource k at location j as

BP k
j =

P
fijsk

i;pred�0; _sk
ij< _sming 1

P
fiji2Pj ; _sk

ij< _sming 1
; (4.32)

where _smin is a constant de�ning the threshold at which a robot is considered to be

serving demand3.
3Recall that, given the formulation of (4.18), _sk

ij > 0. Therefore, we must de�ne a non-zero value
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After computing the blackout probability, each robot participating in the auction

then computes its overall bid:

bj
i =

X

k2Sj

2
�
BP k

j arctan (�sk
i;pred): (4.33)

Here, a higher BP k
j and a lower sk

i;pred both result in a higher bid. The term
2
� arctan(�sk

i;pred) 2 [0; 1), allowing the blackout probability and the predicted re-

source levels to contribute equally to the bid. Additionally, bj
i � 0 only when

sk
i;pred � 0, ensuring that robots with lower resource levels will have higher bids.

Algorithm 11 summarizes our proposed Need-Based Auction. If a robot i attains

a ticket to the auction associated with partition Pj, it determines which, if any, of its

neighbors are also in the auction. It then carries out one auction for each demand j

among itself and any neighbors l 2 N j
i who may also have a ticket. If no neighbors

enter the auction, then robot i wins its own auction and switches to replenishing mode.

If its neighbor l enters the auction with the highest bid, then robot l wins the auction

and enters replenishing mode. Note there may not be a consensus on the winner {

for example, robot 1 may deem robot 2 a winner, and robot 2 may deem robot 3 a

winner, at which point both robot 2 and robot 3 will replenish. Alternatively, robots

1 and 2 may both deem robot 2 a winner, at which point only robot 2 will replenish.

This approach allows multiple robots to replenish at one tick, if necessary, but only

the robots in most need of resources enter replenishing mode.

4.6 Validation

In this section, we present various simulations and hardware-in-the-loop experiments

to validate our multi-resource coverage approach. Speci�cally, we �rst evaluate our

control policy in Section 4.6.1 by neglecting resource dynamics. We account for

for _smin.
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Algorithm 11 Need-Based Auction
1: Initialize: h
2: Input: time t, neighbor resource levels and rates
3: if t rem � = 0 then . Check if current time is at tick of clock
4: sk

i;pred  (4.31)
5: if any sk

i;pred � 0 and not _sk
ij < _smin for any j; k then. Check if robot i gets a

ticket to auction
6: robot i enters auction
7: for each neighbor l 2 N j

i do . Check if neighbors get a ticket to auction
8: if any sk

l;pred � 0 and not _sk
lj < _smin for any j; k then

9: robot l enters auction
10: else
11: return None . No auction if robot has no entry ticket
12: initialize empty list of winners W
13: for each demand j do
14: compute blackout probability BP k

j (4.32) for each k 2 Sj
15: for each robot in auction do
16: compute bid bj

i as in (4.33)
17: add robot with highest bid to W
18: return all i 2 W . Switch all winners to replenishing mode

resource dynamics in Section 4.6.2 under limited supplies. Finally, in Section 4.6.3,

we evaluate the ability of the four replenishing algorithms presented in Section 4.5 to

perpetually serve dynamic demand.

For all hardware experiments, we implemented AgileX LIMO4 robots, each

equipped with an NVIDIA Jetson Nano5. A desktop computer (speci�cations de-

tailed in each section) subscribed to robot positions streamed from an Optitrack6

motion capture system over Wi-Fi via Robot Operating System (ROS). The desktop

computer streamed linear and angular velocity commands to each robot, converted
4https://global.agilex.ai/products/limo
5https://developer.nvidia.com/embedded/jetson-nano-developer-kit
6https://optitrack.com/
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from the computed inputs ui as follows:

vi = kv
�
cos �i sin �i

�
ui;

!i = k! arctan

 �
� sin �i cos �i

�
ui�

cos �i sin �i
�
ui

!

;
(4.34)

where �i is the heading angle of robot i, and kv and k! are positive constants.

4.6.1 Control Policy Validation via Static Demand

In order to validate our control policy (4.8), we performed simulations and experi-

ments under a static demand, neglecting resource dynamics.7 We measured the cost

function (4.6) of the entire team over time, and observed robots moving to demand

locations.

Simulations

We performed randomized simulations under two scenarios: 1) the initial demand

parameters M , �j, and dk
j remain constant, while the initial team parameters N ,

pi, and sk
i are randomized for each trial, and 2) the initial team parameters remain

constant, while demand varies. We performed 50 trials of each scenario for a total of

100 trials, the initial conditions for which are summarized in Table 4.2.

We compare our approach against a binary version of our algorithm. Here, we

assign robots to partitions based on whether or not they have a resource type k, but

we do not consider robot capacities. To achieve this, we \hide" the capacities by

setting sk
i = 1 for all sk

i 6= 0, and sk
i = 0 otherwise. Similarly, we set dk

j = 1 for all

dk
j 6= 0, and dk

j = 0 otherwise. These values are used to compute the density function

and ultimately the control input. Performing this binary version of coverage control

deploys robots based solely on whether they have resource type k, rather than the
7A video of our simulations and experiments under a static demand can be found here:

https://youtu.be/Ui7B1xYhENE.

https://youtu.be/Ui7B1xYhENE
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capacity of the robots. We refer to this case as the Hidden Capacity case. In order to

compare this baseline with our proposed algorithm, we compute the total cost with

the true capacities. In other words, although the actual capacities are hidden from

the controller, we compute the total cost as if the capacities exist, so as to provide a

comparison for our approach.

We performed all simulations in MATLAB and implemented the robot dynamics

(4.7) with ui computed from (4.8), limiting _pi to 0:1 m/s. We set � = 0:12, � as the

identity matrix, and �(x) = x
1
3 . Results for the 50 trials each of Scenarios 1 and 2,

with both known and hidden capacities, are shown in Figure 4�2. Here, we present

box-and-whisker plots of the total cost at the end of each trial. In both scenarios,

the �nal cost is lowest when capacities are known, which demonstrates the ability of

our control policy to deploy a heterogeneous team of supply robots to meet demand.

We notice that Scenario 2 generally results in a higher �nal cost than Scenario 1,

because robots have far fewer resources than can meet the total demand; thus, the

total performance is poorer, and the cost is higher.

We also present two example trials in Figure 4�3, one from each scenario under

the Known Capacity and Hidden Capacity cases. We provide snapshots of the �nal

con�gurations, along with the cost-time plots. In the �nal con�gurations of both

scenarios, all robots have converged to one of the centroids in their cell. As we can

see in the animations, and as mentioned in Remark 4.1, once a robot reaches its

centroid, it experiences small, bounded oscillations about that centroid, which is a

feature of the optimization problem (4.8) (Santos et al., 2019). When capacities are

hidden, we observe from Figure 4�3 that the �nal con�guration results in a higher

density over the space compared to the known capacity case, indicating that the

team performance in meeting the demand is poorer when capacities are unknown.

This higher density ultimately results in a higher cost.
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Table 4.2: Simulation Conditions

Scenario Constants Randomized
Variables

1
Randomized

Team

k = f1; 2g
�1 = (�0:5;�0:5), �2 = (0:5; 0:5)

dk
1 = f75; 0g,dk

2 = f20; 60g

N 2 [5; 15]
sk

i 2 [0; 20]8i; k
pi 2 Q; 8i

2
Randomized

Demand

k = f1; 2g, N = 10
pi;x0 = f�0:9;�0:5; 0:5; 0:9; 0:9;

0:9; 0:5;�0:5;�0:9;�0:9g
pi;y0 = f�0:9;�0:9;�0:9;�0:9; 0:0;

0:9; 0:9; 0:9; 0:9; 0:0g
s1

i = f1; 0; 5; 3; 15; 20; 16; 18; 1; 1g
s2

i = f2; 4; 0; 1; 1; 1; 1; 1; 15; 20g

M 2 [2; 4]
pi 2 Q

dk
i 2 [0; 50]; 8j; k

Figure 4�2: Box-and-whisker plots comparing the �nal cost of the
Known capacity and Hidden capacity cases for both scenarios. Each
box results from 50 trials.

Experiments

In addition to simulations, we performed hardware-in-the-loop experiments to demon-

strate that our proposed control policy maintains performance on real robots and in

real time. We implemented our control policy on a 
eet of �ve AgileX LIMO robots,

with a desktop computer (8-core, 32GB RAM, Windows 10) sending linear and angu-

lar velocity steering commands as in (4.34). The desktop computer received position

and orientation information from an Optitrack Motion Capture system.

We present two experiments, with one shown in Figure 4�4. For both experiments,

�ve LIMO robots started in the same initial positions in the center of the environment,
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as shown in the supplemental video, and had capacities s1
i = f15; 10; 20; 5; 10g. In the

�rst experiment, �1 = (2:0; 1:0) with d1
1 = 30, and �2 = (7:0; 2:0) with d1

2 = 15. In the

second experiments, �1 and �2 remained the same, and we swapped the demand such

that d1
1 = 15 and d1

2 = 30. We present both of these experiments in the supplemental

video. Under our proposed controller, the robot with the highest demand i = 3

converged to the centroid associated with the highest demand in both experiments,

ensuring that the robots meet the demand.

4.6.2 Dynamic Demand Validation

In this section, we present a series of simulations and experiments to evaluate our

proposed approach for serving dynamic demand.8 Our goal is to evaluate the abil-

ity of the team to maintain demand, and thus we assume all robots have enough

resources to serve demand for the entirety of the trial.9 Recall the formulation for

_sk
ij (4.18). As robots approach their respective centroids, the value of _sk

ij becomes

exponentially large. In practice, robots releasing resources at such a high rate is un-

realistic. Therefore, in our simulations and experiments, we place a cap on _sk
ij such

that

_sk
ij = min

�
_sk
ij; _sk

ij;max
	
;

where _sk
ij;max is the maximum rate at which robot i can supply resources of type k

to demand j. Additionally, to e�ectively evaluate the ability of robots to perpetually

serve demand, we initialize the robot team with enough resources to be able to serve

demand until Algorithm 7 is terminated.

To evaluate the performance of our robot teams, and to compare trials with various

demand levels, we de�ne the Demand Index (DI) as the percentage of the initial
8A video of our simulations and experiments under a dynamic demand can be found here:

https://youtu.be/CXrUEk6lueM.
9We relax this assumption in Section 4.6.3 when evaluating the four resource replenishing algo-

rithms.

https://youtu.be/CXrUEk6lueM
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(a) Scenario 1,
Known Capac-
ity.

(b) Scenario 1,
Hidden Capac-
ity.

(c) Scenario 1
Cost.

(d) Scenario 2,
Known Capac-
ity.

(e) Scenario 2,
Hidden Capac-
ity.

(f) Scenario 2
Cost.

Figure 4�3: Example simulations for Scenarios 1 (a)-(c) and 2 (d)-(f)
with Known and Hidden capacities. Here we present the �nal con�gu-
rations of the robots and the corresponding cost-time plots. Robots are
represented �’s, and demand locations are represented by �’s and color
coded. The quantities sk

i and dk
j are printed next to each pi and �j,

respectively, for each k. The color bar to the right of each environment
represents the density, and the solid lines represent Voronoi boundaries.
In (a) and (b), we only see a single Voronoi partition because all robots
are assigned to both partitions; thus, the two Voronoi partitions over-
lap in these cases. Total cost is plotted in (c) and (f).



96

(a) Experiment 2. (b) Experiment 2 Cost.

Figure 4�4: Hardware-in-the-loop experiments with a team of �ve om-
nidirectional robots. (a) Final con�guration for the experiment, and (b)
corresponding cost over time. Similarly to the simulations, we only see
one Voronoi partition here because the two Voronoi partitions overlap,
since all robots have resource type k.

demand:

DI(t) =
P

j2D
P

k2S d
k
j (t)

P
j2D
P

k2S dk
j (t0)

: (4.35)

A lower DI implies a greater performance, and a DI less than one implies that the

team has reduced the overall demand. We utilize this performance metric to evaluate

the team in both simulations and experiments. We also introduce the performance

metric
R tf

t0
DI(t)dt as an indication of the speed at which the robots serve demand

from time t0 to the time at which the algorithm is terminated tf .

Simulations

In this section, we demonstrate our approach for serving a dynamic demand and

compare our results with a simple persistent monitoring approach to further motivate

a coverage control approach to resource allocation. Speci�cally, we compare our

approach with a lawnmower algorithm, giving the robots a prede�ned trajectory to

follow at maximum velocity. Figure 4�5a shows an example of our coverage approach

in simulation, and Figure 4�5b shows an example of the lawnmower approach, with the

lawnmower trajectory indicated by yellow lines. We study two scenarios, considering
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(a) Coverage. (b) Lawnmower.

Figure 4�5: Screenshots of example randomized simulations. Both
sub�gures show con�gurations from the same initial conditions. In (a),
we show our approach. Robots are represented by �’s, and the demand
locations �j are represented by black �’s. Magenta lines signify Voronoi
boundaries, and the contour lines represent the total density. In (b),
robots are following a lawnmower algorithm. Robots follow the solid
yellow lines in a clockwise direction. Although the Voronoi diagram
and density does not play into the robot controls in the lawnmower
algorithm, we still show them as they are required to compute resource
dynamics.

two resource types (k = f1; 2g) with the following randomized team parameters:

N 2 [6; 10], sk
i 2 [100; 200], and pi 2 Q. We initialized the demand locations at

�1 = (�0:5;�0:5) and �2 = (0:5; 0:5), and demand quantities at dk
1 = f100; 0g and

dk
2 = f50; 100g. We ran 50 trials of each scenario. In each trial, both the demand

locations and demand quantities are static for time t 2 [t0; t1). For time t � t1,

the demand moves in a counterclockwise circular path at a constant speed about the

origin. In our simulations, we let t1 = 22:5s. We ensure that _pi;max > _�j to satisfy

Assumption 4.1.

Moving Demand without Injection. In the �rst scenario, we consider the

case where �k
j = 0 for the entire trial, i.e. we allow the demand to move, but we
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do not inject demand. We allow simulations to run until all demand is completely

depleted, i.e.
P

j2D
P

k2S d
k
j (t) � 0. Results are shown in Figure 4�6a. Since there

is no injected demand, the team is always able to drive the demand to zero. We

observe from Figures 4�6a and 4�6c that although both approaches are able to meet

demand, our approach depletes the demand at a much faster rate than the lawnmower

algorithm.

Moving Demand with Injection. In this scenario, we increase the complexity

of the task even more by not only moving demand but also injecting demand into

the system at time t � t1 ( _�j = 0 and �k
j = 0 for t0 � t < t1, and _�j 6= 0 and

�k
j > 0 for t � t1). Speci�cally, at time t � t1, we inject demand as follows: _dk

1(t) =

(8 sin(2t); 10 sin(3t)), _dk
2(t) = (3; 2). Results are shown in Figures 4�6b and 4�6c. Since

the lawnmower algorithm is not able to drive the demand to zero once �k
j > 0, we

terminate simulations at time t = 160s. We can see from these results that, in all 50

trials, our approach is not only able to maintain a DI < 1, but also drive the demand

to a steady state, even when �k
j > 0. At t = t1, we see a slight increase in the DI

before the robots adjust, and the DI decreases to steady state. On the other hand,

a persistent monitoring approach does not provide adequate service when demand is

injected into the system, as the lawnmower algorithm cannot adequately follow the

dynamic demand. These results further demonstrate the bene�ts of implementing

a coverage control approach, as coverage control enables us to continuously adapt

to spatial changes in demand. Further, we demonstrate that our proposed demand

dynamics (4.18) ensure that robots meet demand spatially.

Experiments

In addition to simulations, we conducted hardware-in-the-loop experiments to demon-

strate our approach in real time. We implement Algorithm 7 on a team of six AgileX

LIMO robots, computing control inputs ui on a desktop computer (8-core, 32GB
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(a) Without injected demand. (b) With injected demand.

(c) Boxplots.

Figure 4�6: Simulation results. (a) and (b) show the DI over time
for 50 trials of each case study, comparing our approach (blue) and a
lawnmower algorithm (red). The black vertical line at time t = 22:5s
represents the time at which demand changes. In (a), demand locations
move but demand is not injected. In (b), demand locations move and
demand is injected into the system. (c) shows boxplots of the integral
of DI over the entire trial, with 50 trials making up each box. In the
left two boxes, demand locations move but demand is not injected. In
the right two boxes, demand locations move, and we inject demand into
the system.
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(a) t = 63s (b) t = 123s

(c) t = 151s (d) t = 197s

Figure 4�7: Time series of Experiment 1. Here we consider six robots,
each equipped with one type of resource, serving two demand locations
indicated by black circles. The amount of resources that each robot car-
ries is printed to the right of each robot, and the amount of resources
demanded at each demand location is printed to the right of each de-
mand location. Solid pink lines indicate the Voronoi boundaries, and
the contour lines indicate the density across the environment, which
peaks around the demand locations. As the robots serve demand over
time, the supply and demand quantities both decrease as the robots
transfer their resources to the demand.
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RAM, Windows 10). We convert ui to linear and angular velocity commands via

(4.34).

We present two experiments, with a time series of Experiment 1 shown in Figure

4�7. In both cases, demand locations are initialized to �1 = (2:0; 1:0) and �2 =

(7:0; 2:0) with no demand injection. At time t = t1, demand is injected as speci�ed

below, and demand moves at a constant speed in a straight line between the positions

x = 2:0 and x = 7:0, with y-positions remaining constant. Once demand reaches

either x-position, the demand moves toward the other x-position. We ran experiments

until the demand appeared to reach a steady state. Results for the team performance

over time is shown in Figure 4�8, where we can see that the team is able to serve the

demand.

Experiment 1. In the �rst experiment, we consider only one resource type

(k = f1g) with the two demand locations. Here, we initialize demand at dk
1 = f50g

and dk
2 = f200g, and robot supplies at sk

i = f100; 100; 200; 150; 300; 150g. At time

t = 57s, the demand locations begin to move as mentioned above, and we inject

demand at rates _d1
1 = 4 sin(2t) and _d1

2 = 8 cos(3t).

Figure 4�7 shows a time series of this experiment, with �1 and �2 starting in the

bottom left and top right corners of the environment, respectively. Over time, we see

the demand move from their initial positions to opposite sides of the space: �1 moves

to the bottom right corner, and �2 moves to the top left corner. As the demand

locations move and vertically align with one another, we see the robots rearrange

themselves to better serve the dynamic demand. Speci�cally, in Figure 4�7a, the robot

with 89 resources serves �1, but when the two demand peaks cross paths (Figures

4�7b-4�7c), this robot moves to serve �2 which demands more resources.

Experiment 2. In the second experiment, we account for two resource types (k =

f1; 2g) with the same two demand locations. We initialize demand to be dk
1 = f200; 0g
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Figure 4�8: DI over time for the two experimental trials. The circles on
each line represent the time at which demand locations started moving,
and demand was injected into the system.

and dk
2 = f100; 200g and robot resources to be s1

i = f150; 200; 100; 200; 0; 200g and

s2
i = f100; 100; 200; 150; 300; 150g. At time t = 60s, the demand locations move

with the same dynamics as that of Experiment 1, and we inject demand at rates

_dk
1 = f4 sin(2t); 8 sin(3t)g and _dk

2 = f8 cos(3t); 4 cos(2t)g. We observe similar results

to that of Experiment 1, with the robots taking a slightly longer time to serve demand

given the greater number of resources demanded.

4.6.3 Evaluation of Replenishing Algorithms

Our analysis aims to compare the four decision-making algorithms presented in Sec-

tion 4.5, and determine under which conditions they succeed or fail. This section

presents our setup of simulations and experiments, through which we evaluate the

ability of each algorithm to maintain demand, even under high injection. We �rst

present randomized simulations, comparing a homogeneous case and a heterogeneous
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case. We then conduct a case study for a heterogeneous team covering demand with

high injection rates. This section also presents our methods for collision avoidance

and hardware implementation. To evaluate the ability of our robots to meet demand,

we utilize the same metrics as in Section (4.6.2).

Randomized Simulations

We present simulations comparing the proposed replenishing algorithms presented in

Section 4.5. Note we use Algorithm 7 for each trial, and the replenishing algorithm

only updates the set of robots in replenishing mode X in each iteration. We conducted

randomized simulations in Python for homogeneous and heterogeneous teams with

three resource types (k = f1; 2; 3g). For the homogeneous team, all robots have

the same randomly generated maximum capacity for each resource type k, where in

the heterogeneous team, each robot has a di�erent randomly generated maximum

capacity for each k. For each trial, we randomly generate the positions of N = 8

robots, the demand levels for two supply locations such that dk
j 2 [0; 100] 8j; k, and

the supply levels of each robot such that sk
i 2 [0; 75] 8i; k. For t 2 [0; 30), there is

no injected demand. At t = 30, demand begins to move at a constant speed in a

counterclockwise circle about the origin, and demand is injected at a di�cult rate of

�k
j = 1 unit per unit time 8j; k for the homogeneous case. For the heterogeneous case,

�1
1 = 0 8t � 0, and d1

1 = 0 8t � t0. We let the resupply time for each robot be tr = 6,

and we let the tick time � = 3 for the Runway and Need-Based Auction, and � = 6

for the Supply Auction and Round Robin. For the algorithms with forecasting (the

Runway and Need-Based Auction), we let h = 5. To evaluate the e�ect of forecasting

in the Runway Approach, we consider an additional case with no prediction horizon

(i.e. h = 0). We de�ne a single depot location in the center of the environment. We

carried out 100 trials for each test case for t 2 [0; 500].

Figures 4�9a and 4�9c show box plots for the homogeneous and heterogeneous
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cases, respectively, with each box consisting of 100 trials. Figures 4�9d and 4�9b each

show examples of individual heterogeneous and homogeneous trials. We performed

statistical analyses (t-tests) using the SciPy python package, comparing the Need-

Based Auction with the four comparison algorithms. Statistical signi�cance markers

\�", \��", and \� � �" above each box represent p < 0:05, p < 0:01, and p < 0:001,

respectively. The boxplots show the Need-Based Auction signi�cantly outperforms

the other algorithms under both a homogeneous and heterogeneous team. We observe

greater performance di�erences in the heterogeneous case, with p < 0:001 against all

four approaches, as compared to the homogeneous case, where the performance dif-

ferences between the Need-Based Auction and Runway Approach are less signi�cant.

Case Study: High Demand Injection

To evaluate team performance under stress (i.e. the ability of the team to minimize

increases in demand), we performed a case study in which a team of N = 5 robots

cannot maintain demand due to limited resource capacities and high rates of demand

injection. Our goal was to determine which replenishing algorithms could reduce the

overall rate of demand growth. We ran simulations for one set of initial conditions,

running ten trials for each of the four replenishing algorithms. To demonstrate our

approach in real time and under noise, we also performed a set of hardware-in-the-loop

experiments under the same conditions.

Case Setup. We initialized the positions of 5 robots within a 0.6-radius ball

at the center of a 3 � 7 environment near the replenishing depot (green circle in

Figure 4�11). We randomized the robot positions within the ball for each trial, and

initialized robot resources at maximum capacity, with s1
i = f5; 20; 20; 5; 20g and s2

i =

f20; 0; 5; 20; 20g. We initialized demand locations at �1 = (2:0; 0:75) to dk
1 = f0; 50g,

and at �2 = (7:0; 2:25) to dk
2 = f50; 50g. When a trial began, robots dispersed
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(a) Homogeneous: demand met. (b) Homogeneous: demand lev-
els.

(c) Heterogeneous: demand met. (d) Heterogeneous: demand lev-
els.

Figure 4�9: Simulation results for randomized teams of eight robots
comparing the �ve replenishing algorithms (lower is better). (a) and (b)
show results for a homogeneous team, in that all robots have the same
maximum capacity for each type of resource. (d) and (d) show results
for a heterogeneous team, in that each robot has a di�erent maximum
capacity for each type of resource. Each box consists of 100 trials with
randomized robot positions, maximum capacities, and starting demand
levels. Statistical signi�cance markers above the Runway Approaches,
Supply Auction, and Round Robin indicate signi�cance with respect
to the Need-Based Auction, with *, **, and *** indicating p < 0:05,
p < 0:01, and p < 0:001, respectively. The bottom row shows the total
demand over time for selected trials.
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themselves using Algorithm 7 to begin covering the two demand regions. At time

t = 30s, demand began to move, and demand was injected into the system. The two

demand locations moved horizontally to opposite sides of the environment at a rate

of 1
30units/s until they reached the opposite side, then they moved back toward their

respective initial locations. Demand was injected to each demand type at a di�cult

rate of 0:5units/s, although the demand injection �1
1 remained at zero for the entire

trial. We set the replenishing time to be tr = 6s, and varied the tick time � based

on the replenishing algorithm: for the Need-Based and Runway Approaches, we let

� = 8s, and for the Round Robin and Supply Auction, we let � = 16s.

Hardware Setup. To demonstrate our approach in real time and under noise, we

also performed a set of hardware-in-the-loop experiments under the same conditions.

We performed one hardware experiment for each replenishing algorithm under the

same initial conditions. We implemented �ve AgileX LIMO robots, with a desktop

computer (8-core, 32GB RAM, Ubuntu 20.04) performing computations in Python.

The desktop computer streamed linear and angular velocity commands to each robot

by (4.34). We recorded the time to compute the team controls in a single time step

and present the average update rates in Table 4.3.

Collision Avoidance. To ensure collision avoidance during experiments, we let

each robot in replenishing mode compute a safe output using control barrier functions

(CBFs) (Ames et al., 2019), as introduced in Section 2.2. For a robot i 2 X computing

collision avoidance, we create one CBF hl(p) for each robot l, i 6= l, regardless of

whether l 2 R or l 2 X ; as follows:

hl(p) = kpi � plk2 � c2; (4.36)

where c is a constant safe distance that accounts for the size of the robots. Then,
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robot i computes its safe input by solving the optimization problem

ui;safe = min
ui;safe

kui � ui;safek2

s.t. Lfhl(p) + Lghl(p)ui;safe + �(hl(p)) � 0:
(4.37)

Note (4.37) has N � 1 constraints, since we have one constraint for each other robot

in the team l 6= i. We computed collision avoidance in both case study simulations

and experiments to encourage fair comparison.

High Stress Results. Figure 4�10a shows the simulation results of the case

study, which shows the average total demand over time over the 10 trials. For the

�rst half of the trials, the �ve decision-making algorithms have relatively the same

performance in meeting demand. At approximately t = 200s, the Need-Based Auc-

tion begins to diverge from the four alternative algorithms and has an overall better

performance.

The corresponding demand-over-time results are shown in Figure 4�10b. We ob-

serve similar trends to the simulations, where the Need-Based Auction diverges from

the alternative approaches about halfway through the trial. We attribute the di�er-

ences between simulation and experiment to the varying dynamics: in experiment, we

use unicycle dynamics (4.34), whereas we use holonomic dynamics (4.7) in simulation.

A time series of the hardware experimental trial under the Need-Based Auction

is shown in Figure 4�11. In Figure 4�11a, we see all robots in coverage mode, but the

robot in the center only belongs to the red partition associated with �2, because it

does not have the resources to serve the blue demand �1. In Figures 4�11b and 4�11c,

two robots are in replenishing mode.10

We also provide average update rates in Table 4.3. We note the update rates for

our need-based auction and the supply auction, at about 3:8Hz, are slightly slower
10A video of this experiment and the four other algorithms is available here:

https://youtu.be/eSxUOcaOMKY.

https://youtu.be/eSxUOcaOMKY
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(a) Simulation results. (b) Experimental results.

Figure 4�10: Demand over time for the case study in which �ve robots
cannot maintain demand due to a high injected demand and limited
resource capacities (lower is better). (a) shows simulations over 10
trials for each algorithm, with lines indicating the mean demand over
time and the shaded regions indicating one standard deviation. (b)
shows the corresponding experimental results. Note the experiments
and simulations both had the same initial conditions with robots ini-
tially positioned within a ball at the center of the environment, but the
experimental input was converted to unicycle dynamics (4.34), while
the simulation used dynamics (4.7).

than the other approaches, which run at about 4:3Hz.

4.7 Discussion on Replenishing Algorithms

We now discuss the simulations and experimental results comparing the four algo-

rithms, providing insights into the situations under which each algorithm succeeds or

fails.

Table 4.3: Experimental Comparison Results

Algorithm Average Update Rate (Hz)
Need-Based Auction 3.82
Runway, h = 5 4.37
Runway, h = 0 4.25
Round Robin 4.23
Supply Auction 3.84
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(a) t = 16s, all robots in coverage
mode.

(b) t = 98s, one robot replenish-
ing, one robot traveling to depot.

(c) t = 155s, two robots replen-
ishing.

Figure 4�11: Time series of the experimental trail using the Need-
Based Auction replenishing algorithm with �ve robots, two demand
locations, and two resource types considered. The green circle in the
center is the depot, where robots are seen replenishing in (b) and (c).
Demand locations �j are represented by circles, next to each of which is
the number of resources required at that location. Next to each robot
is the number of resources carried. The solid red and blue lines repre-
sent the Voronoi boundaries for the top and bottom demand locations,
respectively. Contour lines indicate the total density over the space.
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4.7.1 Randomized Simulations

Based on Figures 4�9a-4�9c, we observe the Supply Auction and Round Robin have

similar performances in the homogeneous and heterogeneous cases, with a slight in-

crease in variance in the heterogeneous case. Both these approaches allow one robot

to replenish every � = 6 seconds. In the Round Robin Approach, robots take turns

replenishing in order, while in the Supply Auction, the robot with the lowest total

number of resources replenishes. While the Supply Auction serves as a more informed

version of the Round Robin, we see little di�erence between the two approaches. This

similar performance is likely because a robot is guaranteed to replenish at each tick

of the clock, thus ensuring a continual supply in the robots no matter the resource

levels or depletion rates. We believe these two approaches performed worst in the ho-

mogeneous case compared to the other approaches because robots were unnecessarily

replenishing; in the homogeneous case, all robots had the same maximum supply

levels, and thus frequent replenishing was unnecessary. The three other approaches,

in contrast, do not always send robots to replenish at every tick of the clock; rather,

replenishing is based on whether resource levels will be completely depleted.

While both cases of the Runway Approach performed well in the homogeneous

case, they displayed the worst performance in the heterogeneous case, indicating they

cannot adequately accommodate a heterogeneous demand. Consider a robot i with

supplies sk
i = f5; 1g covering demand �j with dk

j = f0; 50g. Under h = 0 (no time

horizon), when the supply becomes sk
i = f5; 0g, robot i can no longer serve �j, and

then must travel to the other demand location to rid of its resources before it can

replenish. Such an approach can be ine�cient if the other demand location is farther

than the depot location. We see similar issues with h = 5 { while this approach

avoids running out of all resources, it fails under a heterogeneous demand for the

same reasons. We conclude the forecasting of resources only provides slight perfor-
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mance improvement; in the homogeneous case, there is a greater signi�cant di�erence

between the Need-Based Auction and Runway Approach with h = 0 compared to

h = 5, indicating the presence of a Runway Approach achieves better performance in

the homogeneous case. While both cases perform signi�cantly worse than the Need-

Based Auction in the heterogeneous case, the resource forecasting resulted in slightly

less variance (Figure 4�9c).

The Need-Based Auction �lls these gaps by only allowing robots to replenish where

necessary. The proposed approach allows robots to consider their neighbors’ resource

information, allows multiple robots to replenish at a time, and accounts for hetero-

geneous supplies and demand. The Need-Based Auction signi�cantly outperformed

all comparison algorithms in both the homogeneous and heterogeneous cases, with

the most success in the heterogeneous case. However, the Need-Based Auction has

a slightly slower update rate than all other approaches (see Table 4.3). Therefore,

when using the Need-Based Auction, we have a slight sacri�ce in computation time.

Figure 4�9b shows the demand over time for a trial in a homogeneous setting.

Although the Need-Based Auction has a better cumulative performance, the demand

levels over time are similar to that of the Runway Approach. Therefore, when con-

sidering a homogeneous team serving homogeneous demand, the Runway Approach

approach may be a better choice. Not only do these the Runway Approach have a

faster average update rate, they also do not require any communication, as the robots

only need to know their own resource levels to decide on replenishing.

4.7.2 Case Study: High Demand Injection

Finally, we discuss the case study with a high demand injection (Figure 4�10), in which

resources were limited and robots could not supply resources fast enough. Here, none

of the approaches were able to maintain demand, although the Need-Based Auction

had the best performance, while the alternative approaches had approximately the
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same performance in meeting demand. To better meet demand in such a case, if

increasing the resource capacities and maximum supply rates is not possible, one may

add more robots to the team and implement the Need-Based Auction for long-term

deployment.

We must also note, in many of the simulations, e.g. Figures 4�9d and 4�9b, there is

little di�erence between the �ve approaches during the �rst half of the trial, especially

between the Need-Based Auction and Runway Approach. Therefore, for short-term

deployment, one may opt for an approach with a faster update rate or one that does

not require a coordinator. For longer term deployment, however, one may choose the

Need-Based Auction.

4.8 Chapter Takeaways

In this work, we focus on the problem of multi-resource coverage, in which we propose

a Voronoi-based coverage control approach to supply multiple types of resources to

multiple demand locations. We show our control policy can adapt to dynamic changes

in the environment and resources, such that robots adapt to moving demand, and

robots account for increasing demand of resources. Simulations and experiments

under static demand show that our control policy reduces our locational cost and

results in a lower cost than when capacity is not considered. Those under a dynamic

demand show our robot team keeps demand at a steady state, and demonstrates the

e�ectiveness of our approach compared to a persistent monitoring approach.

We also consider the robot supply constraints and enable persistent coverage of

demand, with the goal of minimizing the rise in demand. To enable persistence, we

present four decision-making algorithms for resource replenishing which the robots

can compute online, and which vary in assumptions of communication abilities and

resource considerations. Namely, we present the Round Robin, Supply Auction, Run-
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way Approach, and Need-Based Auction. The Need-Based Auction is a key contribu-

tion of this work and aims to prevent service blackouts of the heterogeneous demand.

We performed simulations and hardware experiments comparing these replenishing

algorithms to provide insights into their strengths and weaknesses. We conclude that

while the Runway Approach performs well under homogeneous demand and with-

out communication, the Need-Based Auction is suitable for both homogeneous and

heterogeneous demand and long-term deployment. These results show that by pre-

dicting resource blackouts, our proposed Need-Based Auction is a suitable option for

persistent resource coverage with distributed teams.
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Chapter 5

Leveraging Reputation in Collaborative
Multi-Agent Teams

While the previous chapter enabled a multi-robot team to serve a continuous demand

distribution, in this chapter, we consider a team serving discrete events (tasks) and

introduce the idea of robot reputation for accomplishing two di�erent objectives. This

chapter contains the work of one conference publication and one manuscript under

review, each focusing on a di�erent team objective.

Our �rst team objective is to serve as many tasks as possible. Our manuscript,

published in ICRA (Co�ey and Pierson, 2024), introduces a framework the team to

meet discrete, heterogeneous events. As robots serve demand, this approach assigns

each robot a reputation based on the number of tasks served versus the number

of tasks assigned. The robot reputation is then used to create weighted Voronoi

partitions.

In our recent paper accepted to Engineering Reliable Autonomous Systems (ERAS)

(Co�ey et al., 2025), we extend this work to consider time constraints of tasks. This

work proposes an ACS-inspired algorithm that maximizes reputation when scheduling

time-constrained tasks. To the best of our knowledge, this work is the �rst to provide

a distributed solution to dynamic task allocation and sequencing for heterogeneous

teams.

The remainder of this chapter is organized as follows: Section 5.1 details prior work

related to robot reputation, task allocation, and scheduling. Section 5.2 presents our
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(a) Robots serving events. (b) Event history and gen-
erators.

Figure 5�1: Our simulations present 5 robots (white discs), each
equipped with up to 3 capabilities (green circle, blue square, or red
triangle), and tasked with serving scattered events requiring those ca-
pabilities. (a) shows the circle, square, and triangle events in the space
that need to be served, and the black lines indicate the planned robot
paths to serve these events. (b) shows the same instance as (a). The
black dots are the generators that make up the weighted Voronoi cells.
The green, blue, and red �’s are current and past events used to es-
timate the density function corresponding to the circle, square, and
triangle capabilities, respectively. The contours in both (a) and (b)
indicate the estimated probability that an event will occur given those
current and past events.

problem formulation. We propose a method for serving as many tasks as possible,

as well as a density estimator, in Section 5.3. In Section 5.4 we extend this work

to account for time-constrained tasks. Finally, we provide a chapter summary and

conclusions in Section 5.5.

5.1 Related Works

5.1.1 Accounting for Performance Variations

A popular approach to accommodating decentralized heterogeneous teams is invoking

weighted Voronoi diagrams, in which a robot’s cell size (i.e. the amount of area a
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(a) t = 0s (b) t = 13s

(c) t = 14s (d) t = 38s

Figure 5�2: Six robots serve heterogeneous tasks with one of three
capabilities. Contours represent the density of each task type, indi-
cating the probability of event appearances. The environment is parti-
tioned into three overlapping Voronoi partitions, one for each task type.
Robots serve tasks within their cell(s). Generators optimally partition
the environment according to density.
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robot covers) changes based on robot performance such as sensing health (Marier

et al., 2013), sensing and actuation performance (Pierson et al., 2017), sensing radius

(Pimenta et al., 2008), power e�ciency (Kwok and Martinez, 2007), and robot speed

(Kim et al., 2022). Other approaches utilize weighted Voronoi diagrams to balance

workload in convex (Pavone et al., 2011) and non-convex environments (D’urso et al.,

2023). The authors of (Palacios-Gas�os et al., 2019) compute equitable partitions so

that each robot has roughly the same amount of \work" to cover before deploying

robots to sweep the space. Recent work accommodates multiple robot capabilities

by creating one Voronoi partition for each task type (Santos and Egerstedt, 2018;

Sadeghi and Smith, 2019; Co�ey and Pierson, 2023b; Co�ey and Pierson, 2023a), and

our previous work (Co�ey and Pierson, 2024) combined this approach with weighted

Voronoi diagrams.

Other works address the problem of balancing expected and desired behavior. In

(Raou� et al., 2023), robots lose their calibration and ability to function as antici-

pated, and they must adapt to those individual di�erences. In (Parker, 2000), robots

adapt to individual performance changes in task allocation by tracking the \quality"

of a robot performing a task. The authors of (Cao et al., 2022) consider a heteroge-

neous robot team where robots assist one another in completing tasks that the other

cannot. Some studies consider the situation in which robot information is unknown.

In (Emam et al., 2020), robot performance is unknown, and the proposed algorithm

assigns specialization to agents by di�erentiating between simulated and actual costs

of the agent. In (Li et al., 2020a), the capability of each robot is originally unknown

in a task allocation problem, and each agent calculates its capability based on the

tasks it completes, then broadcasts this information to its neighbors. While many

task allocation problems focus on centralized or auction-based solutions (Gerkey and

Matari�c, 2004; Bertsekas, 1990) and work under uncertainty (Prorok, 2019) and com-
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munication constraints (Otte et al., 2020), our Voronoi tessellation determines the

task assignment.

While prior work considers performance variations, a main contribution of this

work is the introduction of reputation. Unlike the prior work (Pierson et al., 2017)

assessing instantaneous variations in sensing or actuation performance, we calculate

reputation by observing historical actions of agents. Intuitively, reputation decreases

when robots fail to meet assigned tasks, and increases when they complete all objec-

tives. We use reputation as a tool to improve overall performance and serve more

events. By observing and tracking each individual robot’s reputation, we can further

get a sense of the heterogeneity in the team, and adjust to reputation di�erences on-

line to achieve an improved performance. We leverage robot reputation in a dynamic

task allocation and scheduling problem.

5.1.2 Task Allocation and Scheduling

Numerous studies explore the MRTA problem (Aziz et al., 2022), many of which take

market-based approaches to dynamic task allocation in centralized (Nunes and Gini,

2015; Khamis et al., 2011) and distributed (Michael et al., 2008; Liu et al., 2013; Dai

et al., 2019; Wang et al., 2023) environments. Other approaches include numerical

approximations such as Ant Colony Optimization (ACO) (Wu et al., 2020; Zitouni

et al., 2021), Ant Colony Systems (ACS) (Wang et al., 2022; Liu et al., 2021), and

Particle Swarm Optimization (PSO) (Wei et al., 2020). The work (Parker, 2000)

utilized the idea of reputation by adapting to changes in robot capabilities over time,

and allocating tasks based on robot performance.

Recent studies have focused on multi-robot task allocation and scheduling. In

(Gao et al., 2023), authors represent tasks as a graph, and invoke bipartite graph

matching and imitation learning to learn a policy for task scheduling to adapt to robot

failure. Similarly, the authors of (Ghassemi and Chowdhury, 2022) present a decen-
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tralized and asynchronous approach for homogeneous teams using graph matching.

In (Wang and Gombolay, 2020) authors propose a scheduler based on graph atten-

tion networks to learn scheduling policies in multi-robot coordination problems. The

authors of (Gujarathi and Saha, 2022) model the problem as a linear temporal logic

(LTL) path planning problem. Few studies, e.g. (Gombolay et al., 2013; Gombolay

et al., 2018; Bischo� et al., 2020), address the task allocation and scheduling problem

of heterogeneousmulti-robot teams, and those that do, to the best of our knowledge,

are centralized systems, which may not be scalable with increasing numbers of robots

and numbers of task types.

We use heterogeneous Voronoi-based coverage control to dynamically assign time-

constrained tasks based on robot capabilities. A Voronoi-based approach ensures

robust and adaptive task coverage, such that robots adapt to changes in the envi-

ronment or network topology (Cortes et al., 2004). Each robot can compute its cell

in a decentralized fashion based on the positions and capabilities of itself and its

neighbors. The robot cells are dynamic, adapting to the changing demand distribu-

tion and the reputation of itself and its neighbors. Within the robot cell, it uses an

ACS-based algorithm to plan a path between its assigned tasks, with the objective

of maximizing its reputation. To the best of our knowledge, this paper is the �rst to

present a distributed solution to the dynamic task allocation and sequencing problem

for heterogeneous robots and tasks.

5.2 Problem Formulation

We consider a team of n robots, i 2 f1; � � � ; ng, serving discrete tasks in a convex

environment Q � R2, with points in Q denoted q, q 2 Q. Each robot is equipped

with at least one of m capabilities, j 2 f1; � � � ;mg, which are required to complete

tasks. We denote the set of capabilities belonging to robot i as Ci. We denote the set
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of all unserviced tasks by T , with each task k 2 T de�ned by a position �k 2 Q and

capability requirement (i.e. task type) j. In Section 5.4, we additionally associate

each task k with a due time dk and processing time pk. Tasks may appear randomly

over time.

5.3 Reputation for Maximizing Service

In this section, we present our approach for enabling a multi-robot team to serve

discrete tasks, with the objective of serving as many tasks as possible. Each robot is

responsible for serving the events that appear within their weighted Voronoi cell(s).

As robots serve events, we assign each robot a reputation based on their ability

to meet events. We use this reputation to adjust the weights of each robot cell,

ultimately adjusting the amount of area a robot covers. We �rst de�ne the robot

reputation, then introduce a weighted Voronoi-based coverage control algorithm for

heterogeneous teams.

5.3.1 De�ning Robot Reputation

While prior works accommodate instantaneous variations or di�erences in physical

characteristics, we propose reputation, which one can generally think of as a history

of performance. By tracking reputation, we can more readily observe variations and

heterogeneity, and even di�erentiate between types of robots. For example, in a

team of drones and ground robots, we may assume agents with a history of serving

demand signi�cantly faster than others are drones. De�nition 5.1 formalizes our idea

of reputation.

De�nition 5.1 (Reputation). The reputation of roboti associated with a taskj is a

history of a robot i's ability to perform and/or quality of performing a taskj.

Because reputation considers performance history, we �rst de�ne the performance

of a robot within the scope of serving demand. Since our robots are tasked with
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serving demand requiring various capabilities, we compute the performance of robot

i associated with each of its capabilities j 2 Ci every T units of time. To encourage

robots to serve as many tasks as possible, we de�ne reputation based on the number

of tasks served. We therefore de�ne the performance as pj
i of robot i for capability j

within a time step k as the ratio of the number of events served by robot i of type j

to the total number of events of type j that appear in the robot cell. Formally, the

performance pj
i within a time step k is given by

pj
ik =

nj
ik;served

nj
ik

; (5.1)

where nj
ik;served is the number of events served by robot i with capability j at time

step k, and nj
ik is the total number of events that appear in the robot cell V j

i within

time step k. Note if no event occurs in cell V j
i in time step k (i.e., nj

ik = 0), then

robot i is not assigned a performance for that time step.

We then de�ne the reputation rj
i as the average of the reputation memory, i.e. the

last M time steps. More formally,

rj
i =

�
M

MX

k=1

pj
ik; (5.2)

where � is a positive constant adjusted to the size of the environment Q. Intuitively,

as a robot i serves more events requiring capability j, its reputation associated with

capability j will increase.

5.3.2 Weighing Voronoi Cells Based on Reputation

We now wish to use the robot reputation to modify the amount of area a robot

covers. Intuitively, as the robot reputation increases, the amount of area it covers

should increase, and as reputation decreases, coverage area should decrease. We use

weighted Voronoi diagrams to adjust the amount of area a robot covers, and we use
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the robot reputation to determine the cell weights. Voronoi-based coverage o�ers a

continuous and distributed control policy to optimally position robots, and each robot

need only know the positions of the other robots in the team (Cortes et al., 2004).

Recall we use generators g to maintain the Voronoi partitions while robots follow

tours within their cell(s) to serve events. Therefore, we use the generators to construct

the weighted Voronoi partition.

When we have one Voronoi partition, we can simply use the partitioning Wi

introduced in Section 2.3.2. However, because we have m partitions, and we wish to

account for each robot i’s performance with capability j, then we assign one weight wj
i

for each robot i corresponding to its reputation using capability j. We thus partition

the space by:

W j
i = fq 2 Q j kq � gik � wj

i � k q � gkk � wj
k; 8k 2 P j; 8k 6= ig; (5.3)

where gi is the generator for robot i’s cell(s) and P j = f i j j 2 Cig, as in Chapter

4. We then must modify our control policy to utilize instead the weighted Voronoi

partition. The mass and centroid are computed from the weighted partition by:

mj
i =

Z

W j
i

�j(q)dq; cj
i =

1
mj

i

Z

W j
i

q�j(q)dq: (5.4)

The generators move according to the control policy

_gi = �
X

j2Ci

mj
i (c

j
i � gi) (5.5)

to minimize the locational cost

H W (g) =
nX

i=1

mX

j=1

Z

W j
i

1
2

�
kq � gik2 � wj

i
�
�j(q)dq (5.6)

using Lloyd’s algorithm.
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Our goal is to adjust the size of a robot’s cell based on its ability to serve events

requiring capability j over the last M time steps (i.e., its reputation). If a robot serves

more events than its neighbors over the last M time steps, then its coverage area

should increase. Similarly, robots who do not serve as many events as its neighbors

should decrease in cell size. As such, we want the relative weights to converge to the

relative reputations, similar to Section 2.3.2. In this work, the heterogeneous weights

adhere to the adaptation law

_wj
i =

� ��
2mj

i

X

k2N j
i

�
(wj

i � rj
k) � (wj

k � rj
k)

�
dj

ik; (5.7)

where � is the proportional gain introduced in (5.5), N j
i is the set of neighbors of

robot i in partition j, dj
ik is the length of the Voronoi boundary shared by robots i

and k in partition j, and mj
i is given by (5.4). Note because we adjust the reputation

rj
i frequently, the weights wj

i may not have time to converge. Note also the control

policy for the generators is distributed, as the robots need only track the reputation

of themselves and their neighbors.

We now show in Theorem 5.1 that under the control policy (5.5), our algorithm

allows generators to converge to critical points of the weighted locational cost function

(5.6).

Theorem 5.1. Given n generators following the control policy(5.5) in a bounded,

convex environmentQ partitioned by (5.3), the generators converge to critical points

of the locational cost function(5.6).

Proof. To prove that the generators converge to critical points of the locational cost,
we use LaSalle’s invariance principle (Khalil, 2002). First, consider the weighted
locational cost (5.6) as a candidate function to prove convergence. We can compute
the time derivative to be

dH W (g)
dt

=
nX

i=1

mX

j=1

Z

W j
i

(q � gi)T�j(q)dq _gi �
1
2

nX

i=1

mX

j=1

_wj
i

Z

W j
i

�j(q)dq: (5.8)
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@H W

@g
_g = �

nX

i=1

mX

j=1

�(mj
i )

2kcj
i � gik2; (5.9)

implying that @H W
@g _g � 0. Then, using the weightings adaptation law (5.7), the second

term becomes

@H W

@w
_w =

nX

i=1

mX

j=1

��
4

X

k2N j
i

�
(wj

i � rk
i ) � (wj

k � rj
k)

�
dj

ik: (5.10)

Since we sum over all neighbors and all robots, the weights and reputation values
cancel in each partition j, and we can conclude that @H W

@w _w = 0. Therefore, dH W (g)
dt �

0.
By LaSalle’s invariance principle, the generators g will converge to the largest

invariant set contained within the set of all points such that dH W (g)
dt = 0, i.e. the

generators will converge to critical points of H W (g), proving the theorem.

We showed in Theorem 5.1 that the generators converge to critical points of the

weighted locational cost (5.6). Note while it is indeed possible for generators to

converge to saddle points when a robot belongs to more than one partition, in our

simulations, we observe that robots converge to one of their centroids. Furthermore,

when a generator i converges to a critical point of the locational cost, the correspond-

ing robot i is set up to optimally cover demand as predicted by the density function

�j(q).

5.3.3 Estimating Event Probability

Recall the density function �j(q) represents the probability that an event requiring

capability j will appear at any point q. Rather than assuming robots have knowledge

of event density functions, we estimate the density functions over time based on

current and past events. This allows robots to adapt to evolving, stochastic demand

while optimally positioning themselves to serve events. In this section, we enable

robots to estimate the density function �j(q) as events occur.

Several previous works focus on learning density functions. In (Schwager et al.,
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(a) Weights over time. (b) Reputation over time.

Figure 5�3: Weights and reputation values for a randomized simula-
tion with three robots and up to three capabilities. Each line indicates
the value associated with robot i serving task type j (square, triangle,
or circle). One robot has all three capabilities, one has square and tri-
angle, and one has only square.

2009), each robot estimates the density using basis functions and local information.

In (Luo and Sycara, 2018) robots use Mixture of Gaussian Processes to learn the

density online by continuously taking observations. The authors of (Schwager et al.,

2017) enable robots to learn the density through exploration and sample collection.

In (Santos et al., 2021), robots balance learning the density function and moving

to their centroid. These works all focus on learning the density through measuring

samples, such as temperature to build a heat map. In our work, robots need not collect

measurements; rather, we learn the density through discrete events (i.e. whether an

event occurs at a point q). We therefore turn to kernel density estimation (KDE)

(Silverman, 1998) to estimate the probability that events will occur in Q.

Similar to keeping a reputation memory of robot performance, in our implemen-

tation of KDE, we keep a memory of event occurrences Dj. By tracking only the last

nj events, where nj is the number of elements in Dj, we assume only \new" events

contribute to the overall probability of an event, and any event happening before the
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last nj events is outdated.

Given the set of events Dj, we can estimate the density using KDE. The kernel

density estimator creates one kernel K for each event location �j
l 2 D j � Q, sums

over each of the kernels, and smooths the �nal resulting sum. Similar to (Luo and

Sycara, 2018; Schwager et al., 2017; Santos et al., 2021), we assume a 2D Gaussian

kernel

K(q; �;h) =
1

2�h2 exp
�
�

kq � �k2

2h2

�
; (5.11)

where � is the location of the Gaussian peak center and h is the bandwidth, also

called the window width or smoothing parameter (Silverman, 1998). Given the set

of events requiring capability j, Dj, we can estimate the density function �j by

�j;est(q) =
1
njh

njX

l=1

K(q; �j
l ;h); (5.12)

where K is the kernel function (5.11) that satis�es the condition
R

Q K(q; �;h)dq = 1.

Finally, we note the estimated density (5.12) can be computed in a distributed

fashion. We assume each robot can subscribe to the events corresponding to their

capabilities (for example, a user can submit requests through an app, and the user

location and capability request are streamed to the robots with that capability), then

each robot can keep track of Dj, and estimate the corresponding density �j;est.

5.3.4 Algorithm for Maximizing Service

In this section, we detail our overall algorithm, outlined in Algorithm 12, for adapting

to robot reputation in covering discrete events. In the following paragraphs, we detail

each section of our algorithm.

Deploy to Centroids (Lines 2-4). We begin our algorithm by �rst deploying

robots using Voronoi-based coverage control, until robots converge to critical points

of (2.10). The robots use a heterogeneous version of Lloyd’s algorithm, outlined in
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Algorithm 12 Reputation for Maximizing Service

1: initialize t = t0, pi(t0), _pi(t0) = [1; 1]T , gi(t0), Ci, T , Dj = ? , M j
i = ? , Ti = ?

nj
i;served = 0, nj

i = 0, wj
i = rj

i = � 8i; j
2: while k _pik > 0 8i do . deploy robots to CVT
3: _gi  getGeneratorDynamics(g)
4: ui  _gi

5: while true do
6: if new event(s) then
7: update event memory Dj for each j 2 Ci
8: nj

i  nj
i + 1 for each new �j

l 2 W j
i

9: update tour Ti and number of events in cell nj
i

10: if mod( t
T ) = 0 then . every T seconds

11: rj
i  (5.2) . compute reputation

12: nj
i;served  0, nj

i  0 . reset performance

13: _gi  getGeneratorDynamics(g;Dj; rj
i )

14: gi  gi + _gi�t . move generators
15: if Ti 6= ? then
16: di;next  T i(0)
17: ui  dgi; next � pi

kdi; next � pi k
vi;max . move to next event

18: if kdi;next � pik < � then . robot at event
19: nj

i;served  nj
i;served + 1 for j j di;next 2 D j

20: remove di;next from Ti

21: else
22: ui  gi � pi . move to generator
23: t  t+ �t . increment time

Algorithm 13 Generator Dynamics

1: Input: g;Dj; rj
i )

2: for each j 2 Ci do
3: Estimate the density �j(q) given events Dj (5.12)
4: _wj

i  (5.7) . compute weight dynamics
5: wj

i  wj
i + _wj

i �t . update weights
6: Compute weighted Voronoi partition W j

i (5.3)
7: Compute mass mj

i and centroid cj
i (5.4)

8: Compute generator dynamics _gi = �
P

j2Ci
mj

i (c
j
i � gi)

9: return _gi
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Algorithm 13, in which they estimate the density given the set of events Dj, compute

the mass and centroid given the updated weighted Voronoi partition, and follow a

move-to-centroid policy. Here, the robot positions serve as the generators, so the

robot dynamics _xi = ui is equivalent to the generator dynamics _gi. Once the robots

have converged to their critical points, the robots then begin to serve discrete events

within their cell(s) W j
i , while adapting to performance variations, a process which is

repeated until termination.

Update Events (Lines 6-8). At each iteration, the robots check for new events

that may have appeared and assign them to robots. If a new event requiring capability

j appears, then the robot updates the event memory Dj while ensuring the number

of elements in Dj is equivalent to nj, thus keeping a sliding memory of events that

contribute to the estimated density �j;est. If a new event �j
l appears in robot i’s cell

W j
i , we add to the total number of events nj

i for the current time window Tk.

Update Tour (Line 9). The robots then update their tour Ti, which is the

queue of events that robot i is to serve within all its cells W j
i , 8j 2 Ci. As new events

appear in a robot’s cell, or as events are removed from its cell, each robot updates

its own tour to accommodate changes in events. Note events can be removed from

the tour by either meeting the event, or by a transfer of events between neighboring

robots as cell boundaries move. A loss of an event by transfer would result in the

gain of said event by the corresponding neighboring robot. Note this tour update can

be computed in a distributed fashion.

Compute Reputation (Lines 10-12). Each robot computes the reputation

of all robots in the team, including itself. Every T seconds, we compute the robot

performance of the previous time window Tk� 1 using (5.1), then update the reputation

memory M j
i , which contains the performance values pj

i from up to the last N time

windows. If there is currently no reputation memory (M j
i = ? ), or the number of
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elements in M j
i is less than N , then we append the new reputation value of time

window Tk� 1 to M j
i . If there are already N performance values in M j

i , then we

append the new reputation value, and pop the �rst element from M j
i . We use M j

i in

(5.7) to update the weights (lines 4-5 in Algorithm 13). The number of events served

and total number of events are reset prior to starting the new time window Tk.

Move Generators and Robots (Lines 13-22). Finally, we update the gen-

erators using Algorithm 13, which also updates the weighted cells. If the robot has

events in its cell, the robot sets the next event in its cell di;next as its destination,

and the robot moves at maximum speed to this event. If the robot is already at that

event, we consider the event served. We then add this event to the total number of

events served and remove this event from the tour Ti. If there are no events in any

of robot i’s cells (Ti = ? ), the robot moves toward its generator, where it will be

optimally positioned based on the estimated probability density.

5.3.5 Validation for Maximizing Service

We performed a series of simulations comparing the above approach with one that

does not track robot reputation. Speci�cally, the comparison algorithm is the algo-

rithm described above without a weighted Voronoi diagram, thus we keep wj
i constant

for the duration of the comparison trial. We consider two scenarios: one with �ve

robots and up to two capabilities (n = 5, m = 2), and one with �ve robots and up to

three capabilities (n = 5, m = 3). We randomized robot positions, robot capabilities,

and maximum robot velocities. We also randomly generated events every 10 seconds,

with the probability of an event popping up at point q being weighted by a Gaus-

sian Mixture Model (GMM). Capabilities j = 1 and j = 2 each had two Gaussian

peaks, as shown in Figure 5�4, and capability j = 3 had a single peak at the center

of the environment, as shown in Figure 5�1. The GMMs slowly migrated across the

space and were e�ectively tracked by our KDE (see Figure 5�1). Note the multiple,
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(a) t = 0s (b) t = 200s

(c) t = 400s (d) t = 800s

Figure 5�4: Time series of an example trial with n = 5 robots and
m = 2 capabilities under our approach (Algorithm 14). Here, the robots
are represented by white discs, with their capabilities (blue square
and/or red triangle) printed on top of the discs. The solid blue and
red lines indicate the Voronoi boundaries for the square and triangle
capabilities, respectively. The event history Dj locations are denoted
by the � ’s, with red � ’s contributing to the triangle density, and the
blue � ’s contributing to the square density. The contour lines represent
probability of event occurrences as estimated by KDE from Dj. Events
that have yet to be served are denoted by the red and blue triangles,
and the robot tours are denoted by the black solid lines.
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(a) Weights over time. (b) Reputation over time.

Figure 5�5: Weights and reputation values for the trial presented in
Figure 5�4. Each line indicates the weights wj

i (t) associated with robot
i serving capability j. In this case, j is either a square or a triangle
(see Figure 5�4).

Figure 5�6: Randomized simulations comparing the total events met
under weighted Voronoi cells and a non-weighted cells. Each box con-
sists of 25 trials. Statistical signi�cance is indicated between the two
cases.
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overlapping partitions open up the possibility for collisions between agents. While we

do not account for collision avoidance in our implementation, as collisions are highly

unlikely in large environments, in practice, we assume robots can carry out collision

avoidance locally when necessary.

We carried out 25 randomized simulations of each of the two scenarios under both

our approach (with weights) and the comparison algorithm (without weights). As

a performance metric, we recorded the total number of events met by the end of

the trial. All computation was performed in Python. To compute the tour Ti, each

robot solves a traveling salesman problem (TSP) given the events in all its cells using

Gurobi1 optimizer. We use KDEpy2 for our density estimation.

Figure 5�4 shows a time series of a randomized simulations for n = 5 robots and

m = 2 capabilities.3 We present results from all simulations in Figure 5�6. We

performed a statistical analysis comparing the number of events met in the weights

and no-weights cases. We observe that our weighted approach outperforms the non-

weighted approach, with a statistical signi�cance of p < 0:001 in the scenario where

m = 2, and p < 0:05 when m = 3, as indicated in Figure 5�6. We therefore conclude

that, by adjusting the size of a Voronoi cell based on robot reputation, the number

of events the team meets as a whole increases. These simulations show that weighing

cells using reputation improves overall team performance.

5.3.6 Section Conclusions

In this work, we introduce the concept of robot reputation to improve overall perfor-

mance of heterogeneous teams tasked with serving as many discrete events as possible.

We use a weighted, heterogeneous Voronoi-based coverage control approach to opti-
1https://www.gurobi.com/
2https://kdepy.readthedocs.io/en/latest/index.html
3Full simulations of this trial, along with a trial showing m = 3 capabilities (also shown in Figure

5�1), are provided in this video: https://youtu.be/JXutQJ9yKMQ.

https://youtu.be/JXutQJ9yKMQ
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mally assign robots to cell(s) based on their individual capabilities. We show that

the Voronoi partition generators converge to critical points of the weighted hetero-

geneous locational costs, allowing the environment to be optimally partitioned for

robots to serve events. Each robot is responsible for serving the events that appear in

their individual cell(s). We use KDE to estimate the probability of event occurrences

across the environment, which continually evolves as events appear. Robots track the

reputation of each agent over time and use the reputation to weigh their Voronoi cells,

and ultimately adjust the amount of space they cover. Our simulations show that

weighing cells using reputation improves overall team performance. While this sec-

tion focused on maximizing the number of tasks served, the next section additionally

considers task time constraints.

5.4 Maximizing Reputation for Serving Time-Constrained
Tasks

In this section, we build upon Section 5.3 to address the dynamic task allocation and

sequencing problem for distributed teams, with the goal of serving as many tasks

as possible while meeting deadlines. Here, robot reputation is based on a robot’s

ability to meet deadlines. Intuitively, a robot that consistently meets deadlines of

tasks assigned to them earns a higher reputation than when it is consistently tardy.

Robots plan routes to tasks using an Ant Colony System (ACS) inspired algorithm,

with the goal of maximizing reputation, i.e. serving tasks on time and serving as

many tasks as possible.

5.4.1 Reputation Based on Tardiness

Before we mathematically de�ne reputation, we must �rst de�ne the robot perfor-

mance. To promote optimal scheduling of tasks in a distributed manner, we wish to

account for the time constraints of tasks, speci�cally the deadline, or due time, of
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each task. We therefore de�ne a robot’s performance as its tardiness, formalized in

De�nition 5.2.

De�nition 5.2 (Tardiness). The tardiness of a taskk is the time past its due time.

If a task is served before its due time, its tardiness is0. Otherwise, it is the di�erence

between the time it is servedsk and the time it is duedk. Formally, we de�ne the

tardinessTk of a taskk by

Tk(sk) = maxf 0; sk � dkg: (5.13)

By design, a robot’s reputation increases when it serves a task before its due time,

and decreases when it serves tasks after its deadline4. In other words, a low reputation

indicates a robot is consistently late to its task, i.e., its tardiness is positive, Tk > 0.

We therefore propose the reputation rj
i of a robot i associated with a task j to be

rj
i =

1
M

MX

k=1

1
jT j

i (sk)j
exp

 

�
T j

k (sk)
�

!

; (5.14)

where � is a positive constant, jT j
i (sk)j is the total number of tasks of type j assigned

to robot i at the time the task is served (i.e. the number of tasks in the robot

cell at time sk), T j
k is the tardiness of task k of type j, and M is the number of

most recent tasks that contribute to the robot’s reputation. We refer to M as the

Reputation Memory{ only the most recent M tasks of type j will contribute to robot

i’s reputation of serving task type j. If a task k only has one task type j = 1, it will

only contribute to the reputation r1
i .

With this formulation, a robot i maintains a reputation for each of its capabilities

j. It earns a higher reputation for serving more tasks before the due date. However,

a robot that consistently serves tasks past its due date and/or serves fewer tasks, will
4In preliminary testing with a signed version of the tardiness formulation (5.13), we observed

robots prioritizing earlier completion of tasks over upcoming and past-due tasks. To encourage
robots to serve tasks with upcoming and past-due deadlines, we opted for the unsigned version in
(5.13).
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earn a lower reputation. We use the reputation value to modify the size of Voronoi

cells, as in Section 5.3.2.

5.4.2 Scheduling to Maximize Reputation

Here, we present our approach for each robot to schedule the tasks assigned to them,

i.e. scheduling the tasks within their cell(s). While the original ACS algorithm �nds

the shortest path between all nodes (Dorigo and Gambardella, 1997), in our work,

we wish to �nd the path between tasks which maximizes reputation. Our reputation

(5.14) aims to reward early and on-time service, and number of tasks served. Our

proposed algorithm therefore aims to �nd a path between all assigned tasks which

serves tasks before their due time, while also rewarding shortest path.

In ACS, we de�ne the heuristic �(x; y) indicating the attractiveness of moving

from node x to node y. To choose a path which maximizes reputation, we propose

the heuristic

�(x; y) =
�
t
dy

� 3 �
c
sy

� 2

; (5.15)

where t is the current time at which the robot is planning its route, dy is the due time

of task y, c is a constant, and sy is the anticipated service time given by

sy = Tscheduled + C(x; y); (5.16)

where Tscheduled is the total processing and travel time of tasks already scheduled and

C is the total workload de�ned by

C(x; y) = py +
k�y � �xk
vi;max

; (5.17)

where py is the processing time of task y, �y and �x are the locations of tasks x and

y, and vi;max is the maximum velocity of robot i. Note the second term in (5.17) is

the travel time between tasks x and y. The �rst term in the heuristic (5.15) serves
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to prioritize earlier due dates, and those already past due, whereas the second term

rewards shorter paths.5

After ants generate paths according to (2.17), they perform a local pheromone

update according to (2.19). Here, we choose a change in pheromone ��(x; y) to be

��(x; y) =
1

jTijC(x; y)
; (5.18)

where jTij is the total number of tasks assigned to robot i. For the global pheromone

update (2.20), we let

��(x; y) =
1

C(x; y)
: (5.19)

The term C(x; y) can be thought of as the cost of moving from task x to task y. By

taking the inverse of the cost C, a lower cost increases ��(x; y), which increases the

pheromones on edge (x; y), making it more attractive.

In the ACS algorithm (Dorigo and Gambardella, 1997), we begin with a prede�ned

number of iterations N , number of ants A, set of tasks Ti, and current time t. At

each iteration, each of the A ants generates a new path from the robot to all robot

tasks k 2 Ti and performs a local pheromone update. If any of the paths have a lower

cost than the current pest path, then that path becomes the best path. The best ant

path, i.e. the path with the lowest cost according to (5.17), performs an additional

global pheromone update. The �nal best path at the end of N iterations serves as

the new robot tour.

We now wish to show that our ACS formulation converges to a solution which

results in the shortest path while prioritizing earlier task deadlines. We �rst show in

Proposition 5.1 that, with our formulation, the robot path converges to the optimal
5A popular heuristic function to minimize total tardiness is � (x; y) = 1=dy (Bauer et al., 2000;

Merkle and Middendorf, 2000). However, in preliminary testing, we noticed the paths planned were
primarily in order of due time, which resulted in rather long and ine�cient paths, which resulted in
more tasks being past due.
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solution with high probability.

Proposition 5.1. Let Si be the path planned by roboti using an ACS algorithm, with

the objective function(5.17), local pheromone update law(5.18), and global pheromone

update law(5.19). Then the solutionSi converges to the optimal solution with prob-

ability arbitrarily close to 1.

Proof. The proof follows the �ndings in (Stutzle and Dorigo, 2002, Theorem 1), which
states that, for an arbitrarily small number �, and for a su�ciently large number of
iterations N , the probability P � that an ant walks the optimal path within the �rst N
iterations of the ACS algorithm is P � (N) � 1 � �, and this probability asymptotically
converges to 1, i.e. limn!1 P � (n) = 1. To achieve this result, the objective function
f must satisfy f(s) < f(s0) ) g(s) < g(s0), where 0 < g(s) < 1 , g : S ! R+, where
S is the set of candidate solutions.

We derive f(s) from (5.17), such that f(s) =
P jsj� 1

k=1 C(k; k+ 1), and the function
g(s) from (5.19), such that g(s) =

P jsj� 1
k=1 1=C(k; k + 1). Assuming �x 6= �y for at

least one (x; y) 2 s, 8s 2 S, and/or pk > 0 for at least one k 2 s, 8s 2 S, then
C(s) > 0 8s 2 S, and thus it holds that 0 < g(s) < 1 8 s 2 S. We therefore have
f(s) < f(s0) ) g(s) < g(s0) 8s; s0 2 S, which also holds when g(s) is derived from
(5.18). Therefore, by (Stutzle and Dorigo, 2002, Theorem 1) P � (N) � 1 � � and
limn!1 P � (n) = 1, which completes the proof.

Proposition 5.1 shows our ACS formulation results in an optimal solution that

minimizes the cost (5.17) with high probability. Corollaries 5.1 and 5.2 show this

solution is the shortest path and thus minimizes robot energy, and tasks with earlier

deadlines are more likely to be selected sooner.

Corollary 5.1. Let Si be the path planned by roboti using an ACS algorithm with the

objective function (5.17), local pheromone update law(5.18), and global pheromone

update law(5.19). Then the solutionSi minimizes robot energy.

Proof. We showed in Proposition 5.1 that the path given by the ACS algorithm with
objective function (5.17), local pheromone update law (5.18), and global pheromone
update law (5.19) converges to the optimal solution, which implies the solution min-
imizes the cost function (5.17). With the cost (5.17) minimized, we can say that we
minimize the total workload, i.e. the total processing time and travel time, of robot
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i. Because the solution visits all tasks k 2 Ti, the total processing time
P

k2T i
pk is

the same regardless of the path. Therefore, the solution minimizes the total travel
time, which in turn minimizes the energy of robot i.

Corollary 5.2. Let Si be the path planned by roboti between tasksTi using an ACS

algorithm, with the heuristic function (5.15). Then robot i serves earlier due times

with higher probability.

Proof. By the ACS algorithm, when an ant a plans a path Pa between tasks Ti, it
iteratively selects the next task according to the state transition rule (2.17), which is
directly proportional to the heuristic function � (5.15). Therefore, a task y that has
a higher value of �(x; y) than other tasks has a higher probability of being selected
�rst. We now analyze our heuristic function (5.15). The �rst term (t=dy)3, regardless
of the current time t (recall t is static), increases with earlier due times, i.e. lower
values of dy. As a result, the probability of a task y increases with decreasing values
of dy. Thus, a task with an earlier due time has a higher probability of being selected
by an ant a than tasks with later due times, which in turn increases the probability
of Si converging to a path that serves earlier due times before others.

In this section, we presented our ACS-based scheduling approach, which each

robot uses to plan tours in its cell(s). We showed in Proposition 5.1 that the robot

tour converges to the optimal solution with high probability, and that this solution

minimizes robot energy (Corollary 5.1). We additionally show in Corollary 5.2 that

the probability of visiting a task k increases for earlier due times dk. These analyses

justify our formulations for the cost (5.17), local and global pheromone update laws

(5.18) and (5.19), and heuristic function (5.15).

5.4.3 Algorithm for Dynamic Task Allocation and Sequencing

In this section, we present our overall algorithm for a distributed approach to dynamic

task allocation and scheduling via maximizing reputation. Our overall algorithm is

summarized in Algorithm 14, which each robot runs during deployment. Note this

algorithm is distributed: we assume each robot has access to i) neighbor generator

positions gl, 8l 2 N j
i , ii) neighbor weights in all partitions wj

l , 8l 2 N j
i , 8j 2 Ci,
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and iii) the active (i.e. unserviced) task information k 2 T . With access to neighbor

information, robot i can compute its Voronoi cell in all partitions P j; 8j 2 C and its

generator dynamics _gi. Then, given the task information T , it can determine which

tasks fall within its cells W j
i ; 8j 2 C and plan its route accordingly.

Algorithm 14 Task Allocation and Scheduling by Robot i

1: given pi, vi;max, T , gl, wj
l , 8i 2 N j

i , 8j 2 Ci
2: Deploy robots to CVT (Algorithm 13)
3: while true do
4: update pi, T , gl, wj

l , 8i 2 N j
i

5: for each j 2 Ci do
6: rj

i  (5.14) . compute reputation
7: compute _gi and W j

i 8j 2 Ci
8: gi  gi + _gi�t . move generators
9: Ti  f k j �k 2 W j

i ; 8k 2 T ; 8j 2 Cig . task alloc.
10: if Ti 6= ? then
11: if Si exists then . already planned path
12: �next  S i(0)
13: if k�next � pik < � then . robot at event
14: wait for processing time pnext
15: record Tnext(t) and jT j

i (t)j
16: remove �next from Ti
17: if change in task set then
18: Si  ACS algorithm
19: �next  S i(0)
20: else . need to plan path
21: Si  ACS algorithm . plan path btw. Ti
22: �next  S i(0)
23: ui  �next � pi

k�next � pi k
vi;max . move to next event

24: else
25: ui  gi � pi . move to generator
26: _pi  ui

We now proceed to summarize Algorithm 14. We �rst deploy robots, with equal

reputation values, until they converge to a Centroidal Voronoi Tessellation (CVT),

which ensures each robot is (locally) optimally positioned to serve task appearances

according to the density functions �j. The robots use a heterogeneous version of
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Lloyd’s algorithm, outlined in Algorithm 13, in which they estimate the density given

the set of events Dj, compute the mass and centroid given the updated weighted

Voronoi partition, and follow a move-to-centroid policy. Here, the robot positions

serve as the generators, so the robot dynamics _xi = ui is equivalent to the generator

dynamics _gi. Once the robots have converged to their critical points, the robots then

begin to serve discrete events within their cell(s) W j
i , while adapting to performance

variations, a process which is repeated until termination.

At each iteration, the robot computes its own reputation rj
i for serving each task

type j 2 Ci according to (5.14). It then computes its generator dynamics and weighted

Voronoi cell(s). Note the weightings information and generator may be shared with

neighbors at this time if implementing a distributed approach. The robot then allo-

cates to itself all tasks that fall within its cell(s) (Line 9). If no tasks are in its cell(s),

it proceeds to move to its generator gi (Line 25).

If there are tasks Ti in its cell, then the robot must select a task �next to move to.

If it has no existing planned path Si, it must plan a path and select the next task

(Lines 20-22). If it has already planned a path Si, then it selects the �rst task, �next,

to move to (Line 12). If the robot is already within a distance �, then it stops to

serve the task for time pnext, after which it records the timeliness Tnext(t) associated

with the task, and the total number of tasks in its cell(s), jT j
i (t)j, for use in the

reputation calculation (5.14) (Lines 13-16). Recall the reputation only considers the

most recent M tasks served, thus the robot need only \remember" the most recent

M tasks it served of each type j. The robot then considers the task complete, after

which it recomputes its path between its allocated tasks (Lines 18-19). Note with

this algorithm, the robot only recomputes its path after it completes a task. Once

the robot has selected a task to move to, it moves to the task at maximum velocity

(Line 23).
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5.4.4 Validation of Reputation for Serving Time-Constrained Tasks

Here we present randomized simulations to evaluate the performance of our approach

for dynamic task allocation and sequencing of distributed heterogeneous teams. We

compare our Reputation-based dynamic task allocation and scheduling approach

with the approach to maximize number of tasks served (Section 5.3) and an algo-

rithm derived from the state-of-the-art Tercio algorithm (Gombolay et al., 2018). We

perform randomized simulations under these three algorithms with combinations of

n = f 3; 4; 5; 6g robots and m = f 1; 3; 5g task types (robot capabilities), running 100

simulations of each combination for 1000 iterations. We vary robot maximum ve-

locities to induce performance variations. We randomize robot positions, maximum

velocities, capabilities, and task appearances (type, location, due time, and process-

ing time) for each trial. We assume robots can perform collision avoidance locally,

and do not account for it in our simulations.

Since the aim of this work is to serve tasks on or before their due time, we evaluate

each algorithm for total tardiness. We de�ne the total tardiness as the total amount

of time that any task was served after its due time, by the end of each trial. Let

Nt be the total number of tasks served by all robots in a single trial, then the total

tardiness is de�ned by T =
P Nt

k=1 Tk(sk), where Tk is the tardiness of task k (5.13).

We additionally evaluate each algorithm for the total number of late tasksby the end

of each trial. This metric allows us to determine whether a high total tardiness T is

a result of many slightly late tasks, or a few severely late tasks. As in Section 5.3, we

estimate each density function �j(q) based on the locations �j
k of current and past

tasks.
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(a) Tardiness, m = 3 (b) Late tasks, m = 3

(c) Tardiness, m = 5 (d) Late tasks, m = 5

Figure 5�7: Results of randomized simulations comparing three al-
gorithms (TSP, Tercio-based, and ours) for various combinations of
number of robots (n) and number of capabilities (m). (a) and (c) show
the total tardiness of robots serving tasks by the end of each trial. (b)
and (d) show average number of tasks served, with bars indicating the
�rst and third quartiles. Each box represents 100 trials, and outliers
were omitted for clarity.
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Comparison Algorithms

Shortest Path (TSP). We compare our proposed approach with the case study

presented in Section 5.3, which does not consider processing times or due times.

This allows us to con�rm the e�ectiveness of the changes in formulation for serving

time-constrained tasks.

Tercio-Based. We adapt the Tercio algorithm from (Gombolay et al., 2018),

which presents an e�cient task allocation and scheduling approach for centralized

multi-robot systems. This approach iteratively computes solutions until it meets a

makespan cuto�, i.e. the maximum allowable time to complete all tasks. In each

iteration, it updates the task allocation and sequences tasks to create a schedule for

each robot. We �rst formulate the task assignment problem as a MILP

min
X

i2R

X

k2T

(pk + tik)xik (5.20a)

s.t.
X

i2R

xik = 1; 8k 2 T (5.20b)

X

i2Rj jk =2Ci

xik = 0; 8k 2 T (5.20c)

X

i2R

X

k2L

xik � jT j � 1 (5.20d)

xik 2 f 0; 1g; 8i 2 R ; 8k 2 T ; (5.20e)

where R is the set of robots i = f 1; � � � ; ng, jk is the task type of task k, L is the

set of tasks assigned in the previous iteration, and tik is the travel time from robot

i to task k. The objective (5.20a) represents the total workload by the team. The

constraints are as follows: (5.20b) ensures each task k is assigned to exactly one

robot, (5.20c) only assigns tasks to robots if they are capable of performing them,

and (5.20d) ensures the same allocation is not repeated from one iteration to the next.

Once task allocation is complete, the Tercio-based algorithm schedules tasks of each
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robot by ordering the tasks in ascending order of workload: dk � (pk + tik).

Simulations for Homogeneous Teams

We �rst present results for homogeneous teams (m = 1, one task type). We observed

few di�erences between the three algorithms, especially for n = f 4; 5; 6g robots,

whereas the TSP approach performed poorly for n = 3 robots. As an approximate of

the globally optimal solution, the Tercio-based algorithm had perfect performance of 0

tardiness and 0 late tasks across 100 trials for all values of n tested. Our approach had

the second best performance, with average tardiness values of T = f 7:5; 8:4; 0:0; 0:1g

and number of late tasks f 0:3; 0:1; 0:0; 0:0g for n = f 3; 4; 5; 6g, respectively. TSP had

the worst performance with average tardiness T = f 85:3; 27:5; 0:4; 3:6g and average

number of late tasks f 0:9; 0:3; 0:0; 0:1g. Each of the algorithms had the best perfor-

mance compared with both heterogeneous cases, which is expected, as all robots have

the ability to serve all tasks that appear. On the other hand, in the heterogeneous

case robots may have to travel farther than others to serve tasks. For example, if �ve

robots have capability j = 1, the partition P 1 has 5 cells, and each robot need only

travel within its cell W 1
i to serve tasks j = 1. However, if only two of those robots

have capability j = 2, Q is partitioned into 2 cells for partition P 2, and the two robots

must travel farther than others (outside their W 1
i cell) to serve tasks j = 2.

Simulations for Heterogeneous Teams

The results for heterogeneous teams (m = 3 and m = 5 task types) are shown in

Figure 5�7. In all cases, we observe a decrease in total tardiness and the total number

of late tasks with increasing numbers of robots; given the same environment and

number of task appearances, more robots can complete tasks more quickly. Overall,

we observe the Tercio-based algorithm had the best performance. We do notice

that in the n = 3 robots case, the Tercio-based algorithm did not perform as well
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compared with n >= 4 robots. This appears to be a result of frequent reallocation

and rescheduling, wherein robots would oscillate between tasks, and thus tasks would

take longer to be completed. For n � 4 robots, the Tercio-based algorithm and

our approach had signi�cantly fewer late tasks than the TSP approach. While the

Tercio-based algorithm overall had fewer late tasks than our approach, tardiness is

comparable between the two approaches, indicating that, while our approach may

have a few tardy tasks, tardiness is not drastic.6

Overall, our results show that, by maximizing reputation, we minimize total tar-

diness and number of late tasks. Because we observe few late tasks and minimal

task tardiness, we conclude our ACS-inspired algorithm results in robot paths that

consistently converge to optimal solutions (Proposition 5.1) that minimize travel time

(Corollary 5.1) and prioritize earlier due times (Corollary 5.2). In fact, our approach

achieves comparable performance compared to a centralized globally optimal (Tercio-

based) solution. We also show we can accommodate various team sizes and task

types.

5.4.5 Section Conclusions

In this section, we present a distributed approach to dynamic task allocation and

scheduling of heterogeneous tasks with multi-robot teams. Our approach allocates

and schedules tasks based on the reputation of each robot to serve tasks on time.

We invoke weighted heterogeneous Voronoi-based coverage control to dynamically

assign tasks to robots. We propose an ACS-based approach for each robot to plan a

path between its assigned tasks, with the objective of maximizing its reputation. We

performed simulations comparing our approach with our previous work and a state-

of-the-art algorithm. Results show our approach achieves near-optimal performance
6A video of our approach with 6 robots and 3 task types is available here:

https://youtu.be/KDzOVb6t-Jg

https://youtu.be/KDzOVb6t-Jg
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to the centralized state-of-the-art.

5.5 Chapter Takeaways

In this chapter, we introduce agent reputation as a metric for assessing the historical

performance of teammates in a multi-agent team. Robots can utilize this reputation

to balance the workload among the team by modifying the amount of area coverage

using weighted Voronoi diagrams. We �rst apply this approach in Section 5.3 to

enable robots to serve as many tasks as possible, and show that accounting for agent

reputation allows the team to serve more tasks than when reputation is neglected. In

Section 5.4, we formulate reputation as agent tardiness, and agents take actions to

maximize their reputation to serve tasks on time. Because robots modify behavior

based on observations of teammates, our methods presented in this chapter may be

applied to teams where agents may be robot or human.
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Chapter 6

Conclusions

This dissertation explores two challenges of building collaborative heterogeneous robot

teams, namely various levels of inter-agent interaction and known information about

teammates. We examine three scenarios of collaborative autonomy, from collabora-

tive human-robot navigation to collaborative multi-robot and multi-agent teams. We

propose control policies and algorithms, providing analytical guarantees to prove sta-

bility and performance, and present randomized simulations and hardware-in-the-loop

experiments to validate performance.

6.1 Thesis Summary

In Chapter 3, we introduce collaborative navigation(co-navigation), in which a hu-

man and robot work together to navigate to a shared goal (top left in Figure 6�1).

While the human makes high-level steering decisions during teleoperation, the robot

provides force feedback to communicate collision avoidance and path suggestions via

non-holonomic RRT*. We propose two solutions to co-navigation. Our �rst solution

(Section 3.2) generates normal forces away from obstacles and toward the suggested

path, and provides minimal robot autonomy and minimal feedback under light com-

putation. Our second solution (Section 3.3.2) provides smoother and more optimal

feedback by invooking CBFs for collision avoidance and a CLF for route suggestions

along a prede�ned path. In both approaches, we guarantee collision avoidance and

guidance to the goal.
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Figure 6�1: This dissertation addresses two major challenges of build-
ing collaborative heterogeneous teams. Speci�cally, we focus on various
levels of inter-agent interaction and inferred teammate information.

We move toward collaborative multi-robot teams in Chapter 4, presenting a cover-

age control approach to spatial resource allocationin a highly dynamic environment

(Figure 6�1, bottom right). Here, we consider a heterogeneous multi-robot team,

with each robot equipped with a unique set of resources and supply constraints for

each resource. The team must distribute its resources across an environment, with

demand for each resource represented as a continuous distribution over the space.

We de�ne a time-varying density to represent the lack of resources over the envi-

ronment, and invoke Voronoi-based coverage control to drive robots to demand. We

show our this approach minimizes the locational cost of the entire team, and that

robots keep demand at a steady state, even when demand is injected into the system.

To ensure robots can perpetually serve demand, we propose four di�erent replen-

ishing algorithms, with the goal of minimizing the maximum demand. Simulations
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and hardware experiments show robots can perpetually serve demand under bounded

injected demand.

While Chapter 4 considers a continuous demand, in Chapter 5, we consider dis-

crete demand (Figure 6�1, bottom middle). Here, we the scenario in which individual

robot performance varies over time. We introduce robot reputation as a metric of

robot variability. Robots observe the historical performance of their teammates and

modify their behavior as needed to promote a more equitable workload among team-

mates and ultimately improve the overall team performance. We propose a weighted

heterogeneous Voronoi-based coverage control approach to allocate tasks, with cell

weights based on robot reputation, such that robots are responsible for serving tasks

within their cell(s). With a higher reputation compared to its neighbors, a robot

increases its cell size and takes on the tasks of its neighbors. An ablation study

shows that weighing cells based on reputation improves the overall team performance.

Within this work, we introduce a solution for dynamic task allocation and sequencing

of distributed heterogeneous teams, in which robots maximize their reputation and

solve an ACS-based algorithm to sequence their assigned time-constrained tasks. Our

results show this approach achieves comparable performance to the state-of-the-art

centralized approach.

6.2 Future Work

In studies involving haptic feedback, user experience is key to understanding and

proving the e�cacy of the approach. While we presented human-in-the-loop demon-

strations with a force feedback device and ground robots, future work could involve

a user study to fully validate the two algorithms, providing further insight into the

performance, and potentially the applications. Additionally, in Section 3.2, we pro-

pose a naive prediction of the user goal, which resulted in disagreements between the
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human and robot. Therefore, future work could explore more sophisticated meth-

ods of determining the user’s long-term and long-term goals for generating suggested

RRT* paths. Future work could also combine the main advantages of our two works,

namely, the smoothness of the CLF-CBF approach with the �rst approach’s potential

for use in unknown environments. In particular, the path search algorithm proposed

in Section 3.2 could be used to dynamically search for a path to a predicted long-term

user goal. Meanwhile, CBF can be used for collision avoidance around local obstacles,

and CLF can be used for guidance along the suggested path.

In Chapters 4 and 5, we assume robots have full, real-time knowledge of team

performance. Speci�cally, Chapter 4 assumes robots have access to demand locations,

demand levels, and robot resource levels, and Chapter 5 assumes robots have access

to global task locations. Future work could explore relaxing these assumptions. One

solution is to have robots explore the space within their cell(s) to gather demand/task

information, balancing the objectives of service and information gathering. Another

option is to de�ne one of the robot capabilities as an \exploring" capability. Here,

robots who are capable of gathering information will each be assigned a cell, and the

areas in need of exploration can be de�ned by the exploration density function which

could, for example, represent the \demand uncertainty," encouraging robots to move

to and explore areas of higher uncertainty. In both of these solutions, the information

gathered by individual robots can be shared with the rest of the team to construct a

comprehensive density function.

Finally, the heterogeneous Voronoi partitioning presented in Chapters 4 and 5

assume a convex environment and no collisions. The assumption of a convex environ-

ment may limit our approaches to teams of drones or robots in large open �elds. Fu-

ture work could explore the heterogeneous partitioning of non-convex environments.

The heterogeneous partitioning also may cause robots to collide when any two robots
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do not belong to the same partition. While our experiments in Chapters 4 enabled

collision avoidance for robots in replenishing mode, the CBF formulation prioritized

collision avoidance over navigating to the goal. Future work requiring close interac-

tions between robots could investigate other navigation options that balance collision

avoidance and and coverage tasks.
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Appendix A

Index of Notation

Here we provide the notation used in this thesis.

A.1 Collaborative Navigation (Chapter 3)

A.1.1 From Section 3.2
Variables
qr = [xr; yr; �r]T . . . robot pose
_qr = [ _xr; _yr; _�r]T . . . robot velocity
_qu = [vu; !u]T . . . user velocity (steering) command
vr; !r . . . linear and angular velocities of the robot
f = [fv; f!]T . . . total haptic force applied to the user
fo; fc . . . obstacle and collision avoidance forces, fo; fc 2 R2

qg = [xg; yg; �g]T . . . predicted user goal
P . . . suggested safe path for the user to follow
�p; �o . . . distance from qr to P and to nearest obstacle edge
uc; uo . . . unit vector corresponding to fc and fo

Constants
Q . . . environment through which the robot navigates, Q 2 R2

k . . . scalar constant to modify the magnitude of f
d . . . obstacle detection radius
�sf

obs . . . safe distance from an obstacle
vmax; amax . . . maximum velocity and acceleration of the robot
tahead = vmax

amax
. . . look-ahead time

�t = ti+1 � ti . . . time step
R . . . radius of the robot
�a . . . distance to an obstacle at which fc is activated
Cact . . . maximum distance from P such that fo is active
Cmin . . . minimum distance from P such that fo is active
Cmax . . . minimum distance from P at which fo is maximum
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A.1.2 From Section 3.3
x . . . robot position, x 2 R2

xtg . . . temporary goal, xtg 2 R2

xf . . . �nal goal, xf 2 R2

xobs;i . . . position of obstacle i, xobs;i 2 R2

robs;i . . . radius of obstacle i, robs;i 2 R
V (x) . . . control Lyapunov function, V : Rn ! R
uclf . . . control input for route suggestions, uclf 2 R2

ucbf . . . control input for collision avoidance, ucbf 2 R2

uref . . . user steering input, uref 2 R2

F . . . force, F 2 R2

kf . . . constant parameter to adjust the magnitude of F , kf 2 R+
T . . . tree produced by RRT*
P . . . suggested path
dmax . . . maximum permissible distance between the robot and

the path P ; dmax 2 R+
c . . . lookahead parameter used to de�ne xtg, c 2 R+
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A.2 Multi-Resource Coverage (Chapter 4)

Q . . . bounded, convex environment in R2

q . . . points in Q
pi . . . position of robot i, pi 2 Q
_pi . . . velocity of robot i
�j . . . location of demand peak, �j 2 Q
D . . . set of all demand locations, j 2 D
R . . . set of all robots, i 2 R , covering demand
X . . . set of robots, i 2 X , in replenishing mode
S . . . set of all resource types k 2 S
P j . . . set of robots assigned to partition j
Dj . . . spatial representation of the demand j
Sj . . . spatial representation of the supply in partition P j

�j(�) . . . density function associated with demand j, �j : R2 ! R
dk

j . . . demand of resource k that is required at location j
sk

i . . . supply of resource k that is carried by robot i
V j

i . . . Voronoi cell for robot i in partition j
mj

i . . . mass of V j
i given the density �j

cj
i . . . centroid of V j

i given the density �j

J j
i . . . individual cost of robot i in partition j
J . . . total cost of the team in all partitions
ui . . . control input for robot i
_dk
j . . . demand dynamics; rate of change of resources of type k required

(demanded) at location j
_sk
i . . . rate at which robot i’s resources of type k changes

_sk
ij . . . the rate at which robot i supplies resources of type k to demand j;

_sk
ij : R2 ! R

�k
j (t) . . . injected demand for resources of type k at location j at time t,

�k
j : R ! R

mk
ij . . . mass corresponding to a particular resource k within V j

i
�t . . . time step
h . . . constant prediction horizon, h 2 R+

� . . . clock tick interval, � 2 R+; decision making occurs every �
units of time

sk
i . . . number of resource k robot i carries
si;pred . . . total predicted number of resources, si;pred 2 R at the end of

time horizon h
BP k

j . . . blackout probability of resource k at location j
bj

i . . . replenishing bid placed by robot i at location j
W . . . set of winners of the Need-Based Auction
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A.3 Robot Reputation (Chapter 5)

n . . . number of robots
m . . . number of robot capabilities
Ci . . . set of capabilities belonging to robot i
Q . . . bounded, convex environment in R2

q . . . points in Q
pi . . . position of robot i, pi 2 Q
_pi . . . velocity of robot i
�k . . . location of task , �k 2 Q
dk . . . due time of task k, dk 2 R
pk . . . processing time of task k, pk 2 R� 0

rj
i . . . reputation of robot i associated with capability j, rj

i 2 R+

M . . . reputation memory, number of most recent tasks that
contribute to the robot reputation, M 2 Z+

sk . . . time at which task k is served
Ti . . . set of tasks assigned to robot i
jT j

i (sk)j . . . total number of tasks of type j assigned to robot i at the
time task is served, sk, jT j

i (sk)j 2 Z � 0

T j
k (sk) . . . tardiness of task k served with capability j, T j

k (sk) 2 R� 0

� . . . positive constant, � 2 R+

gi . . . generator of robot i’s cell(s), gi 2 Q
P j . . . set of robots assigned to partition j
�j(q) . . . density function associated with demand j, �j : R2 ! R
wj

i . . . weight of robot i’s cell in partition P j

V j
i . . . Voronoi cell for robot i in partition j
W j

i . . . weighted Voronoi cell for robot i in partition P j

mj
i . . . mass of V j

i given the density �j

cj
i . . . centroid of V j

i given the density �j
H W (g) . . . weighted locational cost function
� . . . proportional gain, k 2 R+

dj
ik . . . length of the Voronoi boundary shared by robots i and k

in partition j
h . . . bandwidth of the Gaussian kernel
K(q; �;h) . . . kernel for event location � with bandwidth h, K : R2 ! R
�j;est(q) . . . estimated density function of partition P j as given by

the kernel K, �j : R2 ! R
nj . . . number of tasks of type j that contribute to the estimated

density �j;est, nj 2 Z+

ui . . . control input for robot i
T . . . set of all unserviced tasks
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�(x; y) . . . in ACS, the attractiveness of moving from node x to node y
c . . . constant for weighing the service time, c 2 R+

Tscheduled . . . total processing and travel time of tasks already scheduled
C(x; y) . . . total workload of moving from task x and serving task y
vi;max . . . maximum velocity of robot i, vi;max 2 R+

�(x; y) . . . in ACS, pheromone level on edge (x; y)
��(x; y) . . . in ACS, change in pheromone level on edge (x; y)
N . . . number of iterations in ACS algorithm
Si . . . path planned by robot i
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Appendix B

Mass, Centroid, and Density Derivations

Here, we provide additional detail in the derivation of mj
i , c

j
i , and �j introduced in

Chapter 4. We derive the partial derivatives of mj
i and cj

i using Reynolds Transport

Theorem (Kundu et al., 2012). Di�erentiating cj
i from (2.14) with respect to robot

position and time using Reynolds Transport Theorem, we obtain

@cj
i

@pi
=

X

l2N j
i

Z

V j
i (p)

(q � pi)�j(q; p; t)(pl � pi)T

mj
i kpl � pik2

dq +
1
mj

i

Z

V j
i (p)

(q � cj
i )
@�j(q; p; t)

@pi
dq

+
X

l2N j
i

Z

@V j
i (p)

(q � cj
i )�j(q; p; t)(q � pi)T

mj
i kpl � pik

dq;
(B.1)

and
@cj

i

@t
=

1
mj

i

Z

V j
i (p)

(q � cj
i )
@�j(q; p; t)

@t
dq; (B.2)

where N j
i is the neighbor set of robot i in partition j. Similarly, @mj

i
@t and @mj

i
@pi

can be

computed from (2.14) to obtain

@mj
i

@t
=

Z

V j
i (p)

@�j(q; p; t)
@t

dq;

@mj
i

@pi
=

Z

V j
i (p)

@�j(q; p; t)
@pi

dq +
Z

@V j
i (p)

�j(q; p; t)
X

l2N j
i

(q � pi)T

kpl � pik
dq:

Next, we provide the partial derivatives of the density function �j(q; p; t) required

to compute the partial derivatives of mj
i and cj

i . For this paper, we consider static dk
j ,
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sk
l , and �j 8i; j; k. Thus, the only time-varying components of the density function

are the robot positions pl. Therefore, the partial derivatives of the density function

with respect to position and time, required to compute (B.1) and (B.2) respectively,

are

@�j(q; p; t)
@pi

= �
X

k2S ;dk
j 6=0

2sk
l

�
(q � pi)T �� 1 exp

�
�

1
�

(q � pi)T �� 1(q � pi)
�
Dj

(Sl)2 ;

and

@�j(q; p; t)
@t

= �
Dj

(Sl)2

X

l2N j
i

X

k2S ;dk
j 6=0

2sk
l

�
(q � pl)T �� 1 _pl exp

�
�

1
�

(q � pl)T �� 1(q � pl)
�
:

In order to meet dynamic demand, we need to update our control policy to account

for _dk
j , _sk

i , and _�j. As stated in the proof of Lemma 4.1, these terms only appear in
@�j

@t . Therefore, to guarantee that our control policy proposed in (Co�ey and Pierson,

2023b) meets dynamic demand, we need to update @�j

@t as follows:

@�j

@t
=
Dj

Sj

 
2
�

(q � �j)�� 1 _�j +
DjP
k2S dk

j

!
X

k2S

_dk
j �

Dj

(Sj)2

X

l2P j

(
2

P
k2S s

k
l

�
(q � pl)�� 1 _pl

+
X

k2S

_sk
l )

X

k2S

sk
l exp

�
�

1
�

(q � pl)T �� 1(q � pl)
�
:

(B.3)

Then, @�j

@t is used to compute @mj
i

@t and @cj
i

@t , which are required for the optimal input

(4.8).
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