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ABSTRACT

While generative adversarial networks (GAN) have been widely applied in vari-

ous settings, the competitive deep learning frameworks such as GANs were not as

popular in medical image processing and even less widely applied on high resolution

data due to the issues related to their stability. In this dissertation, we examined op-

timal ways of modeling a generalizable competitive framework that can alleviate the

inherent stability issues while still meeting additional objectives such as to achieve

prediction accuracy of a classi�cation task or to satisfy other performance metrics on

high dimensional data sets.

The �rst part of the thesis is focused on exploring better network performance

in a non-competitive setting with a closed-form solution. (1) We introduced Pyra-

mid Encoder in seq2seq models and observed a signi�cant increase in computational

and memory e�ciency while achieving a similar repair rate to their non-pyramid
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counterparts. (2) We proposed a mixed spatio-temporal neural network for real-time

prediction of crimes, establishing the feasibility of a convolutional neural network

(CNN) in the spatio-temporal domain. (3) We developed and validated an inter-

pretable deep learning framework for Alzheimer’s disease (AD) classi�cation as a

clinically adaptable strategy to generate neuroimaging signatures for AD diagnosis

and as a generalizable approach for linking deep learning to pathophysiological pro-

cesses in human disease. (4) We designed and validated an end-to-end survival model

for prediction of progression from mild cognitive impairment (MCI) to AD, and iden-

ti�ed regions salient to predicting progression from MCI to AD. (5) Additionally, we

applied a supervised learning framework in Parrondo’s Paradox that maps playing

history directly to the decision space, and learned to combine two individually-losing

games to have a positive expectation.

The second part is focused on the design and analysis of neural models in a

competitive setting without a closed-form solution. We extended the models from

tackling a single objective to multiple tasks, while also moving from two-dimensional

images to three-dimensional magnetic resonance imaging scans of the human brain.

(1) We experimented with domain-speci�c inpainting with a concurrently pre-trained

GAN to recover noised or cropped images. (2) We developed a GAN model to enhance

MRI-driven AD classi�cation performance using generative adversarial learning. (3)

Finally, we proposed a competitive framework that could recover 3D medical data

from 2D slices, while retaining disease-related information.
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Chapter 1

Introduction

Arti�cial intelligence (AI) is now playing several important roles in various �elds

that require intelligent strategic decisions, (e.g., AlphaGo), or in computer sensing

and reasoning (e.g., autonomous driving). Consequently, AI-related approaches are

emerging in related areas, such as computer vision, code processing, event prediction,

etc. Prior to the proposition of generative adversarial networks, a large amount of

work was mainly focused on learning from the errors calculated from the di�erence be-

tween the outputs and targets. Generative adversarial network (GAN), unlike many

other structures, focuses on learning from the competing process between the genera-

tor and the discriminator. By introducing the zero-sum framework from game theory,

this competitive structure brought a new view of the network design: instead of com-

peting with the environment, we can let the networks compete with each other. Since

its introduction, various versions of GANs have emerged to tackle di�erent problems.

For instance, the �rst GAN by (Goodfellow et al., 2014) enabled the competition

between two simple networks and successfully trained a model that produces images

that are visually realistic (on MNIST, CIFAR-10, etc). The following papers then

introduced more complex networks which strengthened the learning ability of GANs,

as well as the other abilities to produce better results (e.g., deep convolutional GAN

by (Radford et al., 2015), conditional GAN by (Mirza and Osindero, 2014), etc.).

However, GANs also have their innate disadvantages, and have caused various

problems when researchers apply them. For instance, (a) because of its design, it
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is tricky to design and train a GAN without careful tuning. (b) Since the objective

function of the model is an equilibrium, we do not have a closed form of solution

like many other problems. (c) On the other hand, a normal GAN does not work as

well in prediction: it is not designed for solving problems such as y = ax2 + bx + c,

rather, it was intrinsically designed to be generating a sample that belongs to a certain

distribution. This problem escalates when it advances into a more complex setting.

Therefore, though there are some approaches that help this type of framework in

these di�cult tasks, the same techniques may not perform well on higher dimensional

data, resulting in a lack of robustness across di�erent tasks. (d) Last but not least,

since most of the generators were only encouraged to generate data that appear to be

realistic, they are mostly limited to less serious problems such as creative tasks. In

this dissertation, we will discuss the ways that lead us to both solving single-objective

problems, as well as a generalizable competitive framework that can alleviate the

inherent issues mentioned earlier; we will explain how the framework can combine with

additional objectives (i.e., classi�cation enhancement) and achieve stable, promising,

and robust performance.

In the following sections, we will �rst provide a basic background of competitive

learning frameworks, including the relevant structures and the theory. We will then

discuss how related work approaches individual problems from di�erent directions,

which are mostly looking for better network’s performance in a non-competitive set-

ting (i.e. networks do not need to compete with each other, but just need to solve a

static problem). The following sections present the work that designs and analyzes

networks in a competitive setting on image processing tasks, and further extends from

single objective to multiple tasks, and from two-dimensional (2D) images generation

to volumetric medical image processing.

The �rst work, pyramid encoder, could be applied as an e�cient information
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encoder for generative models due its improvement in computational and memory ef-

�ciency. In section 2.2, we will discuss our work in programming language correction

(PLC), which can provide suggestions for people to debug code, identify potential


aws in a program, and help programmers to improve their coding skills. Generally,

code errors consist of two categories: one is explicit, syntax errors; the other is im-

plicit, logic errors that could cause failure during program execution such as memory

allocation errors, redundant code, etc. The syntax error problem is relatively well-

studied, most compilers are able to catch and correct them, which is not di�cult even

for beginner programmers. The latter problem, however, is much more challenging

due to several reasons. First, the error space is vast. For example, Error-prone, a

rule-based Java code error detector developed by google, identi�es 499 bug patterns.

Second, recognizing and correcting these bugs requires a higher level of understanding

of the code, including identifying relationships between objects, making connections

between blocks, matching data types etc. These errors could be seen in even expe-

rienced programmers and can be time consuming to correct manually. In our work,

the seq2seq models with Pyramid Encoder, achieved a signi�cant increase in compu-

tational e�ciency and memory e�ciency while also achieving a similar repair rate to

their non-pyramid counterparts on automatic correction of logic errors.

In section 2.3, we present a mixed spatio-temporal neural network that is designed

for crime prediction for spatial temporal prediction problems; besides, this work also

brings conclusions of various CNNs and RNNs’ performance on spatio-temporal data,

serving as a guide for related tasks such as Alzheimer’s Disease prediction. If the

potential crime event can be accurately predicted, then the local police department

could �nd it easier to handle local safety issues. However, according to (Brantingham

et al., 2017), crime is stochastic and sparse in both space and time in statistical view,

thus prediction of it becomes a complex and challenging spatio-temporal problem.
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Besides, one needs to also consider various additional factors that potentially a�ect

the crime rate, such as education rate, on-going events, local time and weather, as

well as those that are tricky to be quantitatively described. However, these factors

may have di�erent impacts on crime rates when combined together. For instance, rain

may decrease the number of crimes, while sport games may increase it; but when they

are happening together, it would not be easy for one to know which factor a�ects the

crime rate more signi�cantly. In the work, we proposed a CNN based approach, which

combines various methods (i.e. skip-connections, encoder for external information

vector, time-based convolutional blocks, etc) in neural networks to handle the spatial

temporal prediction problem. We also applied Bayesian optimization to e�ciently

tuning the hyper-parameters for optimal performance. The model’s performance on

a dataset released by LA Police Department (LAPD) demonstrates CNN’s ability

in predicting potential crimes in a spatio-temporal style. Consequently, in the 3D

reconstruction problem, we propose CNN-base structures as the main component of

the framework.

In medical areas, recent studies have demonstrated the potential of deep learning

approaches such as convolutional neural networks (CNNs) for MRI and multimodal

data-based classi�cation of cognitive status (Qiu et al., 2018). Despite the promising

results, these models have yet to achieve full integration into clinical practice for

several reasons such as lack of external validation, interpretability, etc. In section

2.4, we propose a CNN-based network as an interpretable deep learning approach

for Alzheimer’s disease (AD) classi�cation, which also provides an adaptable strategy

to generate signatures for AD diagnosis (Qiu et al., 2020). This work resolves the

validation challenges and also provides a transparent decision-making process, thus

strengthening the deep neural network’s potential in related areas and improving

patient care, as well as pave the way for explainable evidence-based machine learning
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in the medical imaging community.

Besides AD identi�cation, there is a pressing need to identify persons at risk of

progressing to AD from subclinical AD or mild cognitive impairment (MCI), as they

may bene�t the most from early interventions and management. To this end, several

novel frameworks have been developed to identify individuals with normal cognition

or MCI at risk of progressing to AD using imaging (Ding et al., 2019; Iddi et al., 2019;

Lin et al., 2018; McRae-McKee et al., 2019) and CSF biomarkers (Buchhave et al.,

2012; Fagan et al., 2007; Li et al., 2016; Lista et al., 2014; Michaud et al., 2015).

However, techniques employing these methodologies have largely and implicitly as-

sumed AD to be a singular entity, as they focus speci�cally on the binary task of

di�erentiating between persons with MCI who progress to AD and those who do not.

Individuals who do ultimately progress to AD have di�erent progression trajectories

that are largely dependent on the pattern of neuropathology in addition to factors

such as cognitive resilience and cognitive reserve. As such, AD is increasingly under-

stood as a pathologically and clinically diverse entity, particularly in its early stages

(Vogel et al., 2021). Prognostic tools that are capable of utilizing patterns of change

in distinct brain regions to predict progression to AD from subclinical AD or MCI

are ideal candidates, as optimal treatment may di�er based on patterns of amyloid or

tau distribution, or on the basis of emerging pathological hallmarks such as TDP-43.

In section 2.5, we discuss an end-to-end survival model for prediction of progression

from mild cognitive impairment (MCI) to AD. We applied various deep learning net-

works with modi�ed loss in predicting the survival possibility for Alzheimer’s Disease.

We experimented these networks’ performance on Alzheimer’s Disease Neuroimag-

ing Initiative (ADNI) cohort and National Alzheimer’s Coordinating Center (NACC)

database. We found that upon this task, multiple layer perceptrons and convolutional

neural networks performed better and more stable than more complex networks such



6

as transformers.

The Parrondo’s paradox arises when alternating playing two individually-losing

games could potentially yield a winning expectation. This counter-intuitive phe-

nomenon happens not only in theories, but also in actuality. Therefore, research of

deep learning in this paradox is bene�cial for many areas, such as medical treatment

of di�erent diseases. In section 2.6 of this chapter, we show a supervised learning

framework applied in Parrondo’s Paradox, which maps playing history directly to the

decision space for winning strategy searching (Zhou et al., 2018). The Parrondo’s

Paradox describes the situation where combining two individually-losing games could

yield, counter-intuitively, a winning expectation. While the optimal combination

strategy could be found by dynamic programming when perfect information is avail-

able, �nding the optimal strategy is still largely an unsolved problem when the games

and the current state are unknown. In this work, our results show that the pro-

posed network learned to combine two individually-losing games to have a positive

expectation 6 times better than random alternating.

Since the introduction of Generative Adversarial Network (GAN), this kind of

competitive framework has gathered signi�cant attention and popularity among ar-

ti�cial intelligence (AI) researchers and developers. Di�erent from other generative

models such as Restricted Boltzmann Machine (RBM) and Deep Belief Net (DBN),

GAN doesn’t require any Markov Chain to approximate the partition function. This

makes the GAN attractive for various generative tasks including inpainting. As one of

the interesting topics in image processing, recovering defects or deformed images has

been examined to ascertain whether it is possible to be solved by GANs. However,

due to the structure of the original Generative Adversarial Networks, this task cannot

be directly solved by GAN. In section 3.1, we present a concurrently pretrained GAN

based on deep convolutional GAN’s and Wasserstein GAN’s structures for domain
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speci�c inpainting (Zhou et al., 2017a). Various approaches have been used including

the generative model using deep neural network, modi�ed inputs for the generator,

application of pre-trained classi�cation model, etc. Besides, this paper proposed a

special data feeding approach which concurrently trains the generator and discrim-

inator of a GAN to further improve the performance of domain speci�c inpainting

tasks. This architecture is evaluated and tested on two di�erent domains. The results

re
ect the feasibility of the approach, and compared to the existing semantic inpaint-

ing methods, this architecture further improves both numerical loss and classi�cation

accuracy.

In medical �eld, rapid improvements in neuroimaging techniques such as magnetic

resonance imaging (MRI) have led to more sensitive methods of identifying neurode-

generation associated with Alzheimer’s disease (AD) pathology (Sperling et al., 2014).

Evaluation of the pathophysiological changes on MRI could potentially facilitate the

discovery of new treatments and help patients, families, and clinicians. Accurate de-

tection of AD using MRI is contingent on the signal-to-noise ratio (SNR) of the scan

data, which is directly connected to instrument-related parameters such as magnetic

�eld strength. As such, scanner improvements can lead to increased sensitivity to

detect subtle biological changes. Nevertheless, image-based screenings of at-risk indi-

viduals are usually carried out by relying on a single scanner technology. This means

that the ongoing national studies can allow us to generate AD classi�cation models

with accuracies that are bounded by advancements in the scanners. Some of the ap-

plications include image generation with improved properties such as achieving super

resolution or better quality (Wang et al., 2020b; Gu et al., 2020; Kim et al., 2018;

Hagiwara et al., 2019; Delannoy et al., 2020; Tan et al., 2020), data augmentation

(Fahimi et al., 2020; Li et al., 2020; Wu et al., 2020), segmentation (Delannoy et al.,

2020; Li et al., 2020; Wu et al., 2020; Shi et al., 2019; Hamghalam et al., 2020), image
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reconstruction (Shaul et al., 2020; Do et al., 2020; Quan et al., 2018; Yang et al.,

2017), image-to-image translation (Lei et al., 2019; Nie et al., 2017; Yang et al., 2020;

Uzunova et al., 2020), and motion correction (Sundar et al., 2021; Johnson and Dran-

gova, 2019). While these important studies have demonstrated the exciting prospect

of using GAN architectures, there is a limited amount of work that has focused

on utilizing the generated images for subsequent tasks such as disease classi�cation

(Nagasawa et al., 2020). In section 3.2, we will discuss the GAN model developed

to enhance MRI driven AD classi�cation performance using generative adversarial

learning, which was trained along with a 3D fully convolutional network using the

generated images as inputs to predict AD status (Zhou et al., 2021). The model is

tasked to produce images of improved quality while also augment image-based classi�-

cation performance. As a result, the 3T*-based FCN classi�er performed better than

the FCN model trained using the 1.5-T scans. Additionally, we found that the mean

quality of the generated (3T*) images were consistently higher than the 1.5-T im-

ages, as measured using SNR, BRISQUE, and NIQE on the validation datasets. This

study demonstrates a proof of principle that GAN frameworks can be constructed to

augment AD classi�cation performance and improve image quality.

The quality of the MRI scan can play an important role in accurately quantifying

regions attributed to disease. Moreover, since the raw MRI scans are not acquired

in the image space, image reconstruction algorithms are needed to transform the

acquired raw data into image representations that are readily interpretable by the

clinicians. If the objective of reconstruction can be modi�ed such that images with

high SNR are generated while facilitating accurate diagnosis of disease, then the prac-

tical implications of such frameworks can be profound. While our study (section 3.2)

established a proof-of-principle that competitive deep learning can be leveraged to

achieve multiple objectives, the data that was utilized to achieve the goal is not rou-
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tinely available in most real-world scenarios. Therefore, GAN approaches that can si-

multaneously address dual objectives in a more practical setting can be tremendously

helpful. In section 3.3, we will explain a generalizable competitive framework that

alleviates such issues and achieves stable and satisfying performance on recovering

3D medical data, while also boosting the MCI to AD progression identi�cation. The

proposed framework considers both general and local information of the data, with

supportive additional models to further re�ne and improve the �nal outputs. After a

successful training, the generator could reconstruct a 3D object with su�cient accu-

racy given a few 2D slices of this object. The results verify our framework’s ability

of reconstructing while also preserving and recovering disease-related information.
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Chapter 2

Non-Competitive Framework

This section will �rst go through some basic backgrounds to provide an overview of

the �eld. Then, we will discuss how our works approach various tasks including lan-

guage processing, where we introduce our pyramid encoder for better computational

and memory e�ciency in training seq2seq models (section 2.2); (2) a mixed spatio-

temporal neural network on real-time prediction of crimes, revealing the feasibility of

a convolutional neural network (CNN) in the spatio-temporal domain (section 2.3);

(3) an interpretable deep learning framework for Alzheimer’s disease (AD) classi�-

cation as a clinically adaptable strategy to generate neuroimaging signatures for AD

diagnosis and as a generalizable approach for linking deep learning to pathophysio-

logical processes in human disease (section 2.4); (4) an end-to-end survival model for

prediction of progression from mild cognitive impairment (MCI) to AD, and iden-

ti�ed regions salient to predicting progression from MCI to AD (section 2.5); and

a supervised learning framework in Parrondo’s Paradox that maps playing history

directly to the decision space, and learned to combine two individually-losing games

to have a positive expectation (section 2.6. By inspiring or referencing parts of the

competitive framework, these works play an important factor in our framework design

and optimization.
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2.1 Backgrounds

2.1.1 Convolutional Neural Network

Convolutional neural network (CNN) is a type of deep neural network that is com-

monly applied on various tasks; besides from the vision tasks, it’s modi�ed versions

were also applied on other tasks, such as temporal-spatial issues, language process-

ing, etc. Usually, a CNN will �rst convolve the input with a few �lters, then apply

with a pooling layer to retrieve the features from the previous layer; after a few such

combinations, (and potentially with dropout layers) it may be followed with fully

connected layers (e.g. MLPs) to produce the �nal outputs. A sample CNN structure

is presented in the �gure 2�1

Figure 2�1: A sample CNN structure generated by (LeNail, 2019).

2.1.2 Recurrent Neural Network

Recurrent neural network (RNN) is a special form of arti�cial networks where the

output of the layer may be sent back again, together with new input, thus from a

directed graph. Unlike feedforward networks, RNNs contain inner states that remem-

ber information from previous input, which can help when the input is a time-based

sequence. Because of this property, RNNs are widely applied on time-correlated tasks,

such as language processing, weather forecasting, etc.
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Attention

Attention mechanism is a method that helps alleviate the network’s long-term mem-

ory and performance. By assigning weights to di�erent parts of inputs, this mech-

anism directs which part the network should focus on. Generally, a RNN with this

mechanism employed will have a better performance than the other one without at-

tention, speci�cally on longer sequences.

2.1.3 Generative Adversarial Network

As a competitive learning framework, GANs have been applied on various areas, in-

cluding image processing (i.e. generation j transformation j inpainting), natural lan-

guage correction, 3D object generation, etc. GAN is a deep learning framework that

introduces competition between two networks using zero-sum theorem from game the-

ory. The main objective of the generator is to generate samples that ‘fool’ the discrim-

inator, while the discriminator aims to identify between the generated samples and

the realistic data. The setting could be represented by a formula (Goodfellow et al.,

2014): minG maxD V (D;G) = Ex2pdata(x)[log(D(x))] + Ez2pz(z)[log(1�D(G(z)))]. As

can be seen in the formula, the generator tries to minimize the value, while the discrim-

inator competes to maximize the value. The model is trained from such competitive

learning. Generally, a GAN is considered successfully trained when the generated

samples can fool the discriminator (i.e. the discriminator gives 0.5 to both the fake

sample and the real sample).

The �rst application of generative adversarial networks is on 2D images by (Good-

fellow et al., 2014), where they pitting two MLPs with di�erent modi�cations against

each other. They experimented on datasets about numbers, faces and animals, and

successfully produced the same small-size fake images that looked su�ciently realis-

tic. The initial GAN has various defects when it was proposed, however; for instance,
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because there is no closed form of loss function, it is hard to optimize and/or stabi-

lize the performance. Another problem of the traditional GAN framework is mode

collapse - the generator may produce the same output with di�erent inputs, as it’s

objective is only to produce the fake images that look realistic.

To tackle the unstable issue, (Arjovsky et al., 2017) introduced Wasserstein GAN

(WGAN) which replaces the Jensen-Shannon divergence by Earth Mover (EM) dis-

tance as loss function. In consequence, the game can be de�ned as trying to solve

max!2W = Ex2pr [f!(x)] � Ez2pz [f!(g�(z))], where f is 1-Lipschitz discriminator and

g as the generator. (Note: Lipschitz refers to Lipschitz continuity, which indicates

strong uniform continuity for functions, and the value before it is a constant factor.

i.e. jf(x1)� f(x2)j � Kjx1 � x2j)

Deep convolutional generative adversarial network (DCGAN), proposed by (Rad-

ford et al., 2015), is a class of GANs where deep convolutional neural networks (CNNs)

were used in replace of MLPs. (Radford et al., 2015) evaluates and proposes con-

straints and methods to apply on Convolutional GANs to produce stable training in

most settings. It is worth noting that the batch norm contributes critically to training

of DCGANs. Besides from batch norm, they recommended (1) replace pooling lay-

ers with strided convolutions for discriminator and fractional-strided convolutions for

generator; (2) remove fully connected hidden layers for deeper architectures; (3) use

Tanh in generator’s last layer, and ReLU for other layers; and (4) use Leaky ReLU

for discriminator for a stable generator.

Conditional generative adversarial networks (CGAN) was proposed to generate

outputs conditioned by class labels (Mirza and Osindero, 2014). In this type of

framework, the authors add additional condition vectors to the generator and the

discriminator when training the network. The conditional vector is simply a label

indicating which type of image to generate, and would be used as additional input
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y from the random vector z to the generator and discriminator. After training, the

generator is able to generate speci�ed images based on the conditional input. As one

of the �rst attempts to have the generator output desired type of images, CGAN

inspired some following works that tries to disentangle the representations from the

input vector z. Following this work, (Isola et al., 2017) introduced reconstruction loss

(Ll1(G) = Ex;y;z[jjy�G(x; z)jj1]) to the original CGAN, and applied modi�ed versions

of generators and discriminators closely related to DCGAN. In this conditional image-

to-image translation work, their proposed pix2pix model performs nicely without

much need to hand-engineer the mapping functions.

Coupled generative adversarial networks (CoGAN), on the other hand, extends

from one vs one to multiple vs multiple (Liu and Tuzel, 2016). Speci�cally, they

introduced a framework that contains multiple generators and discriminators and

thus created a more complex multiple-player game. Such structure liberates previ-

ous restriction from paired images to unpaired images, by enforcing a weight-sharing

constraint that limits the network’s capacity, CoGAN is able to learn a joint distribu-

tion with samples drawn from the marginal distributions. (They beat the conditional

GAN in pair image generation, and even more when on tasks that are not closely

related.) Following the BiGAN, Cycle GAN is proposed, to learn the image transfer-

ring between two types of images (Zhu et al., 2017). Instead of encoding from real

images to a latent vector z, the CycleGAN proposed two generators and discrimina-

tors, where an image x 2 X will be send to G1, to try produce fake image G1(x)

that looks like images belongs to set Y ; conversely, an image y 2 Y will be send to

G2, to try produce fake image G2(y) that looks like images belongs to set X. With

corresponding loss de�ned as cycle-consistency loss.

Progressive growing GAN (PGGAN) was introduced by (Karras et al., 2017) to

improve the quality of the generated images. As the name suggests, this type of
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GAN grows during the training: in the starting phase, the generator will only take

low resolution images (i.e. 4*4), while the discriminator will take this as the input;

as the training advances, the G and D’s layers will be increased gradually, and �nally

achieve a high resolution (i.e. 1024*1024). Later, style-based generative adversarial

network (StyleGAN) emerged in the base of PGGAN to better disentangle the latent

factors of variation (Karras et al., 2019). In their network, they transform the latent

random vector into an intermediate latent space, which then controls the generator

through adaptive instance normalization (AdaIN) at each two convolutional layer.

However, they also noticed some ‘phase’ artifacts (i.e. �xed eyes, noses, etc)

caused by the progressive structure and adaptive instance normalization (Karras

et al., 2020). They instead proposed a GAN which does not apply progressive

growing technique, and removed some redundant operations and replace instance

normalization with a modulation and demodulation operation (w0ijk = si � wijk,

w00ijk = w0ijk=
qP

i;k w0
2
ijk + �).

Besides 2D data, researchers also explored competitive frameworks on 3D data.

One of the works that tries to reconstruct 3D objects from 2D images is proposed by

(Wan et al., 2019), where they inserted an image encoder before the generator and

projector before the discriminator. Their application is mainly based on previous

application of GANs however, indicating potential space for improvements. Another

work (Kniaz et al., 2019) applies a mutated version of pix2pix GANs, where they

modi�ed the discriminator that applies a U-net structure.

In the medical area, GANs were also explored and applied as in deep learning. For

instance, a combined version of WGAN and pyramid pooling with reconstruction loss,

was proposed recently to increase the resolution of magnetic resonance imaging (MRI)

scans and achieved satisfying results in enhancing the 3D brain MRI (Wang et al.,

2020b). Similarly, some other variants also were introduced on 3D medical image
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reconstruction, i.e. X2CT-GAN, applied a dual input generator in a varied version

of pix2pix GAN (Ying et al., 2019). Other commonly used versions, besides vanilla

GAN, include BiGAN, CycleGAN, VAEGAN (Yi et al., 2019), InfoGAN (Chen et al.,

2016) etc. However, there has not been a work that tries to reconstruct entire 3D data

from slices of an object. These works are either reconstructing a coarse 3D model

using a single image, or rebuilding based on a target synthesized by other software.

Such way the network could only get ‘close’ to the software performance, but never

exceeds it, which is a defect of the proposed way.
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2.2 Pyramid Encoder in Seq2seq Models

At present, most work in language correction used rule-based methods [(JetBrains,

2016) (Synopsys, 2016) (Google, 2016a) (Google, 2016b) (Singh et al., 2013)], using

static analyzers, code transformations or control 
ow to identify bug patterns and

make correction. These methods are quite mature, some are even commercialized, like

Resharper. Machine learning methods, however, have been a minority, and relatively

new. There is also no canonical solution, people have used methods varying from

reinforcement learning to recurrent neural networks.

Given the good performance and wide usage of rule-based PLC methods, there

is a major drawback: these methods are often case speci�c. The developer had to

design a speci�c correction strategy for each bug pattern. For example, the core code

body of Error-prone contains 499 javascript, each is responsible for a type of error.

Therefore, rule-based PLC often requires large human labor to build. It also su�ers

from incompleteness and incapability of dealing with exceptions. In the long run, one

could consider rule-based PLC vs. machine learning PLC as rule-based translation

vs. Statistical Machine Translation. Machine learning methods have the following

advantages: First, they are self-su�cient, they teach themselves, requiring a minimum

amount of human development. Second, they can do self-improvement and self-

prediction by grabbing data from users. Third, after a su�cient amount of training,

one can expect them to perform better with coding style and 
uency, like machine

translations can. One main obstacle that prevents machine code correction being as

successful as machine translation is a general lack of data, which will be elaborated

in the latter paragraph. This further leads to another drawback: insu�cient training.

However, machine code correction has an unlimited potential if more studies are

carried out and more datasets are produced. This work aims to provide a successful

example that might inspire further research on machine code correction.
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Despite good intentions of replacing hand-designed rule-based PLC method with

Machine Learning based PLC method and its merits discussed above, some may

express concerns about its environmental costs, as such concerns have been raised by

ethical AI researchers (Hao, 2019). Although generally we do not agree such concerns

should overshadow the value of liberating human labor and pursuing potentially much

better performances (as one did in Machine Translation), we leave such judgement to

our readers.

The machine learning models we choose are seq2seq models. Seq2seq (sequence

to sequence) model is a group of neural network based models. It usually consists of

an encoder and a decoder. The encoder takes a sequence as input, and produces an

encoded representation of the input sequence. The decoder takes this representation

and produces an output sequence. It has been proved to be very successful in neural

machine translation, natural language correction, text generation, etc. An example

of a seq2seq model structure is shown in �gure 2�2. The ith layer takes the output

of the previous layer (h(i�1))as its input. a is the context vector, which can be cal-

culated using di�erent attention mechanisms. Our results show that seq2seq models

successfully repair over 70% of the code instances if the beam search size is 1, and

over 90% if the beam search size is 5.

Instead of just using the regular seq2seq model, we introduce pyramid encoder

structure to better suit the code correction task. The motivation is as follows: For

NLC problems, the model works on a sentence level, the average length of a sentence

lies around dozens of words, However, for PLC problems, the model works on the

whole code instance. The average length of code instances in PLC are usually hun-

dreds of syntax words, which results in enormous computational cost and memory

requirement. Pyramid structure aims to reduce these costs by contracting the data


ow and discard redundant information. Figure 2�3 (Pyramid Encoder reduces the
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Figure 2�2: A 3-layer seq2seq model with attention.

Figure 2�3: Visualization of pyramid encoder.
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length of input sequence by half in every encoding layer. h(i�1) denotes output of

(i � 1)th encoder layer and x(i) denotes the input of ith encoder layer) shows a vi-

sual representation of the pyramid encoder; it can be implemented to most of the

multi-layer seq2seq learning models. In our model comparison set, Pyramid Encoder

increases networks’ computational e�ciency by 50% to 100% and memory e�ciency

by up to 600%, while maintaining a similar ability of reparation.

On the other hand, due to the privacy policies, most of the publicly available

dataset are not collected from realistic program errors & �xes, but rather are gen-

erated by arti�cial tools. The ones that are collected realistically are usually very

small. To handle this issue, we also applied transfer learning to inherit the knowledge

learned from previous dataset to boost the network’s performance on smaller and

noisier dataset. Details of our project are available on GitHub1.

2.2.1 Related Works on PLC

Rule-based methods that work on PLC have a long history and are thus more mature.

One of them is proposed by (Singh et al., 2013), which is a rule-directed translation

strategy that synthesizes a correct program from a sketch. Their model is able to

provide feedback for introductory programming problems, and achieved a correction

rate of 64% on incorrect submissions. Some of these methods are quite mature. For

instance, Google developed Error Prone (Google, 2016a), and clang-tidy (Google,

2016b) as rule-based tools to help identify and correct potential mistakes for pro-

grammers. Some of them are even commercialized, like Resharper (JetBrains, 2016),

developed by (Synopsys, 2016). As a paid feature of Visual Studio, Resharper pro-

vides code analysis, refactoring, and code processing (including code generation and

quick-�xes for errors) as extra features to programmers.

In 2016, (Pu et al., 2016)’s study became one of the �rst attempts to use machine

1See https://github.com/b19e93n/PLC-Pyramid
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learning methods in PLC tasks. They used a Long Short Term Memory(LSTM)

model on correcting MOOCs student assignment submissions. However, their dataset

was not publicly available, putting di�culties on reproducing their work. Later in

2017, (Gupta et al., 2017) proposed a seq2seq model for �xing student submissions

(Deep�x), which is also a private dataset. In a later work, (Gupta et al., 2018) used

reinforcement learning based on the input code and the error messages returned by

the compiler for the same task, on the same dataset. Our work, also based on seq2seq

models, was carried out on a public dataset that contains more error categories.

The pyramid encoder played an important role in our research. It originated from

(Xie et al., 2016). We proposed its general form for all seq2seq models, and thor-

oughly studied its performance in reduction of computational resources. We aimed

to overcome di�culty brought by the extended length of code instances, compared

to natural language sentences. These aspects of pyramid structure were not studied

in Xie’s work. We did the comparison of pyramid encoder and regular encoder un-

der di�erent attention mechanisms, showing that Pyramid encoder could drastically

reduce memory and computational cost in most setups that we considered.

2.2.2 Model

Overview

Given a code instance, we wish to identify and correct potential 
aws in it, which

might lead to a failure in execution after successful compilation. Each bad code

instance contains exactly one 
aw.

Formally speaking, given an input code instance x, we wish to map it to an output

code instance y, we seek to model P (yjx). A code is \repaired" if the 
aw that x

contains is �xed in the output y. The \repair rate" is de�ned as the fraction between

number of code instances �xed and the total number of code instances that the model

was applied on. We use repair rate as the evaluation metric in our experiments.
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For this purpose, we applied two major families of seq2seq models: GRU and

Transformer. We use learnable embedding layers, which allows the model to recognize

the relationship between di�erent words in the vocabulary. For the encoder, we

applied Pyramid Encoder, where a pyramid module is added in between layers of

regular multi-layer encoders. For the purpose of testing the generality of pyramid

encoder, we combined it with di�erent attention mechanisms.

Word-level reasoning

In language correction, character-level reasoning is a more commonly applied method

(Xie et al., 2016). However, in code correction, we apply word-level models. A \word"

here is de�ned as a code syntax (e.g. \void", \f", space, \=", \int", newline, etc.)

or a custom variable name. The reason is that the basic building blocks of a code

instance are related to the syntax. In the �eld of programming language processing,

out-of-vocabulary (OOV) is less of a problem than in natural language due to a �xed

syntax pool.

In order to prevent the model su�ering from vast variation of variable names,

we performed a certain degree of variable re-naming. We focused on renaming func-

tion names in our dataset while keeping other variables unchanged. This method

reduced vocabulary size to �1000, and was proven to be e�ective in improving the

performance.

We include our pre-processing method to a code instance in the Appendix.

Pyramid Encoder

Given a multi-layer seq2seq encoder, its input at ith layer at step t is x(i)
t , and output

is h(i)
t :

h(i)
t = Layer(i)(x(i)

t ) (2.1)
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in standard seq2seq models, the output of the ith layer h(i) is directly used as input

of of the i+ 1th layer, x(i+1):

x(i+1)
t = h(i)

t ; (2.2)

and the time step t = 1; 2; :::; T , the layer number i = 1; 2; :::; N . Note that x(0)
t is

the embedded representation of the input instance.

For pyramid encoders, we introduce a pyramid module in between h(i) and x(i+1)

as eq. 2.3:

x(i+1)
t0 = tanh(W pyr(h

(i)
2t ;h

(i)
2t+1) + bpyr): (2.3)

This module reduces the length of the input x(i) by half each time it is applied.

The length of the �nal output of the encoder is T=2N�1. One could also take a

bigger window such as 3, 4, 5... depending on their needs. The hope is that the

Pyramid structure will extract the important information and reduce the redundant

information of each of the neighboring hidden states, therefore reducing the training

cost while keeping the accuracy of the correction. This is conceptually similar to a

convolution, but without using �lters.

For our GRU models, we use multi-layer bi-directional GRU, we implemented

Pyramid encoder as described �rst in (Xie et al., 2016):

f (i)
t = GRU(f (i)

t�1;x
(i)
t ) (2.4)

b(i)
t = GRU(b(i)

t+1;x
(i)
t ) (2.5)

h(i)
t = f (i)

t + b(i)
t (2.6)

x(i+1)
t0 = tanh(W pyr(h

(i)
2t ;h

(i)
2t+1) + bpyr); (2.7)

where x(i+1)
t0 denotes the input to next layer, f (i)

t and b(i)
t denotes output from a

forward and a backward GRU respectively. GRU (Gated Recurrent Unit) is a RNN
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(Recurrent Neural Network) type model that includes a gating mechanism in the

following equations (Cho et al., 2014):

rt = �(W irxt + bir + W hr ~ht�1 + bhr (2.8)

zt = �(W izxt + biz + W hz ~ht�1 + bhz (2.9)

nt = tanh(W inxt + bin + rt �W hn~ht�1 + bhn) (2.10)

~ht = (1� zt) � nt + zt � ~ht�1; (2.11)

where ~ht is the hidden state at step t, which is denoted by f t in eq. 2.4 and bt in

eq. 2.5. rt, zt, nt are the reset, update and new gates, respectively. � is the sigmoid

function.

Transformer is a novel family of seq2seq models that works very di�erently than

RNN type models. In the original Transformer (see Figure 2�4) (Our pyramid encoder

module replaces The Feed Forward and the Add & Norm layer), a Feed Forward layer

directly takes in the output from the Multi-Head attention layer catt, accompanied

by a residual connection, shown in equation 2.12, 2.13:

c(i)
att = MultiHeadAtt(x(i)) + x(i) (2.12)

x(i+1) = c(i)
att + FeedForward(c(i)

att): (2.13)

In our model, we concatenate the neighboring elements in catt before we feed it

into the Feed Forward layer. As a result, the dimension of the �rst Linear layer

in Feed Forward layer has to change from [dmodel � d� ] to [2dmodel � d� ]. Here we

use the same notation as in (Vaswani et al., 2017), where dmodel is the size of input,

output and attention vectors, d� is the number of neurons in the Feed Forward layer.

The residual connection also has to be changed accordingly, we tried two di�erent
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Figure 2�4: Transformer structure (Vaswani et al., 2017).

approaches, simply averaging the neighboring element (eq. 2.14), or concatenate the

neighboring element and pass it through another a�ne transformation to recover its

dimensions (eq. 2.15). For simplicity, we denote the former method with subscript

\ave" and the latter with subscript \a�".

x(i+1)
t0;ave =

(c(i)
att;2t + c(i)

att;2t+1)

2

+FeedForward((c(i)
att;2t; c

(i)
att;2t+1))

(2.14)

x(i+1)
t0;a� =tanh(W a�(c(i)

att;2t; c
(i)
att;2t+1) + ba�)

+FeedForward((c(i)
att;2t; c

(i)
att;2t+1)):

(2.15)

In our experiments, both methods show close performance. Therefore when show-

ing the results, unless otherwise speci�ed, we use the results of the \ave" version.
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Decoder and attention mechanisms

For our GRU models, we compared a regular multi-layer uni-directional GRU:

�h(i)
t = GRU(�h(i)

t�1; �h(i�1)
t ): (2.16)

In our experiment, we did a comparison study on Bahdanau Attention (eq. 2.17) and

di�erent Luong Attention. Bahdanau Attention is described in the following set of

equations.

utk = (W 1 �h(M)
t + b1)>(W 2h

(N)
k + b2) (2.17)

�tk =
utkP
j utj

(2.18)

at =
X

j

�tjh
(N)
j (2.19)

u is the alignment score, h and �h denote the hidden state in encoder and decoder

respectively. M , N are the number of layers in decoder and encoder respectively. at

is the context vector, which will be concatenated with the decoder hidden state of

the last layer for predicting the next word ŷt.

Luong’s global Attention are generalizations to Bahdanau attention, but using

di�erent alignment score calculation methods. For simplicity, we omit the superscript

(M) and (N).

utk =

8
>>>>><

>>>>>:

�h>t hk dot

�h>t Wahk general

v>a tanh(Wa[�ht;hk]) concat

(2.20)

We also tried one example of Luong’s local attention, which is done by imposing
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a Gaussian on eq. 2.19 at a desired attention center pt:

at =
X

j

(�tjhj)exp(�
(j � pt)2

2�2 ) (2.21)

pt = S � sigmoid(Wp �ht); (2.22)

where S denotes the total length of the hidden state from the last encoding layer,

and � is a parameter chosen manually.

Beam Search

We use beam search in tests and validation where text generation is involved. For each

time step, we rank candidate based on their total negative logarithmic probability to

current decoding time step tdec:

score = �
tdecX

t

log(P (ŷ)): (2.23)

The search stops when there are �ve completed candidates.

Model parameters

In all our experiments, we used a learnable embedding layer which embeds each

\word" into a vector of length 400.

In our GRU models, we used a 3-layer bi-directional encoder, the size of the hidden

states are 400 in all 3 layers. We used a 3-layer uni-directional decoder, the size of the

hidden states is also 400. In our Transformer models, following the original study, we

used dmodel = 512 and dff = 2048. We used a 3-layer encoder and a 3-layer decoder.

We did a coarse parameter space search to �nd these parameters chosen to be

roughly optimal. But we did not �ne-tune these parameters, because (a) we show

that the overall performance of the seq2seq model on the PLC problem is satisfying;

(b) we are more concerned about comparison between di�erent attention mechanisms
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and between pyramid encoder and regular encoder.

2.2.3 Datasets

We perform our experiments mainly on the Juliet Test Suite for C/C++ (v1.2), cre-

ated by (NSA’s Center for Assured Software, 2013). This dataset contains 61,387 test

cases, each test case contains one 
awed code instance and one to several repaired

code instances. These test cases contain more than 100 Common Weakness Enumer-

ations (CWEs), each of them contains hundreds of example code instances. We note

that the instances contain a signi�cant amount of dead code. To make the code more

realistic, we remove the dead code. We also found that many of the code instances

contain if conditions, that in the 
awed code instance, it executes one branch, while in

the repaired instance, it executes the other. These instances are unrealistic, therefore

we removed them. We also performed function re-naming. After the pre-processing,

we obtained 31,082 pairs of good-bad code instances.

To test the model’s generality, for some of the models, we also tested their per-

formance on Juliet Test Suite for Java (v1.3), released by (NSA’s Center for Assured

Software, 2018). After similar pre-processing described above, we obtain 23,015 pairs

of instances.

We did 4-fold cross-validation in all of our experiments to achieve statistically

accurate results. An estimation of time and power consumption when running our

experiments is provided in the supplements in a table, along with hardware require-

ments.

2.2.4 Results

Repair Rate

We train our models on a GeForce GTX 1080 Ti graphic card. The metric we use for

evaluation is the repair rate, which is the fraction of instances that are repaired after
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the model’s edit. Since we performed beam search with beam width 5, each time a

correction is being performed, we generate 5 correction candidates. Here we have two

metrics in measuring the performance: 1 candidate repair rate and 5 candidate repair

rate. The former corresponds to the scenario of code auto-correction, where there

is no human judgement involved. The latter corresponds to correction suggesting,

where the machine will identify an error and provide suggestions for the programmer

for futher judgement. The comparisons of the repair rates for considered models and

their counterparts with pyramid encoders are listed in Table 2.1 and Table 2.2. For

comparison, we have attempted to test other Machine-Learning based PLC tools.

(Gupta et al., 2018) takes error messages while compiling as input, but our dataset

focuses on logic 
aws in programs that do not have syntax errors, therefore this tool

is not applicable. (Pu et al., 2016) does not provide an open source repository, nor

any documentation of their code. We have successfully trained (Gupta et al., 2017)

on our C/C++ dataset, and included it in our work for comparison. Unfortunately, a

tokenizer is required for pre-processing the data into a certain format, and they only

provided that for C/C++, but not java.

From these results we see, Pyramid encoders have close performance to regular

encoders in most of the models we applied to, except for with Luong’s local attention.

The reason is that the encoder output in pyramid encoder is very \coarse-grained",

each output position now represents information from 2(N�1) words. This results in

two drawbacks speci�cally to local attention: one, a much more \blurry" attention

center; two, a much broader attention window. As a result, the attention is much

less targeted, which damages the performance. Therefore, in the later part, we will

exclude this attention mechanism from our discussion.
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Figure 2�5: Learning curve of GRU.

Converging Speed

Since Pyramid encoder reduces the sequence lengths in higher layers, one can expect

a smaller training cost per batch in both GRU and Transformer models. To quantify

this e�ect, for each of the regular encoder-pyramid encoder model pairs in Table

2.1 (These results are averaged over a 4-fold cross-validation. We calculated the

improvement of Pyramid encoders compared to their non-pyramid pairs. Apparently

pyramid encoder does not collaborate well with Luong’s local attention, therefore

we exclude it from future discussions. It is also not included when calculating the

average improvement.), we set the batch size the same, and compare the average

training speed in words per second, as shown in Table 2.3. Here the batch size is

chosen so that it optimizes the training speed on the given GPU for each model. In

the model, we also included a number of epochs for the model to converge.

Apparently it takes a similar number of epochs to converge for the same type of

model with pyramid encoder and regular encoder. However, pyramid encoders largely

increase the training speed, between 50% to 130%. Therefore it could easily shorten

the training time by two to four folds while the same performance is achieved. As an

example, Figure 2�5 shows the learning curve for GRU model with general Luong’s

attention, comparing the regular encoder and pyramid encoder.
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Figure 2�6: Memory cost for GRU models.

Memory cost

The last thing we compared is the memory cost of the pyramid encoder and the regular

encoder. This measure is crucial in some scenarios, where your input instances are

very long, therefore the memory of the GPU is only capable of holding a very small

batch. In code correction, this is often the case.

The metric we use for comparison is memory cost per instance, k, which is de�ned

as

k =
�Memory usage

�Batch size
(2.24)

Figure 2�6 shows the calculation process of k. De�ne E = 1=k as memory e�ciency,

We calculated the k and E value for each of the models we applied, shown in Table 2.4.

We also included a number of parameters in each model. From which we see that

each pair of models have roughly the same model size. (k is calculated by �nding

the slope of the linear �t (black dashed line). The red dashed line represents the

maximum memory of a GeForce GTX 1080 Ti graphic card)

The pyramid encoder could increase the memory e�ciency by 20% to 600% de-

pending on the attention mechanisms used, while only increasing the memory occu-

pied by the model itself by around 10%. One should note that the memory e�ciency

directly a�ects the maximum batch size one is able to use on a single GPU, and
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therefore a�ects the utility of the GPU. For example, for regular GRU with Bahdanau

Attention, the memory of a GeForce GTX 1080 Ti graphic card can only support a

batch size of 8, which does not fully utilize the GPU. With Pyramid encoder, it can

support up to 60 instances each batch. In practice, this will drastically reduce the

training time by increasing the GPU utility, together with the smaller computational

cost of pyramid encoder as addressed in the previous section.

2.2.5 Discussion

Length analyses

Figure 2�7 shows the repair rate of the models with respect to the input length.

We omitted the result of Transformer, Bahdanau’s attention and Luong’s general

attention, because they are qualitatively similar to the result of Luong’s dot atten-

tion. Despite the di�erent attention mechanisms, these seq2seq models (with pyramid

encoder or regular encoder) are relatively robust to longer input lengths. The per-

formance drop at around 250 words and above 500 words are likely resulting from

the shortage of samples, which one can easily observe from Figure 2�8, the length

histogram of source instances and target instances. The histogram also shows that

the majority of code instances contain several hundred words, while natural language

sentences are typically not longer than 50 words. This feature of code instances calls

for a much higher computational resource requirement for PLC problems than NLC

problems, which makes pyramid structure especially useful.

Examples of correction

In this section we give several examples of successful corrections from our Pyramid

GRU model on Juliet C/C++ Test Suite for closer examination of model and datasets.

The red striked out texts denote the original faulted instance, blue bu�ed texts are

the reparation done by the model.
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Figure 2�7: Length analyses of Luong’s general and concat attention.

Figure 2�8: Histogram of 
awed code and repaired code instances.
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Example 1: Memory allocation match

The 
awed code creates a char variable whose size does not match its concate-

nating destination. The model is able to correct it so that their size matches each

other.

void main()f
char * data;
char data_buf[100];
data=data_buf;
memset(data,’A’, 100-1);
memset(data,’A’, 50-1);
data[100-1]=’n0’;
f

char dest[50]="";
strncat(dest,data,strlen(data));
dest[50-1]=’n0’;
printLine(data);

g
g

Example 2: Redundant code

This is an example that the model deletes repeated code where a variable is freed

twice.

void main()f
char * data;
data=NULL;
data=(char *)malloc(100*sizeof(char));
free(data);
free(data);

g

Example 3: Possible Over
ow
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Here we show a slightly questionable example of correction provided by the dataset.

In order to prevent potential string over
ow emerging from environment variable, the

repair suggestion given by the Juliet Test Suite is to abort the entire part of concate-

nating the environment string and replace the variable with an arbitrary string \*.*".

This \correction" is easy for the model to learn, however, it has changed the original

purpose of the program.

void main()f
char * data;
char data_buf[100]="";
data=data_buf;
size_t data_len=strlen(data);
char * environment=GETENV(ENV_VARIABLE);
if(environment!=NULL)f

strncat(data+data_len,
environment,100-data_len-1);

g
strcat(data,"*.*");
_spawnl(_P_WAIT,COMMAND_INT_PATH,

COMMAND_INT_PATH,
COMMAND_ARG1,COMMAND_ARG2,
COMMAND_ARG3,NULL);

g

Example 4: Correction across functions

In this example, the models demonstrate the ability of making connections across

the whole instance, between di�erent functions. Here it prevents potential over
ow

in the sink function caused by a variable that was passed from the main function by

adding an if condition.

static void sink(unsigned char data)
f
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if (data < UCHAR_MAX)f
unsigned char result = data + 1;

g
g
void main()
f

unsigned char data;
data = ’ ’;
data = (unsigned char)rand();
sink(data);

g

Generalizability to syntax error-oriented dataset

In the spirit of comparative study, we attempted to compare our method to Deep�x

(Gupta et al., 2017), the only machine-learning based PLC method that made their

code and dataset open to the public, to the best of our knowledge. Unfortunately,

the attempt of applying Deep�x onto Juliet Test Suite has failed, because Deep�x is

aimed only to correct syntax errors, and a compiler is used as the evaluator, marking

any programs that could pass the compiling stage as \correct". This apparently

contradicts the spirit of identify logic errors from syntactically correct programs.

The di�culty that we are facing here comes from a more general problem in the

�eld of Machine Learning PLC, the �eld is still disorganized and work in the �eld is

uncorrelated. Each group might be using their own dataset and design their systems

to match for the speci�c purpose of that dataset. Comparative work is di�cult to

conduct not only because the datasets are hard to obtain due to private policies, but

also because issues raised in PLC are versatile, each model is designed and optimized

to best address the problem occurring in their particular dataset.
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For the above reasons, we had to back o� to a weaker comparative study, using

seq2seq models on the dataset from Deep�x. Deep�x uses a generated dataset, origi-

nated from students’ submission to an introductory C course in a web-based tutoring

system (Das et al., 2016). For each student submission, they generate up to 5 syntax

errors in the code instance, including: replacing ’g;’ with ’;g’, deleting a semicolon,

add an extra ’g’, replacing a semicolon with a period, replacing a comma with a

semicolon, etc. If all of the syntax errors were �xed, then consider such a program as

successfully repaired.

Table 2.5 shows the comparison of repair rate of our seq2seq models compared to

the method applied by deep�x. We observe that Pyramid encoder performs worse

than regular encoder on this particular dataset. This is expected from how the dataset

was generated. The generated syntax errors are extremely local in Deep�x’s dataset.

The �x usually only involves changing one token or two neighboring tokens, leaving

the rest of the entire code piece unchanged. Therefore, while a pyramid encoder sum-

marizes the information from neighboring tokens, it also blurs the local information.

We also observed that Luong’s attention: dot has the best performance in this

dataset, and Bahdanau’s attention performs the worst. After observing the dataset

carefully, we come up with the following hypothesis: In this dataset, the network

is only required to simply copy the original token for most part of the instance,

and locally �x one or two tokens. This means that in the majority of the times, for

each decoder hidden state �ht, the normalized attention score score(�ht;ht0) needs to

be close to one where t = t0 and close to zero everywhere else. Luong’s attention:

dot, which simply do an inner product of hidden states, could do the job easier,

because latent vectors are mostly orthogonal to each other in the latent space due to

high dimensionality. On the other hand, Bahdanau attention, which does an a�ne

transformation to every hidden state ht, may over-complicate the problem, and fail



38

to capture the correct attention.

Alternative method for small datasets: Transfer Learning

One main di�culty that researchers often come across when attempting to apply

machine learning methods to PLC problems is the availability of suitable datasets.

Although there are many datasets and shared tasks available on (Software Assurance

Reference Dataset, sent), most of them include less than 1,000 examples. This makes

neural network based methods nearly impossible. To tackle this problem, we take the

idea of transfer learning from (Pan and Yang, 2009).

Our idea is to take the encoder part of the model that was trained on Juliet Test

Suite, and attach it to an untrained decoder, which was designed for the speci�c

problem. We aim to take the advantage that codes written in the same coding

language share the same syntax library and same construction rules.

Since many datasets available only provide the faulted code and their correspond-

ing fault categories, here we give an example of fault classi�cation using transfer

learning, applying the model pre-trained on Juliet Test Suite for C/C++ on ITC

benchmark (Charles Oliveira, 2015).

Model structure

Given a faulted code instance, our goal is to train a classi�cation model that

predicts the type of error of the faulted code from a given list of error categories.

We keep the encoder part of the pre-trained model and use it directly as the

encoder in the classi�cation problem. The exception is the embedding layer, because

the vocabulary in the new dataset will contain new variable names that did not occur

in pre-trained embedding, although the syntax will be the same. In practice, we

manually expanded the embedding layer to accommodate the new \words", but kept

the embedding of the old \words" unchanged. In order to add variation from the

original model, we also re-initialized the weights in the last encoding layer.
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For the decoder, instead of generating a sequence, we take the output of the �rst

time step of the re-initiated decoder, pass it to a linear layer that projects it to an

nclass dimensional vector. nclass is the number of error classes. Model was trained to

minimize cross-entropy loss with ADAM optimizer.

Results

We extracted 566 C/C++ code instances from the ITC benchmark. These in-

stances are organized into 44 error categories, with the largest category containing

around 30 instances and the smallest only containing 2 instances. Then the instances

are divided into a training set of 485 instances, a validation set of 42 instances and

a test set of 39 instances. For comparison, we also tried Pyramid GRU and Pyramid

Transformer with the same model structure but no prior knowledge from Juliet Test

Suites. The result is shown in Table 2.6.

For the fresh GRU and Transformer models, we observed that the model has

no predicting power as it produces constant prediction over all inputs. There is

even no su�cient gradient on the loss landscape as the loss did not reduce during

the training. Transfer learning, on the other hand, demonstrates a fair power of

prediction, correctly classi�es over 60% of instances, despite that ITC benchmark is

written in very di�erent style than Juliet Test Suites and that the dataset is 50 times

smaller.

This result shows that one is able to use neural-network-based methods in code

correction problems despite the shortage of data, which is a common problem in this

�eld.

2.2.6 Conclusion

In our work, we show that seq2seq models, successful in natural language correction,

are also applicable in programming language correction. Our result shows seq2seq

models can be well applied in providing suggestions to potential errors, and have a
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Table 2.1: Repair rate comparison for C/C++.

model 1 candidate repair rate (%) 5 candidate repair rate(%)
Regular encoder Pyramid encoder Regular encoder Pyramid encoder

GRU+Bahdanau Att 76.92 76.09 (-0.83) 96.19 95.55 (-0.64)
GRU+Luong Att: dot 74.38 73.04 (-1.34) 94.27 94.59 (+0.32)
GRU+Luong Att: general 75.79 74.85 (-0.94) 94.83 94.92 (+0.09)
GRU+Luong Att: concat 50.34 47.26 (-3.08) 86.72 86.14 (-0.58)
GRU+Luong Att: local 65.70 49.18 (-15.52) 92.46 86.24 (-6.22)
Transformer 75.48 72.39 (-3.09) 97.66 96.78 (-0.88)
Average Improvement (%) -1.95 -0.34

decent correct rate (above 70% in C/C++ dataset and above 50% in Java dataset) in

code auto-correction. Although these results are only limited in Juliet Test Suites, we

expect that given enough training data, seq2seq models can also perform well when

applied on other PLC problems.

Based on the commonly used encoder-decoder structure, We introduce a general

Pyramid Encoder in seq2seq models. Our result demonstrates that this structure sig-

ni�cantly reduces the memory cost and computational cost. This is helpful because

PLC are generally more computationally expensive than NLC, due to its longer av-

erage instance length.

The publicly available datasets in PLC are mostly small and noisy. Most datasets

we found contain close to or less than 1000 code instances. This is far less than

enough for training seq2seq and many other machine learning models. Our results

on transfer learning pointed out a way of processing these small datasets using a

pre-trained model as an encoder, which boosts the performance by a large amount.

As potential future works, we may further investigate the in
uence of di�erent

architectures in neural networks; for instance, parallel encoder/decoders, Tree2Tree

models, etc. On the other hand, instead of code correction, we could modify and

examine our model’s performance on other tasks such as program generation, code

optimisation, etc. We can also examine the potential di�erence between arti�cial

datasets and realistic datasets.

Reprinted, with permission, from (Huang et al., 2021) ' 2021 IEEE.
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Table 2.2: Repair rate comparison for Java.

model 1 candidate repair rate (%) 5 candidate repair rate(%)
Regular encoder Pyramid encoder Regular encoder Pyramid encoder

GRU+Bahdanau Att 54.65 56.21 (+1.56) 84.31 83.98 (-0.33)
GRU+Luong Att: dot 54.30 55.66 (+1.36) 82.73 84.86 (+2.13)
GRU+Luong Att: general 53.15 52.54 (-0.61) 82.81 82.83 (+0.02)
GRU+Luong Att: concat
Transformer 56.68 57.35 (+0.67) 93.11 93.54 (+0.43)
Average Improvement (%) +0.74 +0.75

Table 2.3: Training speed comparison for C/C++.

model Batch Size
Training Speed

(words/s) Converge Epoch
Regular Pyramid Regular Pyramid

GRU+Bahdanau Att 8 754 1185 (+57%) 18 18
GRU+Luong Att: general 16 441 853 (+108%) 23 27
GRU+Luong Att: dot 128 4646 10408 (+124%) 36 34
GRU+Luong Att: concat 6 1418 2344 (+65%) 23 29
Transformer 8 1086 2181 (+101%) 33 34

Table 2.4: Memory cost for considered models.

model k(Mb/instance) E(10�3) parameters (107)
Regular Pyramid Regular Pyramid Regular Pyramid

GRU+Bahdanau Att 1151.71 164.52 0.86 6.08 (+600%) 1.24 1.11
GRU+Luong Att: general 830.71 165.03 1.20 6.05 (+403%) 1.22 1.10
GRU+Luong Att: dot 65.91 52.42 15.17 19.08 (+26%) 1.20 1.08
GRU+Luong Att: concat 1381.6 431.87 0.72 2.31 (+220%) 1.24 1.11
Transformer 414.67 263.33 0.24 0.38 (+57%) 2.35 2.82

Table 2.5: Comparison of our models with Deep�x (Gupta et al.,
2017).

model 1 candidate repair rate(%) 5 candidate repair rate(%)
Regular encoder Pyramid encoder Regular encoder Pyramid encoder

Transformer 51.96 43.78 67.16 59.32
GRU+Luong Att: general 51.86 34.80 66.33 48.44
GRU+Luong Att: dot 58.63 41.09 72.31 54.47
GRU+Bahdanau Att 27.47 15.21 36.19 22.59
Deep�x 56

Table 2.6: Compare result of transfer learning.

model accuracy (%)
Transfer Learning: PyrGRU 60.5
Transfer Learning: PyrTFM 69.1
Fresh pyramid GRU 16.7
Fresh pyramid Transformer 7.1
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2.3 Mixed Spatio-temporal Neural Network

It was only recently did the researchers start applying deep learning models on this

problem. We propose a deep-learning-based approach, which applies 1-D convolu-

tional neural networks (CNN) with our proposed fusion technique to tackle the spatial-

temporal (ST) problem. The data are �rst separated in a grid-based representation

and then reformatted to train the convolutional unit to learn di�erent trends. The

weather information is then collected online and appended to the crime data to train

a simple perceptron network as an external information retrieving unit. As for the

structure of the network, L-1 regularization appears to be better than other common

regularization techniques (i.e. dropouts, L-2 regularization, etc.) according to our

experiments. The model is composed of two pre-trained convolutional nets and one

pre-trained perceptron network, with their results fused to produce a combined result

of predictions. We applied the Bayesian optimization, with an assumption of Gaus-

sian noise on the training dataset to help tune hyper-parameters for the networks.

After Bayesian optimization, the network’s performance increased around 10 percent

compared to default settings. The dataset we used in our experiments is about crime

in Los Angeles, released by LAPD at a scale of hours with various information about

the crime, such as areas, dates, etc. Experiments on this dataset demonstrate the

proposed networks’ potential in predicting crimes in real-time.

2.3.1 Previous Works in ST Domain

There are some previous works on such spatial-temporal problems. (Mohler et al.,

2011) proposed the epidemic type aftershock sequence (ETAS) model to crime mod-

eling, which considers crimes as relatively independent events and tries to predict

them. On the other hand, (Chen et al., 2008) uses auto-regressive integrated moving

average (ARIMA) as the crime predictors that depend heavily on historical data in
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their work.

On spatio-temporal problems regarding tra�c 
ow, (Zhang et al., 2017) intro-

duced ST-Resnet on citywide crowd 
ows predictions; which propose three convolu-

tional neural networks followed by a residual unit (He et al., 2016) sequence, then

combined with manually extracted external information, their deep spatio-temporal

residual network modeled the closeness, period and trend as well as the external in-


uences to achieve great performance on both TaxiBJ and BikeNYC datasets. On

the other hand, (Wang et al., 2017) applied a similar residual structure on neural

networks on the LA-Crime dataset with some augmentations; which achieved a high

accuracy in predicting local crimes. In later work, they further worked on this topic

by trying a graph-based deep modeling on recurrent neural networks to tackle this

as well as other ST-problems, such as dataset on taxi records from Beijing (TaxiBJ)

and bicycle data from New York city (BikeNYC); where their scalable graph struc-

tured recurrent neural network (GSRNN) both produced even better results than

ST-Resnet (Wang et al., 2018). Their GSRNN is built on the inferred graph based on

the structural recurrent neural network (SRNN), which is a jointly trainable neural

network structure proposed by (Jain et al., 2016). SRNN gives state-of-the-art results

in motion forecasting during that period.

Authors of (Rummens et al., 2017) applied an gradient boosting model (ensem-

ble model) to combine results of a logistic regression and a neural network model to

predict crime rates for 2014. They provided comparisons between these basic models

and proposed some analysis on them; however, none of these basic models clearly

outperform the others in predicting crimes. In addition, (Hu et al., 2018) proposed

a spatio-temporal kernel density estimation (STKDE) method which considers the

temporal dimension of crime, which slightly outperforms SKDE and ProMap in gen-

eral.
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In (Kang and Kang, 2017), the authors consider the problem as a binary classi�ca-

tion problem - either a crime will happen or not. The paper proposed a model where

a convolutional neural network (CNN) is trained to learn the features from previous

crimes, weather, etc; then a support vector machine (SVM) is applied to classify the

region into crime or not. There are also some other methods trying to solve some

interesting ST problems and other models that might be helpful in this area, such

as in (Holden et al., 2017) (Li et al., 2015) (Courbariaux et al., 2015) (Courbariaux

et al., 2016), etc.

In addition, other works that are related to our model including optimization of the

network parameters and regularization techniques, as discussed in (Kingma and Ba,

2014), (Snoek et al., 2012), (Swersky et al., 2013), (Snoek et al., 2014), (Snoek, 2013),

(Gelbart et al., 2014), etc. These methods are applied with appropriate modi�cation

in our networks for further improving our model’s performance. We will discuss them

more speci�cally in the later section.

2.3.2 Structure

Data Processing

As shown in �gure 2�9, we �rst pre-process the LA-Crime data by separating the data

into block-wise information, where each block represents the total number of crimes

happening within an hour in a speci�c area of the city. In this step, we divide the

crime information into 256 blocks. Then, we discard prediction-task for locations

(blocks) that are extremely sparse in the time-frame of the entire dataset; namely,

places where the records of crimes are less than a speci�c threshold T (here we set

the threshold T to be a relatively small number). After the previous step, we are left

with a number of blocks that need prediction on future potential crimes, where each

block is subsequently composed as a speci�c dataset for training the CNN unit of the

model. In our case, we set the training set to be total length of 3850 hours, where
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Figure 2�9: Pre-process of the dataset.

the input window (temporal) is 7*24 (168) hours, and the output/target is the crime

number of the target block after one day (24 hours). Therefore, the input to the

would be a vector containing 256 scalar values, in a dimension size of 168. With time

domain added, we have a history of crimes for each block, which can be viewed as

lower right on �gure 2�9. The testing set to be of length 14*24 (336) hours, starting

right after the training set. One thing worth noting is that we are also attaching

the average crime rates when constructing the training set as additional information

input for the network. Last, the target (number of crimes in the next day) is made

into categorical representation before training the network.

Attention-based Encoder Framework

Inspired by the success of attention based structures in various areas, we applied a

modi�ed transformer as an additional e�ort to predict the crime status. The encoder

part is basically the same as the original paper; where the decoder part is a single

linear unit.(Vaswani et al., 2017) Because we only need the model to predict a single

time unit given the input, we do not need a complex decoder for recursive prediction.
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Figure 2�10: Transformer structure we adopted (Vaswani et al., 2017).

The results were appended in the later table for comparison.

Convolutional Unit & Perceptron Unit

We �rst introduce our structure for the convolutional unit; each convolutional unit

is fed by the training set in a di�erent time-matter, as shown in �gure 2�11, which

is similar to the structure adapted in paper (Zhang et al., 2017). The convolutional

units have the same structure, which is composed of 2 1-D convolutional layers, each

followed by a 1-D max-pooling layer, then followed by a fully-connected layer. The

�rst convolutional layer has 50 kernels of size 7, with stride 1 each, and using relu as
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Figure 2�11: A single convolutional unit.

the activation function; the second convolutional layer has 50 �lters, each with a size

of 3, with stride 1 and relu as activation function again. As for the max-pooling layer,

both of them have the same pooling-size of 2. The last fully-connected layer using

the softmax as the activation function, where the output is the predicted number

of crimes that will happen in the next 24 hours of this unit. We also realized that

L-1 regularization (Lasso regression) outperforms most other common regularization

techniques in this problem, such as dropout layers or ridge regression. Therefore, L-1

regularizer is applied in both of the convolutional layers to help solve the over-�tting

issues. When training the convolutional unit, the mean squared error is chosen to be

the objective metric; therefore the loss function in the network becomes:

L =
1

n

nX

i=1

(yi � ŷi)2 + �
kX

i=1

j!ij; (2.25)

where n is the total number of predictions, yi is the ground truth, and ŷi is the pre-

dicted value. The second term �
Pk

i=1 j!ij in the cost function is the L-1 regularizer.

In which ! corresponds to the weights, and � is chosen to be 0.001. (A comparison

with a similar structured model using 0.5 dropout rate is provided later) It is also

worth noting that using other activation functions, such as softplus or tanh, may

produce weird outputs in our model. In our experiments, RMSProp appears to be

better than Adam and SGD optimization, which are therefore chosen as the opti-
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Figure 2�12: Big picture for the entire trained model.

mizer of the network. Lastly, we observed that the gradients of the networks have a

considerable chance of growing exceptionally large during the training phase, which

is another reason for using gradient clipping in our network.

Model and Metrics

Then, we construct our networks by fusing the outputs of two such convolutional units

and one external information multi-layer perceptron (MLP) unit through another

MLP to produce our �nal prediction; where the structures can be viewed on �gure

2�12. We use rooted mean squared error (RMSE) when comparing the network’s

performance. The RMSE is de�ned as:

RMSE =

vuut 1

n

nX

i

(yi � ŷi)2; (2.26)

where n is the number of blocks, yi and ŷi are ground through and predicted value,

as mentioned before. In the later section we will also provide the performance of

di�erent networks, including recurrent neural networks, 2-D/3-D CNNs, Residual
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networks, simple multilayer perceptron’s performance, etc.

Bayesian Optimization

Lastly, we applied Bayesian optimization as auto-�nders to suggest the best network

structure before training our model. Bayesian optimization can be considered as a

framework that provides optimization of noisy, expensive, black-box functions, where

in our case is the prediction accuracy of our networks. Bayes’ rule is used to derive

the posterior estimate of the true function given observations, and the surrogate is

then used to determine the next most promising point to query (Swersky et al., 2013).

Gaussian process (GP) is used to de�ne a distribution over the objective function.

Where in our case is the cost function

L =
1

n

nX

i=1

(yi � ŷi)2 + �
kX

i=1

j!ij (2.27)

as discussed earlier. Then the input and output are assumed to be from a Gaussian

prior L � N(L; v), where v is the variance of the function’s observations. Now

bound the domain of inputs � manually. The standard approach which uses expected

improvement criterion (EI) (Jones, 2001) is then applied to select the next point from

available candidates (Swersky et al., 2013):

aEI(x; fxn; Lng; �) =
p

�(x; x; fxn; Lng; �)

� [
(x)�(
(x)) +N(
(x); 0; 1)]


(x) =
Lbest � �(x; fxn; Lng; �)p

�(x; x; fxn; Lng; �)
;

(2.28)

where

�(x; x0; fxn; Lng; �) =K(x; x0)�

K(X; x)|K(X;X)�1K(X; x0):
(2.29)

Note fxn; LngN1 are the pairs of observations, and � is the cumulative distribution
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Table 2.7: Table of variables.

Variables Explanations

fxn; LngN1 pairs of observations
� CDF of normal distribution

(x) Z-score

K(X; x) N -dim vector of cross-covariances between x and X
K(X;X) the Gram matrix for set X
m : �! R the mean function

� the kernel parameters

function of the standard Gaussian distribution (N(0; 1)), 
(x) is Z-score, K(X; x) is

the N -dim vector of cross-co-variances between x and set X (which contains all xs).

K(X;X) is the Gram matrix for set X (K is a kernel function), m : � ! R is the

mean function, � is the kernel parameters, and Matern 5=2 kernel is used. See table

2.7 for a mapping table.

Now according to (Snoek et al., 2012), standard black-box optimization algorithms

could be applied to optimize the function. There is more discussion about the opti-

mization techniques in (Swersky et al., 2013), we omitted them here as they are not

used in our model.

The dataset we used in our experiments are provided by the LA police department

(LAPD), which is relatively sparse and irregularly distributed. This dataset contains

the time (in hourly matter), location of the crime as well as other information. How-

ever we only consider these two to be the most relevant factor for the crime rate in

this dataset. We also applied additional weather information as an external informa-

tion for the model to consider: by inputting the daily temperature to the MLP unit,

the model will try to learn the relationship between crimes and local weather. The

dataset about crime is also used in (Wang et al., 2017) and (Wang et al., 2018). As a

reference, the LA-crime dataset is publicly available on https://data.lacity.org/

A-Safe-City/Crime-Data-from-2010-to-Present/y8tr-7khq. We applied the pro-

cessing on this dataset as discussed in the previous section; and then used it to train
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Figure 2�13: Testing results of sample block 1.

Figure 2�14: Testing results of sample block 2.

and evaluate our models.

2.3.3 Results

It is hard to predict crime events on an hourly-cased scale; however, in a broader

domain (day/night based, for instance), it would be easier to predict, as shown in

�gures 2�13 and 2�14. Our model is able to predict the crime and catch up the general

trend, while not being o� too much when predicting on speci�c times (hourly scale).

In these �gures, the left part are hourly-scaled predictions, with x-axis as time and y-

axis as number of crimes; while the right part are cumulative versions of the left part,

showing the general trend in a given time period. The red + and red line correspond

to the model’s prediction; the black lines represent the actual value, and the blue line

in the right �gure is a prediction using averaged value from the training set.

In table 2.8 we provided the training RMSEs and testing RMSEs of di�erent

models to compare their performance. Note the RMSEs for the Mixed ST-Nets are
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Table 2.8: RMSE of di�erent network structures.

Network Models Training Testing

Mixed ST Net (1-D) 0.017 0.222
Mixed ST Net (2-D) 0.018 0.279
Mixed ST Net (3-D) 0.095 0.269

Transformer Net 0.321 0.324
Plain CNN 0.278 0.341
ST-Resnet 0.143 0.207

Fully-ternary ST-Resnet 0.234 0.242
Plain RNN 0.309 0.367

the average value. As one may see, Mixed ST Net (MSTN) outperforms plain CNN

and plain RNN signi�cantly in both training set and testing set, while performing

somehow between ST-Resnet and fully-ternary ST-Resnet. Considering the relatively

low training RMSE, we believe there may be more potential in further improving our

model’s performance. We experimented with di�erent versions of convolutional units

in the model, such as 1-D, 2-D, or 3-D convolutional layers, which turns out that,

counter-intuitively, the 1-D layer captured the best combination between space and

time, as shown in the table. Potential reasons are that in Los Angeles, latitude in
u-

ences local crime rates more, and it requires more data for the model to understand

the in
uence from longitude. We also provided some plain neural network’s per-

formances such as plain RNN and plain CNN’s RMSEs, as a base for comparison.

The RMSE values of ST-Resnet and Fully-ternary ST-Resnet are from (Wang et al.,

2017), which used the same evaluation metrics as here. It is worth noting that this

model (1-D Mixed ST Net) has better RMSEs than Fully-ternary ST-Resnet, and

also produces lower training RMSEs than the ST-Resnet. Considering the relatively

smaller training set, one may need further experiments in digging out the potentials

of mixed ST-Nets. Results of a network that uses dropout layers for regularization

are provided in the table for comparison (the Mixed 2-D ST Net). On the other hand,

We applied a variety of classical methods, such as simple average (RMSE = 10.198),

regression (10.536), gradient boosting (10.583), time series methods (8.938 to 9.133),
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etc; however, their performance are way lower than the ones listed in the table.

2.3.4 Conclusion

In this work, we have adopted a new approach to combine neural networks for spatio-

temporal problems. Speci�cally, the topic about real-time crime prediction in Los

Angeles. Compared with existing methods, this proposed approach encodes the train-

ing set into a rich feature vector that contains crime information over time as well as

corresponding geological information. Then �rst train two �ne-tuned convolutional

units and a perceptron unit with corresponding dataset as mentioned in the previ-

ous section; and lastly train an independent MLP that learns to combine the three

units’ outputs in an appropriate way. Experimental results on the LA-crime dataset

have demonstrated our method’s ability to produce satisfying results in predicting the

real-time crime rate with a relatively smaller dataset. Besides, it would be interesting

to apply this structure on other spatio-temporal problems, such as the crowd-
ow

problems in (Zhang et al., 2017).

Although the network outperforms the Fully-ternary ST-Resnet, it is not good

in predicting the outliers, which makes it not perform as well as ST-Resnet as in

(Wang et al., 2017) when testing; additionally, they proposed a graph structured re-

current neural network (GSRNN) which also attains a similar yet better results in

this dataset; both of which has a much smaller gap between training error and testing

error. This over-�tting issue could be improved by further augmenting the dataset,

applying early-stopping, further �ne-tuning the hyper-parameters of the networks

(i.e. dropout rate, number of layers, etc) or introduce additional regularization loss.

On the other hand, one may combine compressive sensing techniques to ensure the

sparsity of learned feature representations for more accurate predictions. Addition-

ally, this network’s potential in disease prediction is also promising, which may also

be considered as a spatio-temporal problem.
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2.4 Interpretable Deep Learning Framework

Alzheimer’s disease (AD) is a problem to many people (Masters et al., 2015), while

attempts to develop treatments remain stalled. Though progress has been made

towards detecting AD pathology using CSF biomarkers (Frisoni et al., 2010; Jack Jr

et al., 2013; Harper et al., 2014), PET amyloid (Nordberg, 2004; Bohnen et al.,

2012), and tau imaging (Mattsson et al., 2019; Ossenkoppele et al., 2019), these

modalities often remain limited as researches. Currently, diagnosis of AD depend

on neurologists to conduct a thorough examination (i.e. patient history, cognitive

assessment (McKhann et al., 2011), and a structural MRI) for evaluating the status

(Frisoni et al., 2010). While MRIs reveal characteristic cerebral changes noted in

Alzheimer’s disease (Whitwell et al., 2012), these characteristics are considered to

lack speci�city for imaging-based AD detection (Van de Pol et al., 2006; Barkhof

et al., 2007; Raji et al., 2009; Frisoni et al., 2010). In this setting, advanced machine

learning paradigms such as deep learning (LeCun et al., 2015; Hinton, 2018; Topol,

2019), o�er ways to develop high accuracy predictions from MRI data. Here we

present a deep learning framework that connects a fully convolutional network (FCN)

to a multilayer perceptron (MLP) to generate visualizations of Alzheimer’s disease

risk that can then be used for accurate predictions of AD status.

2.4.1 Methods

As in �gure 2�17, a FCN was designed to input a registered volumetric MRI scan

of size 181Ö217Ö181 and output the AD probability. The FCN model was trained

using patch-wise strategy. This process involved random sampling of 3000 volumetric

patches of size 47Ö47Ö47 voxels from each training subject’s MRI scan. The size of

the patches was the same as the receptive �eld of the FCN.

The FCN consists of six convolutional blocks. The �rst four convolutional blocks
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Figure 2�15: Schematic of the framework.

consist of a 3D convolutional layer followed by: 3D max pooling, 3D batch-normalization,

Leaky Relu and Dropout. The last two convolutional layers function as dense layers

in terms of the classi�cation task and these two layers play a key role in boosting

model e�ciency (Shelhamer et al., 2017). The network was trained with random

initialization of the weights. We used the Adam optimizer with a 0.0001 learning rate

and a mini-batch size of 10. During the training process, the model was saved when

it achieved the lowest error on the validation dataset. After FCN training, single vol-

umetric MRI scans were forwarded to obtain complete arrays of disease probabilities

that we refer to as disease probability maps. In this way, the FCN was trained to

infer local patterns of cerebral structure that suggested an overall disease state.

After generating disease probability maps for all subjects, an MLP model frame-

work was trained to perform binary classi�cation to predict AD status from the

regions of interests (ROI) in the maps. This ROI was based on observation of the

overall performance of the FCN classi�er as estimated using the Matthew’s correla-

tion coe�cient values on the ADNI training data. Speci�cally, we selected disease
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probability map voxels from 200 �xed locations that were indicated to have high

Matthew’s correlation coe�cient values. Two additional MLP models were devel-

oped where one model used age, gender and MMSE score values as input to predict

Alzheimer’s disease status, and the other MLP took the 200 features along with age,

gender and MMSE score as input to predict Alzheimer’s disease status. All the MLP

models comprised a single hidden layer and an output layer. The MLP models also

included non-linear operators such as ReLu and Dropout.

2.4.2 Results

Our framework can predict AD status directly from MRI data or from a combination

of MRI data and non-imaging data. The FCN portion of the framework generated

visualizations of overall AD risk in individuals as a disease probability map. The MLP

then used the disease probability maps directly, or a set of non-imaging features to

predict AD status across four independent cohorts (ADNI dataset, split in the ratio

of 3:1:1 for train:valid:test. AIBL, FHS and NACC datasets served as external test

datasets for model validation). The FCN was trained to predict disease probability

from randomly selected sub-volumes of pixels sampled from the full MRI volume.

Given that this type of network accepts input of arbitrary size, application of the sub-

volumetrically trained FCN could then be used to construct high resolution disease

probability maps without the need to redundantly decompose full-sized test images.

We performed t-distributed Stochastic Neighbour Embedding (t-SNE) (Van der

Maaten and Hinton, 2008), on the volumetric MRI scans using the intensity values

as inputs from all the four datasets. While the t-SNE plot resulted in site-speci�c

clustering of the scans (�gure 2�16A), intra-site distribution of cases revealed no clear

di�erentiation between AD and NC cases. This observation underscores a rationale

for utilizing a supervised learning strategy to predict AD status using MRI scan

data alone. We then used scanner-speci�c info from the ADNI cohort and gener-
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Figure 2�16: Visualization of data.

ated another t-SNE visualization, which also revealed no discernible clustering of

Alzheimer’s disease or normal cognition cases (�gure 2�16B). This implies that any

potential scanner-speci�c di�erences may not have in
uenced the model training pro-

cess. Further, we examined the model performance visually by respective clustering

of AD and NC cases in a t-SNE, which used features before the �nal hidden layer of

the MLP (�gure 2�16C).

2.4.3 Discussion

Our deep learning framework links a fully convolutional network to a multilayer per-

ceptron and generates high resolution disease probability maps for neurologist-level

diagnostic accuracy of Alzheimer’s disease status. The local probabilities outputted

by our model are readily interpretable, contributing to the growing movement towards

explainable arti�cial intelligence in medicine. We then aggregated disease probability

maps across the entire cohort to demonstrate population-level di�erences in neu-

roanatomical risk mapping of Alzheimer’s disease and normal cognition cases. Our
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model is able to provide high and consistent performance on all the test datasets,

which suggests a strong degree of generalizability. Thus, these �ndings demonstrate

innovation at the nexus of medicine and computing, simultaneously contributing new

insights to the �eld of computer vision while also expanding the scope of biomedical

applications of neural networks.

Disease probability maps enabled the conversion of abstract tensor encodings of

neuroanatomical information to probability arrays demonstrating the likelihood of

AD at di�erent locations in the brain. Recent work has also demonstrated e�ective

di�erentiation of AD and NC cases using a patch-based sampling algorithm (Lu et al.,

2018), but is limited by simultaneous reliance on MRI and 
uorodeoxyglucose PET as

well as a model whose inputs are computed as scalar averages of intensities from multi-

voxel cerebral loci. Furthermore, we believe that the broader notion of disease process

mapping with deep learning has the potential to be applied in many �elds of medicine.

Our work builds upon such advances by requiring just a single imaging modality to

generate disease probability map that preserves neuroanatomical information.

In conclusion, our deep learning framework was able to obtain high accuracy

Alzheimer’s disease classi�cation signatures from MRI data, and was validated against

data from independent cohorts, neuropathological �ndings and expert-driven assess-

ment. If con�rmed in clinical settings, this approach has the potential to expand the

scope of neuroimaging techniques for disease detection and management.
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2.5 End-to-end Survival Model

Deep learning in combination with a 
exible survival analysis may provide a solution

that integrates spatial and temporal information to provide precise forecasts of pro-

gression from MCI to AD. With modern techniques in interpretable machine learning

(Qiu et al., 2020), one could determine which regions de�ne di�erent progression

groups. Recently, survival methodologies have been integrated into deep learning,

including Cox proportional hazard-type models (Katzman et al., 2018; Kim et al.,

2019; Mobadersany et al., 2018; Wulczyn et al., 2021; Zhu et al., 2016) and more 
ex-

ible variants such as Nnet-survival, which allow for time-varying hazards (Gensheimer

and Narasimhan, 2019; Zhang et al., 2020). We contend that models that allow for

time-varying hazards in conjunction with convolutional neural networks can (1) utilize

spatial information from imaging and (2) obtain a relatively �ne-grained, temporal

estimate of the probability that a person progresses to AD based on the pathological

phenotype elicited from imaging data. To this end, we developed and validated an

end-to-end survival model for prediction of progression from MCI to AD, and identi-

�ed regions salient to predicting progression from MCI to AD. We then characterized

the heterogeneity in spatial patterning of brain regions by identifying four unique

neuroimaging patterns corresponding to the model-predicted risk of AD progression.

We validated the risk-based neuroimaging subtypes with corresponding postmortem

neuropathology data as well as neuroradiologist-derived assessments of disease.

2.5.1 Methods

Study population and data selection

The data was collected from the Alzheimer’s Disease Neuroimaging Initiative (ADNI)

database for training, validation, and testing, and from the National Alzheimer’s

Coordinating Center database for external validation.
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ADNI Cohort

ADNI comprises a multi-center, longitudinal study with an overall goal of facili-

tating the development of novel therapeutics by identifying biomarkers that identify

and portend progression of AD. Thus far, there have been four separate phases of

ADNI. For this dataset, visits for all subjects were selected from the person registry

with a last user date of April 9, 2020; this includes subjects enrolled in all di�erent

phases of ADNI, including ADNI 1, ADNI GO, ADNI2, and ADNI 3. General re-

quirements for all phases included persons between 55-90 years old, a partner able

to be present for collateral i, a Geriatric Depression Scale less than 6, and 
uency in

one of Spanish or English. Mild cognitive impairment (MCI) was de�ned by ADNI

similarly across all four phases. To qualify as MCI, consistent criteria included the

following: a person had to have a complaint about some aspect of cognition; they had

to have an mini-mental state exam (MMSE) score > 24 and a clinical dementia rating

(CDR) equal to 0.5 with preserved daily function; and crucially, they had to exhibit

some measured memory loss based on a Logical Memory test, adjusted for years of

education. Persons had to have the amnestic domain a�ected to be enrolled. To

meet criteria for AD, a person had to have a CDR > 0.5, MMSE < 26, an abnormal

Logical Memory test, and meet criteria for AD based on NINCDS-ADRDA criteria

for probable AD.

ADNI Metadata Preprocessing

To group together visits for persons from di�erent data �les, we merged visit

data using as merge codes the person ID (‘RID’), and the visit codes (‘VISCODE’

and ‘VISCODE2’, where available). Visits labeled as ‘f’, ‘nv’, ’uns1’, and ‘tau’ were

excluded from consideration. Diagnoses were established for persons using ‘DXCUR-

REN’, ‘DXCHANGE’, and ‘DIAGNOSIS’ �elds from the diagnosis summary �le, cor-

responding to phases of the study ‘ADNI1’, ‘ADNIGO’,’ADNI2’, and ‘ADNI3’, while
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con�rmation of a diagnosis of dementia due to AD was con�rmed with the ‘DXAD’

�eld for ADNI1, and the ‘DXDDUE’ �eld for the remainder of the phases. Data from

baseline and screening visits were combined, taking the baseline diagnosis result and

other baseline assessments �rst, and �lling in the remainder of the data with assess-

ments conducted exclusively at a screening visit. From the collected data, visits where

persons had a 3 Tesla T1-weighted MRI scan, CSF data collected, and a diagnosis of

mild cognitive impairment (either late or early mild cognitive impairment), as made

by clinicians using multimodal criteria speci�ed by ADNI, were identi�ed. The �rst

such visit was identi�ed for each person.

ADNI Image Selection

Raw MRI images on the ADNI database were queried using the keyword argu-

ments *MP*RAGE* and *SPGR*, corresponding to magnetization-prepared rapid

gradient-echo and spoiled gradient-recalled echo, respectively. Once downloaded, im-

ages were �rst �ltered by the desired date for each person’s MCI visit. Then, the

Mayo Clinic quality control information was used to further inform which image to

use. If there was more than a single image at a given visit for each person, images

were selectively kept using the following criteria in the following order of importance:

being fully sampled; passing Mayo Clinic quality control where this information was

available; being taken at the most recent date; being chosen in the Mayo Clinic qual-

ity control sheet as \selected"; and �nally, if there was still more than a single scan

remaining, the image with the highest image ID, which generally corresponded to

the latest image obtained in a series, was taken. If at any point application of these

criteria led to removal of all scans for a given subject, the step was skipped in an

e�ort to keep as many scans as possible. Overall, 49 persons were selected from

ADNI1, 113 from ADNIGO, 321 from ADNI2, and 59 from ADNI3 , yielding 544

total participants. Following an analysis of patient demographics, 540 participants
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were randomly selected for the remainder of the study in order for the number of

participants to be evenly divided when conducting the 5-fold cross validation for our

deep-learning models.

ADNI Image Curation for AD-visits

An analogous process was used for Alzheimer’s Dementia visits. Visits were se-

lected where during the �rst visit where a patient was diagnosed with Alzheimer’s

Dementia they also had an MRI at this date. At this point, a similar image selection

criterion was used as described in ADNI image selection. In sum, 123 patients in the

ADNI cohort had an AD visit that corresponded to their MCI visit.

ADNI Image Curation for Pre-training

Finally, for pre-training our deep-learning models, we constructed a dataset con-

sisting of MRIs from unused patients in the ADNI cohort. These consisted of all

3-Tesla MRI images, SPGR and MP RAGE, that we obtained at our collection date

in the ADNI dataset, for patients that were not used for the main part of the study.

Images that did not have diagnoses at the time of the visit were excluded.

NACC Cohort

The NACC database hosts a Uniform Data Set (UDS) comprised of longitudinal data,

collected from persons in National Institute on Aging Alzheimer’s Disease Research

Centers (ADRCs), each with its own protocol for enrollment, and each with its own

protocol for diagnosis of disease. Diagnoses for MCI and AD are primarily made based

on clinician judgement. MCI persons are de�ned as those with preserved day to day

function, though with a concern from the person, person’s partner, or physician about

the person’s cognition and impairment in at least one cognitive domain. Dementia

is diagnosed by a measured and clinically-determined progressive decline in cognitive

ability with impacted day-to-day function, in addition to impairment in at least one

of 5 cognitive domains. AD is determined by clinical judgment based on available
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data.

Subjects in our study were selected from a data freeze on December 12, 2020. For

each subject, visits where the subject had mild cognitive impairment were identi�ed.

Out of all visits for each patient who carried a diagnosis of mild cognitive impairment,

the visit that was closest to a date at which they had a 3T, T1-weighted MRI was

kept. If the time between the clinical visit and MRI was longer than 6 months, the

patient was dropped from consideration. CSF values were assigned to the nearest

diagnostic visit provided the visit occurred within +6 months.

Metadata for each of the T1-weighted scans were used to select which T1-weighted

MRI to use out of the several MRIs available for each visit. Only three-dimensional,

original, SPGR or MP RAGE images were used. Their single smallest dimension had

to be at least 80 voxels. If a person had fully sampled scans, these were selected in

place of any accelerated scans such as GRAPPA or SENSE. Finally, if there was more

than a single image left for a person, an image collected that met the aforementioned

criteria was selected at random but with preference to the most recently acquired

scans.

Images were parcellated utilizing SPM 12 software, CAT12 and MATLAB version

2020a. Images were batch processed using the following methodology. First, MRIs

were centered such that the center of each scan was located at the image origin. This

was accomplished using a script generously provided by Dr. Landau and Alice Murphy

of the Helen Wills Neuroscience Institute at University of California, Berkeley.

At this point, images were further processed in one of two ways, depending on the

deep learning pipeline that was to follow.

For the multi-layer perceptron model, a parcellation pipeline that utilized CAT12

(Computational Anatomy Toolbox, http://www.neuro.uni-jena.de/cat/) was used in

order to determine normalized gray matter volumes for pre-speci�ed regions of the
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brain. These normalized gray matter volumes were then used as input for the multi-

layer perceptron model. In order to obtain these normalized gray matter volumes,

recentered MRIs were �rst batch processed using CAT12 segmentation with all of the

default parameters. The Neuromorphometrics atlas was used for volumetric analysis

(http://Neuromorphometrics.com/); the original atlas was constructed from brains

originally obtained from OASIS (https://www.oasis-brains.org/). This resulted in

544 gray matter volumes for the ADNI dataset and 508 gray matter volumes for

the NACC dataset. Gray matter volumes were averaged across hemispheres. These

volumes were normalized by dividing by the total intracranial volume, yielding nor-

malized gray matter volumes. Normalized gray matter volumes are referred to simply

as gray matter volumes throughout the main text of the manuscript. The regions cor-

responding to ventricles were removed for further analysis (CSF, 3rd ventricle, 4th

ventricle, inferior lateral ventricle, and lateral ventricle)

For other models, we used a standard SPM12 (Statistical Parametric Mapping,

https://www.�l.ion.ucl.ac.uk/spm/software/spm12/) pipeline which consisted of co-

registering and masking each brain using the following steps: 1. Segmentation of

each brain into gray matter, white matter, and CSF; 2. Bias-correction of each

brain; 3. Normalization of each bias-corrected brain into MNI (Montreal Neurological

Institute) space using the deformation �eld obtained from (1); 4. Masking each brain

by thresholding the sum of the gray matter, white matter, and CSF probability

atlases at a value of 0.2, and taking the pointwise product of the normalized brain

and the thresholded, normalized atlas. The outputs were saved as 64-bit 
oating

point numbers in Nifti �les.

Upon review of masked brains, the brain of one subject was poorly registered. This

subject was removed from all analyses. For survival analyses, the lifelines package

was relied upon extensively (Davidson-Pilon, 2019). Seaborn was used extensively for
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scatter plots and violin plots as well (Hunter, 2007), and Scipy was used to compute

Kruskal-Wallis tests, Chi-square tests, and Mann-Whitney U tests (Shalloo et al.,

2020).

Subtype analysis

Centroid computation

Subtyping patients was performed as follows. We divided CSF values for all cases

in the ADNI cohort by amyloid beta quartile, in order to risk-stratify each case

into high-risk, intermediate-high risk, intermediate-low risk, and low-risk categories

corresponding to the lowest concentration of CSF amyloid-beta through the highest

concentration of CSF amyloid-beta, respectively. The gray matter volumes for each

region for each participant in each of these subtypes were then obtained. For each

region across all subtypes, the mean and standard deviation of the gray matter volume

in that region was obtained. Gray matter volumes for each brain region were Z-

scored to the mean and standard deviations of that respective brain region. In order

to obtain centroids for each subtype, Z-scored gray matter volumes were averaged

across all brains in the ADNI cohort preliminarily sorted into each of the 4 subtypes,

for a total of 4 centroids.

Subtype assignment

In order to assign �nal subtypes, ADNI and NACC brain regions were all Z-

scored using the respective region means and region standard deviations obtained

across the entire ADNI dataset (540 patients). Spearman’s correlation coe�cient was

then calculated between each brain and each of the 4 subtype centroids. The subtype

corresponding to the highest correlation coe�cient was assigned as the subtype for

that particular patient. Subtypes were assigned in the same way for the images

obtained at the �rst AD visit for the particular subset of ADNI patients with these

data available. In order to plot the Sankey Diagram demonstrating changes in subtype
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Figure 2�17: Schematic and performance.

over time, we utilized the python library plotly (https://plotly.com/).

Assignment of parcellated regions to lobe

Regions were assigned to lobes as designated in the CAT12 Neuromorphometrics

Atlas assignments, with several exceptions. Speci�cally, regions in the frontal, pari-

etal, and occipital lobe were each grouped together. The temporal lobe was split

into mesial and non-mesial temporal lobe, where the mesial temporal lobe consisted

of the entorhinal area, parahippocampal gyrus, hippocampus, and amygdala. The

remainder of the area designated as \subcortical" was divided into subcortical and

regions in the basal ganglia.

Deep learning framework

Multi-layer Perceptron Network

A multi-layer perceptron network was utilized to predict a person’s risk of AD pro-

gression over time as well. The data was split in a 3:1:1 fashion (training:validation:testing),

and 5-fold cross validation was used in order to ensure that each subject was used as
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test data exactly once, validation data exactly once, and training data three times.

Normalized gray matter volume is utilized as input for this model. This model con-

sists of a batch-normalization layer, followed by dropout, batch-normalization and

leaky recti�ed linear-unit layers. This output was fed into a �nal linear layer and

then to a sigmoid layer, which computes the marginal probabilities of survival in each

of 3 time bins: 0-24 months following the MCI visit, 24-48 months following the MCI

visit, and 48-108 months following the MCI visit, all left-side inclusive. The model is

saved when it has a lower total survival loss on the validation set. Please see Survival

Loss in the appendix. Using the marginal probabilities of survival, we can compute

the overall probabilities of survival by taking the product of the marginal probabilities

of surviving each of these time bins.

To evaluate the success of the model, two statistics were computed: the concor-

dance index and the Brier score. The concordance index compares pairs of subjects,

and computes the proportion of pairs where our prediction of survival (i.e. which of

the subjects \out-survives" the other) matches ground truth. To compute the con-

cordance index, we calculated the predicted probability of survival at 24 months and

used this to compare the predicted versus actual survival of two subjects. The Brier

score is a statistic that measures the di�erence in survival for an individual against

their predicted survival, and so measures bias of our predictions. These statistics

were computed using scikit-survival (P�olsterl, 2020).

Multiple experiments were performed to ensure the evaluation of our model was

stable: The data was split into 3:1:1 for training, validation, and testing, respectively.

We used a 5-fold cross validation when training the FCN model. Additionally, each

of the 5 FCNs were followed by 5 MLPs with di�erent initial weights, which resulted

in a total of 25 MLP models. These model’s performances were then evaluated and

reported in the table for analysis.
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Survival Convolutional Neural Network

A modi�ed convolutional neural network with survival loss function was trained

to predict the risk of progression for patients in a time-based manner. As a result

of the di�erent loss function, it is referred to as the survival convolutional neural

network (SCNN) in our work. In this model, 3D convolution is used to handle the

volumetric MRI scans of size (121, 145, 121). The network contains 5 convolutional

layers, each layer’s kernel size is set to be 3, with a stride of 1 and no padding. Batch

normalization is applied throughout the 5 layers to prevent instability during train-

ing, and to decrease the number of epochs needed to achieve optimal state. After the

normalization step, a leaky recti�ed linear unit is utilized as the activation function.

Following this, a max-pooling layer of size 2 is attached to retrieve the most impor-

tant features from previous output. In addition to L2 normalization (weight=0.01),

dropout layers (probability=0.3) are also used to boost the robustness of the network.

Finally, we 
atten the output and apply fully-connected layers for the �nal predic-

tion of risks. Before training, we initialize the weights using the default initializer

(Kaiming Uniform method). During the training, we feed the model with a batch

size of 10, and use the stochastic gradient descent (SGD) optimizer with a learning

rate of 0.01. Additionally, we calculated weights for each training sample based on

their class frequency.

Similar to the previous settings for experiments, the same datasets were used, as

well as the (3:1:1) train:valid:test split (on ADNI dataset). NACC is again used as

the external testing dataset. During training, the model is saved whenever it has a

better concordance index on the validation set. Besides the concordance index, we

also calculated the Brier score on all datasets for evaluation purposes. These two

scores give assessments of accuracy (concordance index) in addition to calibration

(Brier score). Multiple experiments with di�erent parameters are made to achieve
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the best results; some of the most representative experiments are provided in the

table.

Survival Vision Transformer

Transformer has been a hot topic recently and was applied in various areas on

di�erent tasks. Vision transformer, for example, is one of such applications that is

designed primarily for image based tasks. In our work, we explored the vision trans-

former’s performance on 3D image handling in predicting the AD hazards. Similar

to the structure in (Dosovitskiy et al., 2020), we �rst split the 3D scan into smaller

volumes of size (64, 64, 64), resulting in a number of patches, which is then send

into the mapper (linear mapper or convolutional mapper) to map into vectors with a

dimension of 200. These vectors are then concatenated with a learnable class variable

and encoded with relative locations using a positional encoder. The transformer will

then take these vectors as input. The layers of the transformer is basically the same

as the original structure: the input vectors will �rst be normalized and then used

by multiple self-attention layers to compute the weighted sum, where the weights

for each of them are based on the pairwise similarity between each elements of the

inputs; after that, the values will come with a skip-connection (which adds the orig-

inal value to the computed values) and normalized again before send into the feed

forward layers; the outputs of these layer will come with skip-connection again. After

the transformer, we append a multi-layer perceptron unit as the decoder to perform

the risk prediction task.

We used the same data for training, validation and testing { same split, same bins

and same seeds for establishing a fair comparison. SGD optimizer is used again when

updating the weights, though with a smaller learning rate of 0.005. The dropout is set

to 0.25, and the batch size is 5 (other sizes do not in
uence the results signi�cantly).

The weights are initialized using the Kaiming Uniform method as in SCNN. We listed
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2 most representative results for SViT. In general, we observed that SViT performed

worse than SCNN.

Transfer Learning

Transfer learning is a method that initializes model A’s weights using a pretrained

model B’s weights instead of random initialization. This way model A starts training

from the point B achieved. This method has been proven useful and widely used in

many tasks, as well as in our models. In our model, transfer learning improves the

performance of our models. More detailed results are provided in the table.

SHAP analysis

SHaply Additive exPlanations (SHAP) values were utilized in order to determine

the contribution of each input feature (normalized gray matter volume) to the pre-

dicted survival of each patient. Brie
y, SHAP values have been widely utilized in

order to provide a measure of inference to machine-learning models. In our case, the

DeepLIFT algorithm was used in order to compute a linear approximation whereby

SHAP values are computed as the product of the backpropagated gradient for each

feature, multiplied by the di�erence between the initial feature value and its expected

value. For each fold, training data was used as the background data in order to com-

pute the expected values for each feature. We used the deepexplainer method from

the SHAP package to compute our values https://github.com/slundberg/shap

(Lundberg et al., 2018).

Analysis of SHAP Values

SHAP values were sorted based on their Spearman correlation coe�cients with

gray matter volumes, Z-scored to the mean and standard deviation of normalized gray

matter volumes in the ADNI dataset for that particular region. The regions with the

5 highest correlation coe�cients for each subtype were selected for further analysis

and plotted in Figure 5. To assess di�erences in average SHAP values for these top
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regions, we used a linear mixed e�ects model (lme4 package in R). Our model was

speci�ed as: SHAP Value � 1+Subtype + (1jSubject ID) + (1jBrain Region).

Therefore, we assessed the impact of a patient’s Subtype on the SHAP value,

controlling for subject ID in addition to the region of the brain for each datapoint.

Brain overlays of each signi�cant region were plotted using the function from the

Nilearn package (https://nilearn.github.io). Finally, the circlize package in R was

used to plot chord diagrams (Gu et al., 2014) in conjunction with the viridis package

for colorization. To construct the chord diagrams, we obtained the union of the top 5

highly correlated regions for each of the subtypes, totalling 11 regions. We determined

the partial correlation coe�cients between each of these 11 regions for each subtype,

and plotted the 3 regions with the highest partial correlation coe�cients, and 3 regions

with the lowest partial correlation coe�cients. The centrality of each region, as

measured by the sum of the absolute values of all incident edge partial correlations,

determined the width of each region. The width of each edge was determined by the

magnitude of the connection’s partial correlation coe�cient.

Pathology Analysis

For pathology analysis, we utilized sunburst plots from the plotly library, and per-

formed this analysis only for our NACC data. Due to the relatively small numbers of

patients available, we consolidated pathological classi�cations. For Cortical Atrophy,

we grouped together moderate and severe atrophy together as \high", and mild atro-

phy as \low". A similar method was utilized for Hippocampal Atrophy. For BRAAK

staging, Stages 0-2 were considered \Low", while Stages 3 or above were considered

\high" stages. For ADNC scores, \Not AD" and \Low" probability of AD were con-

sidered \lower" probability, whereas \Intermediate" and \High" probabilities were

grouped as \higher" probabilities of AD. for CERAD scores, C0-C1 were considered

\low" scores, whereas C2-C3 were considered \high" scores. Lobar Atrophy was only
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scored as Present or Absent, so these were not grouped any further. The total num-

bers of patients with pathology data were between 31 and 46 for each of these 4 types

of pathology.

2.5.2 Results

Demographic analysis

NACC and ADNI data were heterogeneous. As shown in Figure 1, NACC persons,

overall, tended to progress to AD more rapidly than those in the ADNI dataset over-

all. As we see in Fig. 1B, this decreased survival rate was associated with lower

MMSE scores at baseline when pooled. In both datasets, we see lower MMSE scores

correspond to more rapid progression to AD. Therefore, lower MMSE scores at base-

line could explain the decreased rate of survival for the NACC cohort. Interestingly,

the average age in the NACC cohort was higher than that of the ADNI cohort, though

older age generally corresponds to lower rates of AD progression.

The CSF biomarker �ndings from the ADNI dataset are similar to those found in

many previous studies. A�42 levels are higher in persons who take longer to progress

to AD, and t-tau and p-tau are lower in persons who take longer to progress to AD.

Also of note is the large variability in these CSF values within and between datasets,

which could re
ect person as well as collection variability.

Preliminary Survival Analysis

The six regions most highly correlated with rate of progression to AD are each biolog-

ically plausible: entorhinal cortex (Spearman �=0.279), amygdala (�=0.272), inferior

temporal gyrus (�=0.265), temporal pole (�=0.249), parahippocampal gyrus (�=-

0.248), and hippocampus (�=0.247). In each case, larger normalized gray matter

volumes correspond to more indolent, smoldering cases of AD progression, while per-

sons with smaller gray matter volumes in each of these regions correspond to more
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Table 2.9: Table of network abbreviations.

Abbreviations Explanations

CNN Convolutional Neural Network (with cross entropy loss)
SCNN Survival Convolutional Neural Network (with survival loss)
ViT Vision Transformer (with binary cross-entropy loss)

SViT Survival Vision Transformer (with survival loss)
MLP Multi-layer Perceptrons (with survival loss)

T NNs with transfer learning
F NNs with �xed layers
P Pretrained NNs for transfer learning
5 NNs with 5 convolutional layers

Res NNs with skip connections
Conv NNs with convolutional mapper
Linear NNs with linear mapper

PV NNs using parcellation ventricles
C NNs using CSF

PVA NNs using parcellation ventricles age
PVM NNs using parcellation ventricles MMSE

PVAM NNs using parcellation ventricles age MMSE

rapid progression. Interestingly, the persons in each of these 6 groups overlapped only

somewhat, with, on average, 52% of persons in the bottom quartile being shared be-

tween pairs, 46% for persons in the top quartile being shared. This shows that there

is some heterogeneity in brain areas with signi�cant atrophy in di�erent persons.

As expected based on Fig. 1C, persons in the highest quartile for A�42 demon-

strated improved survival compared to those in the lowest quartile, while the opposite

was true for t-tau and p-tau. Similarity of persons in the top quartile of A�42 and

bottom quartiles of t-tau and p-tau was again, fairly low. Versus t-tau, only 11.4% of

persons were shared and versus p-tau, only 13.3% of persons were shared, while t-tau

and p-tau bottom quartiles shared 83.8% of their persons. Similarly, persons in the

bottom quartile of A�42 overlapped with persons in the top quartile of t-tau values

by only 20.8% and with persons in the top quartile of p-tau values by only 21.3%,

while 82.7% of persons in the top quartile of t-tau and p-tau overlapped.
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Figure 2�18: Networks performances.
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2.5.3 Conclusion

While Braak staging (Braak and Braak, 1995) posits a stereotyped geographical pat-

tern of neuro�brillary tangle deposition, recent work suggests that brain atrophy in

early AD occurs in di�erent patterns depending on a patient’s speci�c AD phenotype.

Therefore, a biomarker that incorporates geospatial neurological changes may o�er

more utility in di�erentiating AD from MCI as well as the di�erent phenotypes of

AD.
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2.6 History to Decision Mapping Framework

2.6.1 Learning on Parrondo’s Paradox

In the capital-dependent Parrondo’s paradox (Harmer and Abbott, 1999b; Harmer

and Abbott, 1999a), two losing games interact with each other through the current

capital of the player and may yield a winning game. To make a coherent analysis

with previous work, we use the same example as used in (Dinis and Parrondo, 2003;

Harmer and Abbott, 1999a). Consider two games A and B, and at each time the

player has to choose one to play. In game A, the player’s capital X(t) increases by

one with probability p1 = 1=2� � and decreases by one with probability 1� p1 where

� is a small positive real number. The outcome of game B, however, is dependent on

the current capital X(t). If X(t) is a multiple of 3, the player has p2 = 3=4� � chance

of winning one unit and 1� p2 of losing one unit. If X(t) is not a multiple of 3, the

chances of winning and losing are p3 = 1=10� � and 1� p3 respectively. Both game

A and game B can be shown to be losing when � > 0. A simulation is given in Figure

1 with � = 0:005.

Figure 2�19: Simulation of playing game A and B.

However, when Game A and Game B are played in certain deterministic or stochas-

tic sequences, it results in a winning game counter-intuitively. See �gure 2�20. The

key to explain this is that the game B has a winning \branch" if the current capital is

a multiple of 3, where the chance of winning is 3=4�� which is higher than 1=2. Some
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orders of playing could lead to this preferred state more often than others and if the

frequency of this preferred state is higher enough it overcomes the losing tendency of

other \branches" and combining the two games is winning as a whole.

Figure 2�20: Simulation of playing of ABAB, AABB, and randomly.

A question coming up naturally then is what is the optimal strategy given the

aforementioned situation. It is not of much interest though when the player has

perfect information about the games and the current state (the current capital in

the above example). For the above example, the optimal strategy for the player is

simply choosing game B when current capital is a multiple of 3 and choosing game

A otherwise(Dinis and Parrondo, 2003). For more complicated games they could be

modeled as a Markov decision process and then solved via dynamic programming.

The focus of our work, however, is on the case when both the rules of the games and

the current state are unknown to the player. In this scenario, the player has no choice

but to infer from the past playing history in order to make better decisions in the

future. This scenario is of interest because in practice usually the interaction between

two \games" is implicit and hidden from the \player". Taking stock investment as an

example, suppose an investor has to make consecutive investments over two di�erent

stocks. The investment of one could have in
uence on the stock market and therefore

could change the price of another, consequently changes the outcome distribution if

the investor chooses to invest in another stock, while the interaction between the two
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stocks could be too complicated to be expressed explicitly. The above example is

not well-designed but the purpose here is to illustrate that the interaction between

\games" abstracted from real life could be implicit and hidden to the \player".

Knowing that conventional methods cannot be applied since the games are un-

known, it is of interest to have a strategy that bypasses the demand for perfect

information, when the player is \blind" from the games and the hidden states. The

main contribution of this paper is a supervised learning framework that maps the

playing history directly to the action space. To our knowledge, it is the �rst attempt

to \learn" the optimal strategy in Parrondo’s Paradox games.

The learning model used is multi-layer perceptron (MLP) aka deep feed-forward

neural networks, which and variants of which have been shown to be very success-

ful in application to learning tasks such as image classi�cation and decision mak-

ing.(Demuth et al., 2014) Multilayer perceptron maps the input to the output by

doing a sequence of linear and nonlinear transforms while the \weights" parameters

between the layers are adjusted continuously by gradient descent during training.

The detailed architecture and hyper-parameter settings are given in the next section.

2.6.2 Experiment

Dataset

Supervised learning requires labeled data, which in our case are the history-action

pairs. We generated a dataset by running a simulation on the above example. Starting

with capital equal to 10, Game A and Game B are played randomly while the action

(play Game A or Game B) ,consequent result (win or lose) and current capital are

recorded. The actions and results are recorded in one-hot coding: 10 for playing

Game A and 01 for playing Game B and similarly 10 for a winning of 1 unit and 01

for a losing of 1 unit. The playing history of each time step is then a 4-dimensional

vector e.g. 1001 means the player chooses to play Game A and consequently lose 1
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unit. Every 100 time steps of playing is then paired with its label which is the optimal

move of the next time step given by conventional methods. In this way we generate

a dataset with 100000 pairs.

Model

Figure 2�21: Neural network’s structure.

The architecture of the multi-layer perceptron is as shown in �gure 2�21 which has

three hidden layers containing 100, 50, 10 neurons respectively. The activation func-

tion of the hidden layer is ReLU (Nair and Hinton, 2010) except for the output layer

which is softmax. The learning rate is set to be 0.001 and Adam optimizer (Kingma

and Ba, 2014) is applied during training. With �ne-tuning our model achieves 88.8%

testing accuracy. The tool for implementing this is Keras.

Result

Figure 2�22: Comparison of long-term earnings.
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Figure 2�22 shows how our model performs compared to random strategy and optimal

strategy. It is clear that although the neural network does not perform as good as

the optimal strategy (which requires perfect information about the game and current

state while our model does not), it outperforms the random strategy signi�cantly (�6

times better in �nal capital), and the capital increase is more stable than the random

method also.

2.6.3 Conclusion

Learning models such as MLPs are helpful, given enough training, in making better

decisions in Parrondo’s Paradox situation when the rules of the games and the cur-

rent state are hidden from the player. By learning a mapping from playing history

directly to decision space, it bypasses the demand for perfect information about the

games, which is usually required by conventional methods. Our result shows that the

trained model successfully combined two individually-losing games to a winning one

and had signi�cant improvement in gained capital compared to random alternating.

The limitation, however, has to do with the supervised learning algorithm which still

requires labeled data which may not be obtainable sometimes. But the property that

a learning algorithm can make decisions without acquisition of the states still makes

it the method of choice when conventional methods cannot be applied. As for poten-

tial extensions, the paradox theory may also apply in some medical areas, yielding

unexpected promising returns, pointing to a potential way of cross-�eld research.
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2.7 Chapter Summary

In this chapter, we discussed common basic network structures (i.e. CNNs, GANs,

RNNs) that are not only popular for independent applications, but also widely used

in combinations, such as in GAN designs. We presented some of our works that

are looking for better network’s performance in a non-competitive setting, and these

works’ impact on the generalizable competitive learning framework.

In the next chapter, we will display an overview of our works that utilizes com-

petitive learning for image processing and/or classi�cations. We will discuss their

corresponding architectures and contributions, the challenges faced and how they

were handled. Speci�cally, we will look at developing lines of the works that are re-

lated to the adversarial learning framework in image processing, as well as reasoning

on the motivations that inspired our most current network design. We will also probe

the contributions of our work to the �eld of high dimensional data processing.



82

Chapter 3

Deep Competitive Framework

In this chapter, we will present the works that design and analyze networks in a

competitive setting on image processing tasks. Speci�cally: (1) domain-speci�c in-

painting with a concurrently pre-trained GAN to recover noised or cropped images,

which achieved state-of-the-art results in 2017 (section 3.1); (2) a GAN model to en-

hance MRI-driven AD classi�cation performance using generative adversarial learn-

ing, demonstrating the potential of generative networks in handling multiple tasks

(section 3.2). (3) Finally, we proposed a competitive framework that could recover

3D medical data from 2D slices, while retaining disease-related information, which is

veri�ed on 2 datasets (section 3.3).
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3.1 Concurrently Pretrained GAN

Learning competitive feature representations from unlabeled data has been a pop-

ular and active research topic in the past few years. Learned features can then be

used in various arti�cial intelligence problems, such as image classi�cation, natural

language processing, self-driving cars, and audio waves analysis. But in the con-

text of computer vision, learned features from images are not strongly competitive

compared with hand-engineered features, although we already have auto-encoders to

learn sparse representations (Ng, 2011), over-�tting problems and the di�culties of

imposing prior distributions can not be solved with ease. In the past few years, Gen-

erative Adversarial Networks(GAN) have been proven to be a successful method to

train generative models. Di�erent from other generative models such as Restricted

Boltzmann Machine (RBM) and Deep Belief Net (DBN), GAN does nnt require any

Markov Chain to approximate the partition function. This makes the GAN attrac-

tive for various generative tasks including inpainting. As one of the interesting topics

in image processing, recovering defects or deformed images has been examined to

ascertain whether it is possible to be solved by GANs.

Image Inpainting

Although inpainting is a concept developed for computer vision originally, an e�ective

inpainting framework can be used for recovering other kinds of signals. Most existing

methods often use similar patches to �ll the holes in an image, so they cannot inpaint

images semantically. Some advanced methods append extra parameters into GANs

to get more promising results. Semantic Image Inpainting (Yeh et al., 2016) (Amos,

2016) de�nes contextual and perceptual losses to ensure the quality of inpainted im-

ages; PPGN (Nguyen et al., 2016) imports additional terms to the update rule during

training; Context Encoders (Pathak et al., 2016) makes progress about �lling really
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large holes. We propose a di�erent data-feeding method to train a GAN to become

an e�ective inpainter. Since it is always hard to evaluate the absolute performance

of inpainting by only numerical factors, Inception (Szegedy et al., 2016) has been

adopted to judge results. The methods employed are evaluated on the large scale

LSUN dataset (Yu et al., 2015). The results show that our method can much more

e�ectively inpaint images than existing methods by some 2%. In addition, our on-

going project using Transfer Learning and Compressive Sensing theories is to further

improve the diversity and sparsity of learned features that are used to inpaint signals.

3.1.1 GAN for Inpainting

Applying GANs on image inpainting tasks has been proposed in Semantic Image

Inpainting (Yeh et al., 2016) (Amos, 2016).

Lcontextual(z) = jjM �G(z)�M � yjj1 (3.1)

Where � denotes the element-wise multiplication.

With the help of contextual loss as shown in equation 3.1, they get promising

inpainting results with both human faces and house numbers data. Their method

to predict missing content in an image based on surrounding values still su�ers the

shortcomings of DCGAN. Moreover, training generators with uncorrected data to

recover the closest image on the manifold to the corrupted images cannot deal with

high-resolution images nor very complex images. Besides, ambiguities caused by the

corruption are still tricky.

Our method for inpainting utilizes both G and D from GAN as well, and we modify

the GAN according to rules proposed in WassersteinGAN (Arjovsky et al., 2017).

To improve the quality of reconstructed image, we train the G and D concurrently

with a special data feeding approach to help generator escape from wild guessing
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during inpainting process. This will sacri�ce the diversity but incredibly improve the

inpainting ability of GANs that inpaintng for only one domain of images.

3.1.2 Proposed Data-Feeding Approach

In order to have appropriate data for training, the raw data will be �ltered by a

classi�cation model. Any images that cannot be correctly identi�ed by this classi�er

will be discarded. In this paper, Google’s inception model (Szegedy et al., 2016) is

chosen because of its decent ability in accuracy and details when identifying objects

given an image.

The noise generator is implemented to produce noises on the images of the datasets.

The size noising space is picked by hand; the location of the noising space follows uni-

form distribution, and the degree of the noises currently follows Gaussian distribution:

f(xj�; �2) =
1

p
2��2

e�
(x��)2

2�2 : (3.2)

The input for the generator is changed in order to achieve the task of recovering

designated images. As mentioned earlier, the original Generative Adversarial Net-

works’ generator uses a randomly generated vector as input. For the model proposed

in this paper, this vector is replaced by a vector where its entries come from outside

sources. The outside sources are transformed from the datasets which have passed

through the one or more previous steps (�ltered, noised, and/or resized).

The algorithms discussed earlier are given in Algorithm 1 and Algorithm 2:

The major reason for replacing the random vector is that the vector transformed

from the images are obviously more relevant and informative than a vector of ran-

dom values. It is believed (and observed) that the generator could have a better

performance in completing its tasks when given some useful information as inputs.

Conversely, the potential disadvantages of this approach is that such information
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Algorithm 1 Pseudocodes for some pre-processing procedures.

Need: I, The image to process, which contains corresponding information: R,
speci�ed number of rows; C, speci�ed number of columns; Z, the degree of input
vector for generator; Irc, the value of image at row r, column c; �, average degree of
noise; �, deviation of noise and �, size of sector to add noise.

procedure Inception (Szegedy et al., 2016)(I):
Ws = top words returned by the model given I
Return �rst item in Ws

procedure Noise(�; �; �; I):
SI = Sub-images of I that occupies �% of it
si = Randomly pick an sub-image (Uniformly)
for each row(r) of si do

for each column(c) of si do
sirc = x, where x � g(�; �)

I = SI + I

procedure Resize(I; R; C):
Simply resize I into speci�ed R and C proportionally

could also hinder the generator’s ability to produce creative images.
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Algorithm 2 Pseudocode for processing the inputs for the generator.

Need: Dataset, The dataset to process, which contains corresponding information:
L, label of the image (e.g. plane); CN , number of channels of the image (1 is
considered as a gray image, while 3 is assumed to be an RGB image); and Z, the
input vector for generator.
Need: �, average degree of noise. �, deviation of noise. �, size of sector to add
noise.

for I in Dataset do
if INCEPTION (Szegedy et al., 2016)(I) = L then

Move on
else

Skip to next image

Z = NOISE(�; �; �; I)
Z = RESIZE(Z;R;C)
if CN = 3 then

Move on
else

Z = channel x of Z, where x � f1,2,3g
Z is then feed into G when training the net

We implemented the above algorithms in Tensor
ow (Abadi et al., 2015), those

who would like to reproduce the inpainting task can follow the instructions at Github

Repo (Zhou et al., 2017b).

3.1.3 Evaluation Methods

The evaluation metrics applied in this paper includes inception and contextual loss

as discussed in Semantic Image Inpainting (Yeh et al., 2016) (Amos, 2016). Inception

(Szegedy et al., 2016) is used to identify the output images from the generator, it

is considered as an acceptable output if the inception model is able to identify the

object correctly (e.g. if the input image for the network has label ‘airplane’ and

the inception model identify the object in generated image as ‘plane’, then it is

an acceptable image). Inception’s classi�cation is analogical to real human’s visual

judgment; we think this is a good evaluation supplement to those numerical factors.
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3.1.4 Simulation Results

Below is a table comparing our model’s contextual loss with contextual loss from Se-

mantic Image Inpainting (Yeh et al., 2016), our approach obviously further minimizes

the contextual loss compared with (Yeh et al., 2016).

Contextual Losses
Dataset Mask Type Our Model Semantic GAN

Cat Center Crop 1220.07 2734.86
Cat Gaussian 1469.53 3496.05

Plane Center Crop 1136.78 4720.99
Plane Gaussian 1358.44 5233.05

Following is another table showing our model’s accuracy when recovering Gaussian

noised images. Images can’t be classi�ed by Inception accurately before they get

inpainted.

Inception Classi�cation Accuracy
Original Noised Inpainted

Inception’s Accuracy 62:5% 6:25% 31:25%

3.1.5 Conclusion

In this paper, we have adopted a new approach to train GANs for image inpainting.

Compared with existing methods, this proposed approach encodes the training image

into a rich feature vector that contains not only intact information, but also the

information of di�erent transformations of noise. Thus, along with Wasserstein GAN

modi�cation we train the generator as an inpainting expert in a speci�c category

of images. Experimental results on 10k cat dataset (Zhang et al., 2008) and LSUN

plane objects dataset (Yu et al., 2015) have demonstrated that our method improves

the GAN’s inpainting ability. Moreover, we introduce Inception classi�ers to evaluate

inpainting performance in addition to numerical factors such as contextual loss.

Although the results are ideal to some extent, there are lots of limitations. This

method sacri�ces the imagination ability of GAN to provide reasonable and realistic
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inpainting results, and we can only have one inpainting generator for one category of

images for one training round, which means domain-speci�c. This could be improved

by performing transfer learning with GANs. Also, it can be furher improved by com-

bining compressive sensing techniques with generative models to ensure the sparsity

of learned feature representations.
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(a) Testing Images from LSUN Aircraft Dataset

(b) Center Cropped Testing Images

(c) Inpainted Center Cropped Images using Our Approach

(d) Gaussian Noised Testing Images

(e) Inpainted Gaussian Noised Images using Our Approach

Figure 3�1: Part of the inpainting results.
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3.2 Performance Driven Enhancing GAN

Rapid improvements in neuroimaging techniques such as magnetic resonance imaging

(MRI) have led to more sensitive methods of identifying neurodegeneration associ-

ated with Alzheimer’s disease (AD) pathology (Sperling et al., 2014). Evaluation

of the pathophysiological changes on MRI could potentially facilitate the discovery

of new treatments and help patients, families, and clinicians. Accurate detection of

AD using MRI is contingent on the signal-to-noise ratio (SNR) of the scan data,

which is directly connected to instrument-related parameters such as magnetic �eld

strength. As such, scanner improvements can lead to increased sensitivity to detect

subtle biological changes. Nevertheless, image-based screenings of at-risk individuals

are usually carried out by relying on a single scanner technology. This means that

the ongoing national studies such as the Alzheimer’s Disease Neuroimaging Initia-

tive (ADNI) (Jack Jr et al., 2008), the Australian Imaging, Biomarker & Lifestyle

Flagship Study of Ageing (AIBL) (Ellis et al., 2010), and the National Alzheimer’s

Coordinating Center (NACC) (Beekly et al., 2007), dedicated to detection of AD

and tracking AD progression, can allow us to generate AD classi�cation models with

accuracies that are bounded by advancements in the scanners.

One possible solution to partially address this issue is using generative adversarial

learning (Goodfellow et al., 2014), which is an emerging technique in machine learning

that incorporates a system of two neural networks that compete with each other in a

zero-sum game framework. Since its introduction, there has been a surge of interest

in the application of GAN frameworks related to the brain. Some of the applications

include image generation with improved properties such as achieving super resolution

or better quality (Wang et al., 2020b; Gu et al., 2020; Kim et al., 2018; Hagiwara

et al., 2019; Delannoy et al., 2020; Tan et al., 2020), data augmentation (Fahimi et al.,

2020; Li et al., 2020; Wu et al., 2020), segmentation (Delannoy et al., 2020; Li et al.,
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2020; Wu et al., 2020; Shi et al., 2019; Hamghalam et al., 2020), image reconstruction

(Shaul et al., 2020; Do et al., 2020; Quan et al., 2018; Yang et al., 2017), image-to-

image translation (Lei et al., 2019; Nie et al., 2017; Yang et al., 2020; Uzunova et al.,

2020), and motion correction (Sundar et al., 2021; Johnson and Drangova, 2019).

While these important studies have demonstrated the exciting prospect of using GAN

architectures, there is a limited amount of work that has focused on utilizing the

generated images for subsequent tasks such as disease classi�cation (Nagasawa et al.,

2020). Here, we evaluated if a generative adversarial network can be developed to

augment performance of a classi�er trained using the generated images. To achieve

this goal, we processed brain MRI scans of multiple magnetic �eld strengths (1.5 Tesla

(1.5T) and 3 Tesla (3T)) from the ADNI dataset and also obtained access to 1.5-T

MRI scans from the AIBL and NACC datasets. Using these data, we addressed the

following objective. The deep learning framework needs to more accurately predict

the class label than what one could achieve using the original scans. To achieve

this, we trained a GAN model using 1.5-T and 3-T scans obtained around the same

time on the same set of individuals. Using well-known image quality metrics, we

compared the original scans and the generated images. We then used the generated

images to construct a fully convolutional network (FCN) that discriminated between

cases who had AD from those who had normal cognition. For comparison, we also

generated an independent FCN model using the original 1.5-T scans to predict AD

status. Validation of the FCN models was performed using data from the AIBL and

NACC studies.

3.2.1 Materials and Enhancing Framework

Study population and MRI scan parameters

We obtained access to T1-weighted MRI scans from the ADNI (n=417), AIBL (n=107),

and NACC (n=565) cohorts (see �gure 3�2, (a) the Alzheimer’s Disease Neuroimaging
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Figure 3�2: Three independent datasets.

Initiative (ADNI) dataset, (b) the Australian Imaging, Biomarker & Lifestyle Flag-

ship Study of Ageing (AIBL), and (c) the National Alzheimer’s Coordinating Center

(NACC) were used for this study). For a subset of the ADNI data (n=151), both

1.5-Tesla (1.5-T) and 3-Tesla (3-T) scans taken at the same time were available, and

1.5-T scans were available from the other cohorts. All the MRI scans considered for

this study were performed on individuals within –6months from the date of clinical

assessment.

ADNI is a longitudinal multicenter study designed to develop clinical, imaging, ge-

netic, and biochemical biomarkers for the early detection and tracking of AD (Petersen

et al., 2010). AIBL, launched in 2006, is the largest study of its kind in Australia

and aims to discover biomarkers, cognitive characteristics, and lifestyle factors that

in
uence the development of symptomatic AD (Ellis et al., 2010). Finally, NACC,

established in 1999, maintains a large relational database of standardized clinical and

neuropathological research data collected from AD centers across the USA (Beekly

et al., 2004).

The MRI scans used in this study from the ADNI dataset are from the baseline

visit. For a subset of the ADNI participants (n=151), both 1.5-T and 3-T scans taken

at the same study visit were available. Scanning on ADNI focused on consistent lon-

gitudinal structural imaging on 1.5-T scanners using T1-weighted sequences, and a

group of subjects were also scanned using the same protocol on 3-T scanners. For

each scanning sequence (MP-RAGE), the geometry de�ning the �eld of view at recon-
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structed resolution was 208Ö240Ö256 mm3 at 1Ö1Ö1 mm3. The timing parameters

included TE=min full echo, TR=2300, and T1=900, and the approximate runtime

was 6.2min. These scans from the ADNI data were primarily used for GAN model

development. The remaining participants from the ADNI, AIBL, and NACC studies

had 1.5-T MRI scans available and were primarily used for FCN model development.

Note that the AIBL study also used an imaging protocol similar to the ADNI study.

However, for the NACC study, a single protocol was not available as it is a collection

of scans from several AD centers.

Image registration and data normalization

We �rst applied a data preprocessing pipeline on raw MRI scans. The pipeline con-

secutively performs linear image registration, intensity normalization, background

removal, and outlier clipping on the MRIs, as described below.

We used the linear registration tool from the FSL package (University of Oxford,

UK) to register raw MRIs based on the MNI152 template (ICBM 2009c Nonlinear

Symmetric template, McGill University, Canada). All the 1.5-T MRIs were regis-

tered to the MNI template and the 3-T MRIs available on the same subjects were

co-registered with the registered 1.5-T MRIs. Since linear registration was used, the

registered images were automatically resized to match the head size of the MNI tem-

plate. We then applied z-score intensity normalization on all the voxels of the whole

brain volume so that the mean and the standard deviation values of all voxels within

an MRI were 0 and 1, respectively.

We then removed the background noise by setting all background voxels to the

value of -1. A depth-�rst search (DFS) algorithm was implemented to achieve the goal

of �nding background regions. The DFS algorithm expanded the search volume from

initial corner locations into inner regions until the scalp fat signal was encountered

which could be distinguished by its high intensity. A threshold value was used to
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separate the signal of the scalp fat from the background and consequently prohibited

the search region leaking into the brain. Lastly, to eliminate outlier voxels with high

intensity, we clipped every voxel to the range [-1, 2.5], by setting any voxel with

intensity lower than -1 to value -1, and any voxel with intensity higher than 2.5 to

2.5.

Deep learning framework

Original 1.5-T scans from the ADNI data on individuals who underwent both 1.5-T

and 3-T scanning were fed into the generator that created images, and the discrimi-

nator was used to compare the generated images (3T*) with the original 3-T images.

To note, the terms \original 1.5T" and \original 3T" refer to the processed original

MRIs and the term \generated" images or scans refer to the ones generated by the

GAN model. At the same time, a fully convolutional network (FCN) was trained

using the generated 3-T* images to discriminate AD cases with the ones who had

normal cognition (NC). MRIs from subjects with MCI used for the GAN training

were not utilized in the FCN training since our current FCN model only performed

binary classi�cation task between AD and NC. The goal was to �nd a mapping func-

tion from 1.5-T to 3-T images for the same subject. The approach to creating this

mapping function is similar to residual learning, where the outcome of the generator

is a \transformation mask," which attempts to approximate the di�erence between

1.5-T and 3-T images. When this mask is added to a 1.5-T scan, it is expected to

generate an image (3T*), which has the same or better image quality and leads to a

more accurate prediction of AD status. While the generator is creating a transforma-

tion mask, the discriminator is attempting to distinguish between the generated 3-T*

image and the original 3-T image in an adversarial fashion. Concomitantly, the FCN

model is attempting to distinguish between AD and NC cases. In essence, both the

GAN and the FCN model training was performed simultaneously while minimizing
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Figure 3�3: Schematic of the overall deep learning strategy.

the GAN and classi�er losses (�gure 3�3, the generative adversarial network (GAN)

uses 1.5-T and 3-T scans of the same individual taken at the same time to generate

images (3T*). The fully convolutional network (FCN) model uses the 3-T* images

to predict Alzheimer’s disease (AD) status. Both the GAN and FCN models were

trained simultaneously by backpropagating the losses from the GAN and the FCN

models.). This was achieved by allowing the gradient calculated from the FCN classi�-

cation loss to propagate back to the generator to implicitly convey the disease-related

information to the generator. As a result, the classi�cation loss that was propagated

provided a momentum for the generator to generate images that contributed to lower

cross-entropy loss and thus facilitated better image classi�cation.

The generator of the GAN model consists of three 3D convolutional blocks in

which each convolutional operation was followed by batch normalization and recti�ed

linear unit (ReLU) activation. In each convolution layer, the stride and kernel size

were set at 1 and 3, respectively, and padding as 2, 0, and 1, to guarantee the output

from the generator to have the same size as input so that we could directly add

the transformation mask on the 1.5-T scan. The discriminator of the GAN model



97

is fully convolutional, consisted of 5 convolutional blocks in which 3D convolution

operations were followed by batch normalization and LeakyReLu activation. The

model was trained with losses from the discriminator and the FCN classi�er, as well

as an additional L1-norm loss calculated between the original 3-T image and the

generated 3-T* image. More details are described in the supplement. The FCN

model was trained to predict AD status using the generated images (3T*) as inputs.

The NINCDS-ADRDA criterion was used to de�ne the AD status (McKhann et al.,

1984).

We used patch-wise training for both the GAN and the FCN models. The training

process using this strategy was less computationally intensive and allowed us to use

neural networks with larger capacity given a total memory budget. Speci�cally, we

randomly sampled patches of size 47Ö47Ö47 from the whole volume as inputs to the

deep learning framework. Patches from the 1.5-T scans were sent into the generator,

and the discriminator then attempted to di�erentiate between the 3-T* and 3-T

patches. The FCN model then used the 3-T* patches as input to predict AD status.

With the strategy of randomly sampling patches over the whole volume, a degree of

data augmentation was achieved because the model was trained with more variance of

the inputs sampled from various locations. Similar FCN frameworks have been used

recently to generate high performance AD classi�cation models (Qiu et al., 2020).

For comparison, we trained another FCN model using 1.5-T scans of the same

individuals to predict AD status. We also constructed another deep learning archi-

tecture where the GAN model was trained independently by backpropagating just the

GAN loss, and the FCN model was trained by backpropagating just the classi�er loss.

Note that even for this case, the GAN model used the 1.5-T and 3-T scans, whereas

the FCN model used the generated images from the GAN as inputs to predict the

AD status. For the sake of presentation, we denote this GAN model as simpleGAN
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and the FCN model as simpleFCN.

Quality metrics

We used signal to noise ratio (SNR) as well as no-reference algorithms including

Blind/Referenceless Image Spatial Quality Evaluator (BRISQUE) (Mittal et al., 2012a),

and Natural Image Quality Evaluator (NIQE) (Mittal et al., 2012b), to compare the

di�erences between the original scans and generated images. When evaluating the

image quality, we retrieved the center slice in each scan within the brain and then

calculated average over this slice for each case.

For SNR, we computed the average values of pixel intensity and divided it by

its standard deviation. BRISQUE focuses on quantifying spatial distortion, such as

ringing, blur, or blocking, from natural images. Certain regular statistical properties

of natural images could be in
uenced by the presence of distortions. The BRISQUE

evaluator was developed by learning the di�erence between original natural images

and distorted images using the LIVE IQA database (Sheikh et al., 2006; Wang et al.,

2004). NIQE is also a no-reference evaluator, which quanti�es image quality according

to the level of distortions. The di�erence of NIQE compared with BRISQUE is that

NIQE does not require distorted images as a prior and thus could learn only from

undistorted images. Lower BRISQUE and NIQE scores indicate better image quality.

Data partitioning and computing infrastructure

The models (GAN and simpleGAN) were constructed on a subgroup of ADNI data

(n=151), which contained both 1.5-T and 3-T scans from the same individuals taken

at the same time. This subgroup was randomly split into training, validation, and

testing in the ratio of 3:1:1. The GAN models were constructed on the training

part (60%) of the 151 cases, and they were saved at the instance when SNR on the

validation part of the data (20%) was the highest. Image quality of the generated
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3-T* images was evaluated on the remaining 20% of the subgroup as well as on the

remaining cases in the ADNI data and two external datasets (AIBL & NACC). We

must note that the GAN and FCN models were constructed simultaneously. During

the GAN model training, the generated 3-T* patches sampled from AD and NC cases

were fed into the FCN model to perform AD versus NC classi�cation. Considering the

limited number of AD and NC cases from the subgroup who went through both 1.5-T

and 3-T MRI scans, we combined all the NC and AD cases from this subgroup along

with a randomly selected subgroup from the remaining AD and NC subjects from the

ADNI dataset to train the FCN model. In total, 251 subjects were used for FCN model

training. The remaining AD and NC subjects from the ADNI dataset (n =166) were

randomly and equally split for FCN model validation and testing. The FCN model

was saved when the classi�cation accuracy was highest on the validation dataset.

The classi�cation performance of the trained FCN model was evaluated on the ADNI

testing subset and two external datasets (AIBL and NACC). For comparison, we also

trained a separate FCN model using the corresponding 1.5-T scans to predict AD

status. Speci�cally, the cases used for training, validation, and testing of the 1.5-T-

based FCN model were the same as those used for the FCN model based on the 3-T*

images.

We developed the deep learning framework using PyTorch 1.7.0. Model develop-

ment was performed on a computing workstation containing a GeForce RTX 2080 Ti

(NVIDIA, Santa Clara, CA) GPU card with 11 Gb memory. Model training took

approximately 9h and testing on a new case was almost an instantaneous process

taking a few seconds on the same workstation.

Performance metrics for classi�cation

We generated sensitivity-speci�city (SS) and precision-recall (PR) curves based on

model predictions on the ADNI test data as well as on the other independent datasets
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(AIBL and NACC). For each SS and PR curve, we computed the area under curve

(AUC) values. Additionally, we computed sensitivity, speci�city, F1-score, and Matthews

correlation coe�cient (MCC) on each set of model predictions. Both the 1.5T- and

3T*-based classi�cation models were trained 25 times with various random seeds and

95% con�dence intervals were generated.

Statistical analysis

To evaluate the mean di�erence in image quality generated by the GAN model, we

performed analysis of variance (ANOVA) on the ADNI test data. Image quality

was assessed using SNR, BRISQUE, and NIQE. Speci�c group di�erences between

1.5-T, 3-T, and 3-T* images were evaluated using the post hoc Tukey test. The

e�ect of age, education, gender, MMSE scores, ApoE4 status, and type of scanner on

SNR, BRISQUE and NIQE were evaluated using a stepwise forward selection process

using the \GLMSELECT" function (SAS Software) followed by analysis of covariance

(ANCOVA). Lastly, we used the t-test to assess whether the mean image quality of

the 1.5-T group was di�erent from the 3-T* group in the NACC and AIBL datasets.

3.2.2 Results

Volumetric patch-level training on the 1.5-T and 3-T scans allowed training of volu-

metric transformation mask, which then resulted in the generation of 3-T* volumetric

images. For ease of visualization, we selected the center slice of a single subject and

retrieved a two-dimensional transformation mask from the learned volume and com-

pared both the original and generated images (�gure 3�4, axial, sagittal, and coronal

views of a single subject are shown in the �rst, second, and third columns, respectively.

The �rst row corresponds to the original 1.5-T slices, the second row corresponds to

the generated images (3T*), and the third row corresponds to the di�erence between

1.5-T and 3-T* images, denoted as the transformation mask. We also showed the



101

Figure 3�4: Images and corresponding masks.

same zoomed-in region from 1.5-T and 3-T* images and the transformation mask in

the fourth column to reveal the di�erence between 1.5-T and 3-T* images. Addition-

ally, we presented histograms of the voxel values within the zoomed-in region in the

�fth column.). This �gure demonstrates that captured di�erences between the 1.5-T

and 3-T* images were subtle and distributed throughout the region. When metrics

such as SNR were used, there was a 9.6% improvement (1.31 to 1.45), on the mean

image quality on the ADNI test data between the 1.5-T and 3-T* images. We also

found that mean SNR improved by about 11.1% (1.26 to 1.40) and 11.7% (1.28 to

1.43) on the AIBL and NACC data, respectively.

Absolute measures of image quality using perceptual quality metrics provided

more insight on the di�erences between 1.5-T and 3-T* images. When BRISQUE

metric was used, there was about 8.3% improvement in the mean image quality on

the ADNI test data (49.06 to 44.97), about 10.0% improvement in the mean image

quality on the AIBL data (44.91 to 40.44), and about 9.0% mean image quality

improvement on the NACC data (47.79 to 43.48). Note that lower BRISQUE score

indicates better quality. When NIQE metric was used to compare images, there was

16.8% improvement in the mean image quality on the ADNI test data (7.33 to 6.1),
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14.3% improvement in the mean image quality on the AIBL data (7.21 to 6.18), and

16.3% mean image quality improvement on the NACC data (7.99 to 6.69). Similar to

the BRISQUE metric, lower NIQE score indicates better quality. These no-reference

metrics provided an objective way to evaluate the quality of the generated images on

di�erent cohorts (AIBL and NACC), which then grounded our hypothesis that the

GAN model can learn from images of multiple magnetic �eld strengths to improve

image quality.

In order to determine if there was an overall di�erence in the mean quality of

images produced by the GAN model, we performed ANOVA for the SNR, BRISQUE,

and NIQE metrics computed on the ADNI test data (�gure 3�5, eetrics such as SNR as

well as no-reference algorithms including BRISQUE and NIQE were used to evaluate

the quality of the generated images (3T*) and compare them with the quality of the

original scans (1.5T and 3T). The metrics were computed independently on the MRI

scans from each study cohort (ADNI-test (a{c), NACC (d{f), AIBL (g{i)). Lower

value of the metrics indicates improved quality. The symbol \*" indicates p<0.001

and \**" indicates p<0.0001). We found a signi�cant overall di�erence in image

quality between the 1.5-T, 3-T, and 3-T* groups using SNR (F=229.66, p<0.0001),

BRISQUE (F=10.80, p<0.0001), and NIQE (F=27.95, p<0.0001). To identify the

between-group di�erences for the SNR, BRISQUE, and NIQE metrics, we used the

Tukey’s post hoc procedure. We found that the 3-T* group had signi�cantly better

image quality compared to 1.5-T scans across all three image quality metrics, SNR

(p<0.0001), BRISQUE (p<0.0001), and NIQE (p<0.0001). On the other hand, the

mean image quality in the 3T* category was signi�cantly better than the 3-T scans

on the SNR metric (p<0.0001), but not on the BRISQUE (p=0.1074) and NIQE

(p=0.82) metrics.

A stepwise forward selection process using the \GLMSELECT" function (SAS
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Figure 3�5: Image quality analysis.
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Software) was used to evaluate the e�ect of age, education, gender, MMSE scores,

ApoE4 status, and type of scanner on SNR, BRISQUE, and NIQE. For SNR, \age"

was statistically signi�cant (p=0.0003). For BRISQUE, \years of education" (p=0.04)

and \scanner type" (p=0.003) were statistically signi�cant, and for NIQE, \age"

(p=0.001), \years of education" (p=0.01), and \scanner type" (p=0.006) were sta-

tistically signi�cant. Lastly, an analysis of covariance was performed by adjusting

for the abovementioned covariates. The mean di�erence in image quality assessed

by SNR in both the 1.5-T and 3-T groups was 0.15units lower than the 3-T* scans

(p<0.0001) after adjusting for age. After adjusting for years of education, the mean

di�erence in image quality between 1.5-T and 3-T* images assessed by the BRISQUE

metric was 4.53 (p<0.0001) and between 3-T* and 3-T images was 2.0 (p=0.04).

Lastly, after adjusting for age, years of education, and type of scanner, the mean

di�erence in image quality assessed by NIQE between 1.5-T and 3-T* images was

1.16units (p<0.0001); however, the association was not signi�cant between 3-T* and

3-T images (p=0.54).

The generated images led to consistent, high AD classi�cation performance across

the external datasets, at least as demonstrated by area under the sensitivity-speci�city

and the precision-recall curves (�gure 3�6 a Sensitivity-speci�city (SS) and b precision-

recall (PR) curves comparing the FCN models predicting AD status. One FCN model

was developed using the 1.5-T scans and the other using the 3-T* images. Model

performance is shown on all three datasets (ADNI test, AIBL, and NACC)). The

FCN model based on the 3-T* images demonstrated improved performance on both

the AIBL and NACC datasets, using most of the computed performance metrics

(table 3.1 a and b). It is worth noting that for MCC, which is generally regarded as a

balanced measure and can be used even if the classes are of di�erent sizes, the mean

MCC value increased by 19.6% on the AIBL dataset (0.5757 to 0.6884) and 9.2% on
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(a)
1.5 T Accuracy Sensitivity Speci�city F-1 MCC

ADNI test 0.840–0.024 0.736–0.051 0.921–0.039 0.797–0.033 0.677–0.049
AIBL 0.887–0.065 0.631–0.139 0.926–0.087 0.613–0.102 0.576–0.109
NACC 0.816–0.022 0.674–0.061 0.899–0.062 0.730–0.022 0.603–0.043

(b)
3 T* Accuracy Sensitivity Speci�city F-1 MCC

ADNI test 0.821–0.014 0.741–0.031 0.890–0.011 0.792–0.020 0.642–0.028
AIBL 0.929–0.013 0.714–0.000 0.962–0.015 0.728–0.037 0.688–0.045
NACC 0.843–0.007 0.739–0.018 0.904–0.013 0.777–0.010 0.659–0.015

Table 3.1: Performance metrics for the FCN models.

the NACC dataset (0.6032 to 0.6585), respectively. F1-score, which is generally used

as a weighted score of the model’s performance, also increased by 18.8% on the AIBL

dataset (0.6126 to 0.7276) and 6.4% on the NACC data (0.7301 to 0.7768). The 95%

con�dence intervals for the FCN models show that the model predictions were fairly

consistent across di�erent runs and varied between the FCN models based on 1.5-T

and 3-T* images, respectively (table 3.2, (a) 95% con�dence intervals of the SS curves

for 1.5-T-based model, 3-T*-based model, and di�erence of AUCs between 3-T* and

1.5-T-based models. (b) 95% con�dence intervals of PR curves for 1.5-T-based model,

3-T*-based model and di�erence of AUCs between 3-T* and 1.5-T-based models). Of

note, the FCN model based on the 3-T* images performed better than the simpleFCN

on the ADNI test and NACC datasets and was relatively similar on the AIBL dataset,

as demonstrated by the area under the SS and PR curves in paper supplements. In

general, the simpleGAN-based 3-T* images had improved quality compared to 1.5-T

images. More details on these �ndings can be found in the supplement.

3.2.3 Discussion

Our deep learning pipeline involved training of a GAN model to learn from 1.5-

T and 3-T scans obtained from the same subjects at the same time, and an FCN

model to simultaneously predict AD status that used the generated 3-T* images from

the GAN model. Simultaneous minimization of losses from the GAN and the FCN
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1.5 T 3 T* 3 T* - 1.5 T
(a)

ADNI test [0.8968, 0.9172] [0.9304, 0.9336] [0.0203, 0.0297]
AIBL [0.9258, 0.9422] [0.9373, 0.9427] [0.0021, 0.0097]
NACC [0.8590, 0.8810] [0.9058, 0.9082] [0.0314, 0.0412]

(b)
ADNI test [0.9022, 0.9218] [0.9324, 0.9356] [0.0175, 0.0265]

AIBL [0.7347, 0.7833] [0.7467, 0.7593] [-0.0170, 0.0051]
NACC [0.8268, 0.8512] [0.8768, 0.8792] [0.0334, 0.0443]

Table 3.2: Con�dence intervals of SS curves, PR curves, and AUCs
di�erences.

Figure 3�6: Performance of the FCN models.



107

models enabled us to achieve improvements in MR image quality and AD classi�cation

performance. Moreover, volumetric patch-level training of the GAN and the FCN

models turned out to be computationally e�cient, where the size of the patches was

the same as the receptive �eld of the FCN model. Importantly, access to 1.5-T and

3-T scans on the same subjects taken at the same time was crucial to develop 3-T*

images, without the in
uence of potential confounding factors such as scan timing.

Also, both the AIBL and NACC datasets served as good, independent datasets for

model validation, allowing use of a similar criterion for subject selection on these

cohorts.

There is a putative link between MRI scans with high quality (de�ned using SNR,

etc.) obtained from latest instrument-level advancements and their ability to bet-

ter delineate structural aspects that manifest in various diseases. It is appealing to

embrace MR images of high SNR to improve detection of structural changes in the

human brain. This seemingly advantageous technological progress poses a conun-

drum|models created using MR images at early time points using older technology

may not be su�ciently accurate in terms of predicting AD status. Further, longitu-

dinal changes determined from 1.5-T and 3-T scans due to neurodegeneration cannot

be confounded by increased sensitivity due to higher magnet strength. This becomes

more important in the case of aging individuals who could bene�t from a more ac-

curate assessment of cognitive status early in their lives. While there is not yet any

available drug treatment for treating cognitive abnormalities with insidious onset such

as AD, research indicates that delaying onset will cut an individual’s risk for diagnosis

(Vi~na and Sanz-Ros, 2018; Cummings et al., 2018). Using the GAN framework and

MR images of di�erent MFS, we developed a model to generate images of improved

quality and predict AD status of individuals with greater accuracy.
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Study limitations

Our study has a few limitations. First, the sample size used for GAN model training

was small (n=151), as only a limited number of cases had both 1.5-T and 3-T imag-

ing done at the same time. It is possible to generate a more robust GAN model if

such data is available on a larger number of cases. Both the GAN and FCN models

were designed to have speci�c architectures. More optimized architectures can be

constructed and this could alter the performance of the models. We used well-known

no-reference algorithms to evaluate image quality on the images, and additional qual-

ity metrics could be explored. Even though the BRISQUE evaluator was not designed

to evaluate medical images, we still used it to explore whether distortion features from

natural images could statistically distinguish any subtle di�erences between MRIs col-

lected with various magnetic �eld strengths. We observed that the image quality of

the generated 3-T* scans statistically outperformed that of the original 1.5-T scans.

Nevertheless, the ability of the GAN model to generate images of similar quality to

that of the original scans was consistent across these metrics, and the enhanced AD

classi�cation performance was evident, as evaluated using independent test data. In

future, we will expand our classi�cation task to include MCI cases and further stratify

MCI subjects into those who remain stable from the ones who convert to dementia.

3.2.4 Conclusion

Our approach to produce high AD classi�cation performance models using a deep

learning framework could transform the way MRI scans are utilized in AD research.

Our study implication is that it is possible to generate images of enhanced quality on

disease cohorts that have previously used the 1.5-T scanners, and in those centers who

continue to rely on 1.5-T scanners. This would allow us to reconstruct the earliest

phases of AD, and build a more accurate model of predicting cognitive status than
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would otherwise be possible using data from 1.5-T scanners alone. Our proposed deep

learning framework can also be extended to process other medical imaging datasets

and organ systems when relevant data is available for model development. The cdoe

and sample data are on GitHub (https://github.com/vkola-lab/azrt2020).
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3.3 Classi�cation Driven Reconstruction GAN

Magnetic resonance imaging (MRI) technique is widely used as a supportive medical

approach for diagnosis and identi�cation of diseases. Because of this, improving

the image quality is of interest for potentially better classi�cation and detection of

disease, such as early identi�cation of people with mild cognitive impairment (MCI).

Such early identi�cation of MCI could enable early treatments and thus avoid MCI

patients from developing into much severe problems such as Alzheimer’s Disease. As

such, enhancing the MRI image’s quality accurately could be desirable for clinical

purposes.

Consequently, related areas draw more attention among researchers as science

progresses. For instance, one of the early in
uential works that applied generative

adversarial networks on 3D data was by (Wu et al., 2016), which generates 3D ob-

jects using vectors from a latent space. In 2018, authors of (Quan et al., 2018) also

proposed a generative adversarial model, Re�neGAN, for MRI reconstruction, and

demonstrated that Re�neGAN outperforms the state-of-the-art methods in both run-

ning time and image quality. Additionally, (Cole et al., 2020) proposed a deep learning

framework for MRI reconstruction without any fully-sampled data using generative

adversarial networks in 2020.

For denoising tasks, (Wolterink et al., 2017) �rst applied GAN on low-dose CT

images in 2017, which results in images with better quality. Soon after that, (Yang

et al., 2018) modi�ed the GAN with Wasserstein Distance and Perceptual loss for

more stable training and results. Following these, (Zhang et al., 2021b) applied

attentive structure with GAN to denoise the low-dose computed tomography images

while preserving the important information. Recently, (Zhang et al., 2021c) proposed

the comprehensive learning enabled adversarial reconstruction (CLEAR) method to

handle similar tasks and provide visually good reconstructions.
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Besides image denoising, developers also applied GAN on generating higher res-

olution images. For instance, (You et al., 2019) applied adversarial learning with

cycle-consistent loss to train a network that can accurately recover high-resulation

CT images from low-resolution counterparts in 2019. Similarly, (Ma et al., 2020).

achieved good performance in appending details to low-resolution inputs using a pro-

gressive stage-based training approach of GANs. On the other hand, there are also

works that applied GANs on MRI-related synthesising tasks (Dar et al., 2019), (Wang

et al., 2020a) and (Hu et al., 2021). In (Zhang et al., 2021a), the authors combined 2D

super resolution convolutional neural network (CNN) with GAN together for better

reconstruction results.

Though the results among these researches are good, there are limitations too. For

example, most of these works focus on a single task, such as denoising. Though they

prove it’s e�ectiveness by either image quality metrics and/or by looking at speci�c

regions, most of them did not consider a more e�ective way in teaching the models.

Motivated by such limitations, our work extends from (Zhou et al., 2021), which

also guild the generator with disease-related gradients, while we further evaluate

similar framework’s performance for more challenging tasks, as well as proposing a

more e�ective structure that performs well on MRI reconstruction which also boosts

MCI predictions. In the following sections, we will be stating the formulation of

the problem we are solving, followed by a subsection that presents the structure

of 3D reconstruction and classi�cation of the generative adversarial network (3D-

RCGAN). We will also discuss the way the network is trained, as well as the datasets

we used, with the comparison of di�erent network structures. After discussing the

experiments and results, we will show miscs that contributed to our �nal model (i.e.

parameter choosing, ablation studies, etc). Finally, we will conclude and discuss

potential extensions.
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3.3.1 MRI Reconstruction Methods

As mentioned in the earlier section, we would like to build a competitive-based learn-

ing framework for 3D reconstruction of MRI scans with accurate MCI-related infor-

mation. More speci�cally, we would like to reconstruct the entire brain in 3D space,

based on a few slices of this object. In order to reconstruct the 3D object given a few

2D slices, we will need to have a model that is able to generate missing components

based on the environments. Traditional approaches require a lot of hand work, and

also need delicate computations and pictures with correct calibrations. To reduce the

hand-engineering work, researchers have been working on neural networks to poten-

tially resolve this problem. For instance, CNN, VAE, 3D-VAE-GAN, etc. However,

the VAE-based generative models generally provide relatively low image quality due

to the inherent traits, though it could provide more close-to true distribution. GANs,

on the other hand, could generate images with much better quality, as it gives weaker

restrictions on the generation process though at the cost of a tendency to deviate.

We propose a novel approach based on generative adversarial networks to accomplish

the reconstruction objective. The generative adversarial network will be trained to

generate 3D images based on a series of 2D scans.

The Framework

Now, we architect the competitive learning framework for 3D object reconstruction

from a series of 2D scans discussed in earlier sections. See �gure 3�7 for a visualiza-

tion of the framework. In this framework, there will be two generators with shared

layers, each will take the 2D slices as input and generate their own outputs to be

weightly fused. The discriminator will then try to identify between the fused out-

put and corresponding target. In order to boost the performance, we introduced

additional classi�cation loss and perception loss for disease-related information and
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structure-related information. We may also introduce a pre-trained encoder to pro-

vide additional information to the GAN framework, a re�ner that further improves

the fused image, and additional losses such as feature loss. After the GAN is trained,

besides from normal reconstruction, the generator could also be used iteratively to

generate interpolating slices with additional details for the 3D image.

After the training of the RCGAN, we evaluate the model’s performance using

various image quality metrics and the classi�ers’ performance on original scans (T),

sliced scans (Z), and generated scans (G, CG1, CG2) (see 3.4, 3�9, 3�8, 3�10, and 3.5

for the schematics and results).

Figure 3�7: Structure of proposed framework.

Now we reason on the structure of our network: because the inputs are from

the same patient’s brain, many of their features that needed by the generator share

same properties, using a few shared layers may both lower the computing cost while

keeping | improving the performance. After these two raw images generated, we

will fuse them into a single corresponding output image (directly, or optionally with

some weighted methods). This way, each G will only need to work on one channel,

which may perform better than a single G (which has lower 
exibility and stability).

To demonstrate its superiority, a separate experiment is performed by using a single

generator. The fused image will then be sent to the discriminator and classi�er for

identi�cation and evaluation, which will send gradients back for learning.

There were various challenges in this work before we had a satisfying result. For

instance, the delicate balance during training is hard to keep: oftentimes we found
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that discriminator easily aces from the competitive learning, and leaves almost no

space for the generator to learn. To handle this, we proposed two ways to alleviate

this issue: by both tuning the learning rate and introducing a mechanism that pauses

the discriminator periodically to prevent it from learning too fast. On the other hand,

we want the generator to be able to reconstruct but not create, we need to ensure

that it’s output is not too deviant from the true target. Therefore, we introduced

additional loss (i.e. perception loss, classi�cation loss, etc) to further punish it when

the results deviate from the correct target. The following sections we will present the

way we implement each part.

Adversarial Setting

Let Z denote the set as input slices to be reconstructed, z as an instance of the set;

g 2 G as the reconstructed image, and t 2 T as the original MRI scan. In order to

reconstruct the 3D object given a few 2D slices, we will need to have a model that

is able to generate missing components based on the environments. We choose the

competitive framework as our baseline. In an adversarial setting, the two networks

are pitted against each other, where the objective can be formulated as below:

min
G

max
D

V (D;G) =Et[log(D(t))] + Ez[log(1�D(G(z)))]; (3.3)

where V is the function value, D(t) is the discriminator’s output given t as the input,

and G(z) is the generator’s output given z as input.

Discriminator Objective Function: the objective for the discriminator is to distin-

guish between the generated data and real data. Since the output contains only two

outputs, binary cross entropy is used to measure the loss, and the loss function for

discriminator is:
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LD = �mean[log(D(t)) + log(1�D(G(z)))]: (3.4)

Generator Objective Function: the objective for the generator then is to generate

outputs that are close to the real data. The loss for generator is de�ned as:

LG = �log(D(G(z))): (3.5)

MCI Classi�cation Loss

In order to reconstruct the image with correct disease-related information, additional

loss is needed to guide the generator. Therefore, a classi�er C (or the second discrim-

inator) is introduced with it’s own loss:

LC = �mean[log(C(tAD)) + log(1� C(tMCI))]; (3.6)

where MCI indicates that the scan belongs to a patient with mild cognitive im-

pairment (MCI), and AD indicates scan is from a person with Alzheimer’s Disease

status.

3D Image Perception Loss

Due to the inherent properties, generators always have a tendency to deviate from

a corresponding pair (if there is) given certain input. Therefore, in our setting, we

also introduces a loss that estimates the distances between the reconstructed image

and the target image to restrict the generator from deviates too far from the target

image:

LP = �abs(jG(z)� tj): (3.7)
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Overall Objective Function for Generator

With the previous modi�cations, our objective function for the generator could now

be de�ned as:

LGs = �G � LG + �C � LC + �P � LP ; (3.8)

where �G; �C and �P are the weights assigned for corresponding loss.

Parameter Optimization

We used wandb to track the experiments and tune the parameters (Biewald, 2020).

For hyperparameter tuning, we used Bayesian search (Biewald, 2020), which is im-

plemented using Gaussian Process (GP) to evaluate the relationship between the

parameters and the performance, and optimize the model that has a higher chance

to perform better.

Bayesian Optimization

As mentioned in the previous section, Bayesian optimization can be considered as a

framework that provides optimization of noisy, expensive, black-box functions, where

in our case is the performance of the networks. Bayes’ rule is used to derive the

posterior estimate of the true function given observations, and the surrogate is then

used to determine the next most promising point to query (Swersky et al., 2013). GP

is used to de�ne a distribution over the objective function. In our setting it would be

the loss functions de�ned in earlier sections (i.e. L : LD; LG). The input and output

are assumed to be from a Gaussian prior L � N(L; v), where v is the variance of the

function’s observations. Now bound the domain of inputs � manually. The standard

approach uses expected improvement criterion (EI) (Jones, 2001) is then applied to

select the next point from available candidates (Swersky et al., 2013):
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aEI(x; fxn; Lng; �) =
p

�(x; x; fxn; Lng; �)

� [
(x)�(
(x)) +N(
(x); 0; 1)]


(x) =
Lbest � �(x; fxn; Lng; �)p

�(x; x; fxn; Lng; �)
;

(3.9)

where

�(x; x0; fxn; Lng; �) =K(x; x0)�K(X; x)|K(X;X)�1K(X; x0): (3.10)

Table 3.3: Variables de�nitions.

Variables Explanations

fxn; LngN1 observation pairs
� CDF of normal distribution

(x) Z-score

K(X; x) N -dim vector of cross-covariances of x and X
K(X;X) Gram matrix for set X
m : �! R mean function

� parameters of the kernel

Note fxn; LngN1 are the pairs of observations, and � is the cumulative distribution

function of the standard Gaussian distribution (N(0; 1)), 
(x) is Z-score, K(X; x) is

the N -dim vector of cross-co-variances between x and set X (which contains all xs).

K(X;X) is the Gram matrix for set X (K is a kernel function), m : � ! R is the

mean function, � is the kernel parameters, and Matern 5=2 kernel is used. See table

3.3 for a mapping table. Now according to (Snoek et al., 2012), standard black-box

optimization algorithms could be applied to optimize the function.

3.3.2 Cohorts Information

This section explains the two cohorts we used as our dataset. The �rst cohort is

provided by the Alzheimer’s Disease Neuroimaging Initiative (ADNI), which is the

main dataset we used for evaluation and tuning. The second one is retrieved from
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the National Alzheimer’s Coordinating Center (NACC), which is used as an external

testing dataset for demonstration of model robustness.

ADNI Cohort

ADNI is a multi-center, longitudinal study designed to facilitating the research on

clinical, imaging, genetic, and biochemical biomarkers for the early detection and

tracking of AD (Petersen et al., 2010). Among the data, we consider only patients

with visits where persons had a 3 Tesla T1-weighted MRI scan, cerebrospinal 
uid

(CSF) data, and a diagnosis of mild cognitive impairment (either late or early mild

cognitive impairment), as made by clinicians using multimodal criteria speci�ed by

ADNI.

Once downloaded, images were �rst �ltered by the desired date for each person’s

MCI and/or AD visit. Then, the Mayo Clinic quality control information was used

to further inform which image to use if there was more than a single image. Overall,

49 persons were selected from ADNI1 (45 at the baseline visit, 1 each at month 60,

96, 108, and 120), 113 from ADNIGO (112 at the baseline visit, 1 at month 24),

321 from ADNI2 (309 at baseline visit, 11 at month 24, and 1 at month 48), and

59 from ADNI3 (all at baseline visit), yielding 544 total participants (1 subject was

removed from analysis due to poor image co-registration). Of these 544 participants,

123 patients had an AD visit that corresponded to their MCI visit. In total, there

are 390 MCIs and 154 ADs. During training, we used a 3:1:1 ratio for train:valid:test

split, where the split is based on a manually assigned seed for reproducibility.

NACC Cohort

Established in 1999, NACC maintains a large database of standardized clinical and

neuropathological research data from various AD centers across the USA (McKhann

et al., 1984). The NACC database we used from is comprised of longitudinal data,
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collected from persons in National Institute on Aging Alzheimer’s Disease Research

Centers (ADRCs), each with its own protocol for enrollment, and each with its own

protocol for diagnosis of disease (a team of physicians versus a single physician).

Diagnoses for MCI and AD are primarily made based on clinician judgement.

Subjects in our study were selected from a data freeze on December 12, 2020. For

each subject, visits where the subject had mild cognitive impairment (amnestic or

non-amnestic, single or multiple domain) were identi�ed. Out of all visits for each

patient who carried a diagnosis of mild cognitive impairment, the visit that was closest

to a date at which they had a 3T, T1-weighted MRI was kept. If the time between

the clinical visit and MRI was longer than 6 months, the patient was dropped from

consideration. CSF values were assigned to the nearest diagnostic visit provided the

visit occurred within +6 months. Among available scans, only 3D original, SPGR

or MP RAGE images were used. Their single smallest dimension had to be at least

80 voxels. If a person had fully sampled scans, these were selected in place of any

accelerated scans such as GRAPPA or SENSE. Finally, if there was more than a single

image left for a person, an image collected that met the aforementioned criteria was

selected at random but with preference to the most recently acquired scans. If there

was more than a single image left for a person, we select the one that has the best

quality and comprehensive information.

Image preprocessing

Images were parcellated utilizing SPM 12 software, CAT12 and MATLAB version

2020a. First, MRIs were centered such that the center of each scan was located at

the image origin. This was accomplished using a script generously provided by Dr.

Landau and Alice Murphy of the Helen Wills Neuroscience Institute at University of

California, Berkeley.

A standard SPM12 (Statistical Parametric Mapping, https://www.fil.ion.ucl.
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ac.uk/spm/software/spm12/) pipeline which consisted of co-registering and mask-

ing each brain using the following steps: 1. Segmentation of each brain into gray

matter, white matter, and CSF; 2. Bias-correction of each brain; 3. Normalization of

each bias-corrected brain into MNI (Montreal Neurological Institute) space using the

deformation �eld obtained from (1); 4. Masking each brain by thresholding the sum

of the gray matter, white matter, and CSF probability atlases at a value of 0.2, and

taking the pointwise product of the normalized brain and the thresholded, normalized

atlas. The outputs were saved as 64-bit 
oating point numbers in Nifti �les.

3.3.3 Experiments, Results and Reproducibility

Here we present and discuss the results of the framework’s performance under di�erent

con�gurations. After that, we will provide the way to access our original codes for

reference and reproducibility.

Experiments and Results

As discussed in the earlier chapter, we have experimented with di�erent structures.

For instance, we experimented with di�erent versions of CNNs, RNNs and transform-

ers; and veri�ed that even a relatively simple structure can achieve decent results when

in appropriate settings. Therefore, in order to demonstrate our main concept in a

simple way, we combine the tasks using a more generalizable structure; which can

always be replaced with more complex architectures once our hypothesis is veri�ed.

The detailed implementation details and link to our code will be provided in later

part.

In �gure 3.4, we presented the improvements of image qualities using classical

metrics, including contrast-to-noise ratio (CNR), signal-to-noise ratio (SNR), where

the higher the value the better; and Blind/Referenceless Image Spatial Quality Eval-

uator (BRISQUE), Natural Image Quality Evaluator (NIQE), where the smaller the
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Table 3.4: Image quality analysis.

(a). Results on ADNI cohort
Data CNR SNR BRISQUE PIQE

T 0.321+/-0.075 0.837+/-0.075 43.375+/-1.677 41.387+/-2.833
Z 0.321+/-0.075 0.837+/-0.075 43.423+/-0.637 79.843+/-2.329
G 0.340+/-0.064 0.912+/-0.122 42.559+/-0.670 69.213+/-3.594

CG 1 0.343+/-0.062 0.924+/-0.135 42.263+/-0.769 51.835+/-4.558
CG 2 0.327+/-0.072 0.859+/-0.085 43.057+/-0.655 68.428+/-3.433

(b). Results on NACC cohort
T E 0.345+/-0.083 0.805+/-0.079 43.894+/-2.532 42.773+/-5.292
Z E 0.345+/-0.083 0.805+/-0.079 43.495+/-0.961 79.446+/-2.580
G E 0.361+/-0.072 0.856+/-0.100 42.827+/-1.817 68.453+/-4.431

CG 1 E 0.363+/-0.071 0.863+/-0.107 42.492+/-2.063 52.550+/-5.205
CG 2 E 0.350+/-0.080 0.821+/-0.083 43.336+/-1.769 67.469+/-4.444

value the better. It can be observed that GANs are able to increase the image quality,

even without speci�c loss; and among these models, our proposed models (CGs) are

able to perform better than vanilla generative models in most cases. These results

veri�ed that the model is able to output higher quality images as desired.

Besides from numeric values, we also present a sample which is the sliced version,

recovered version, and the target version of the scan. We can see that the generator

is learning correctly in inpainting the missing parts. (see �gure 3�9)

To evaluate the framework’s performance on disease-information recovering, we

perform repeated (n=5) experiments using CNNs with the same structure to predict

the MCI/AD of the three scans set (i.e. T, Z, and G’s). We report the graphical

results in �gure 3�10 and the numerical results in table 3.5. As can be seen in the table

and in the �gures, the classi�er’s performance on the image recovered by our proposed

model is better than on the sliced scans, and better than the standard GAN; which

veri�ed our hypothesis that appending the additional classi�cation loss is helpful to

retain the disease-related information during reconstruction.
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Table 3.5: Classi�ers’ performance

(a). Results on ADNI cohort
Model Accuracy Precision Recall F1-score

CNN T 0.728+-0.038 0.699+-0.043 0.728+-0.038 0.707+-0.045
CNN Z 0.713+-0.024 0.614+-0.095 0.713+-0.024 0.645+-0.062
CNN G 0.728+-0.057 0.695+-0.117 0.728+-0.057 0.665+-0.064

CNN CG 1 0.737+-0.026 0.690+-0.009 0.737+-0.026 0.672+-0.045
CNN CG 2 0.746+-0.037 0.677+-0.036 0.746+-0.037 0.668+-0.033

(b). Results on NACC cohort
Model Accuracy Precision Recall F1-score

CNN T E 0.704+-0.010 0.676+-0.017 0.704+-0.010 0.684+-0.012
CNN Z E 0.727+-0.024 0.684+-0.017 0.727+-0.024 0.673+-0.005
CNN G E 0.715+-0.040 0.690+-0.030 0.715+-0.040 0.664+-0.003

CNN CG 1 E 0.745+-0.003 0.713+-0.035 0.745+-0.003 0.666+-0.010
CNN CG 2 E 0.741+-0.006 0.689+-0.018 0.741+-0.006 0.676+-0.017

Weighted averages for accuracy, precision, recall, and f1-score are computed for the
CNN models that used (a) T, original scans (b) Z, sliced scans, (c) G, CG 1 and CG 2
recovered scans respectively. Note that all CNNs have the same parameters, T indi-
cate that the CNN is trained using original scans; Z indicate that the CNN is trained
using sliced scans; G indicate that the CNN is trained using scans reconstructed by
vanilla generator; CG indicate that the CNN is trained scans reconstructed by our
frameworks, the 1 and 2 indicates number of generators used.

Implementation Details

The ADNI cohort is used as the main training dataset, which is split using a 3:1:1

ratio for train:valid:test subsets. The optimal model is saved at it’s best performance

on the validation set. We then evaluate and report the performance on the testing

set. Besides the ADNI dataset, we also use the NACC cohort as an external testing

dataset for model robustness evaluation, which is not seen during the training and

optimization process.

Generator : The generator is composed by 6 transposed convolutional layers, where

�rst three of them have a kernel of size [3,1,1] with a padding of [1,0,0]; and the rest

have a kernel of size [11,1,1] without padding. We did not apply pooling layers,

instead, each of the convolutional layers have a stride of [2,1,1] to do the pooling job.

Batch normalization is applied for each layer’s output. The activation for the last

layer is Tanh, while the rest use ReLU as activation function.



123

Discriminator : The discriminator is composed by 4 convolutional layers, where

�rst three of them have a kernel of size [3,3,3] with a padding of [1,1,1] and a stride

of 3; and the last layer have a kernel of size [5,6,5] without padding and a stride of

1. Similarly, we did not apply pooling layers, and batch normalization is applied for

each layer’s output. The activation for the last layer is Sigmoid, while the rest use

LeakyReLU as activation function.

Classi�ers : The classi�er is composed of 6 convolutional layers, each with a dou-

bled number of �lters from the previous layer, starting from 10. Where the �rst �ve

of them have a kernel of size [3,3,3] with a padding of [1,1,1] and a stride of 2; and

the last layer have a kernel of size [4,5,4] without padding and a stride of 1. Similarly,

we did not apply pooling layers, and batch normalization with a dropout rate of 0.25

is applied for each layer’s output. The activation for the last layer is Sigmoid, while

the rest use LeakyReLU as activation function.

As a fast model, we train the competitive network with only 30 epochs, and the

classi�ers with only 20 epochs. We set the learning rate of discriminator, generator,

and classi�er as 0.003, 0.009 and 0.008 for a balanced learning speed; and the weight

decay is 0.01 for all of them. During training, we assign a weight of 0.12, 0.12, and

0.52 to the classi�cation loss, discriminator loss, and perception loss. Adam optimizer

is selected as the optimizer for learning steps. The classi�er has a learning rate of

0.002 and SGD optimizer instead when evaluating the generator’s performance.

Reproducibility

We made our codes available for reproducibility and hope it may serve as a potential

starting point for further modi�cation and exploration. The required tools are:

� Python - basic coding language, �t for research purpose

� Pytorch (Paszke et al., 2019) - main deep learning framework
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� 3D Slicer - Visualization of 3D data, for human evaluation, etc

� Matlab - framework that provides useful utility functions (i.e. classic image

quality metrics, etc)

� Conda - for python-related package managements

If interested, readers may proceed to our github repository (https://github.

com/vkola-lab/rcgan) for more instructions and details.

3.3.4 Conclusion

We proposed a competitive-learning framework on 3D data reconstruction. With the

aid from additional classi�er and perception loss, our approach learns the correct re-

construction while also keeping attention for signals that contain disease information.

The contribution of our work includes (1) extension from single purpose 3D recon-

struction to a reconstruction directed by additional tasks; (2) development of a novel

unsupervised learning structure for 3D reconstruction; and (3) an e�cient learning

approach for large scale data.

We must however note that the balance between the two competitive networks is

still delicate even with our methods stabilized in the initial to middle training phase.

Speci�cally, though the learning of the discriminator worked at early training phase, it

may lead to an unsuccessful discriminator in late phase { this network needs to identify

between the generated image and the real image, which is challenging in late phase of

learning: the discriminator needs to identify if the generated image belongs to the true

distribution, which makes it prone to incorrect identi�cation when generator starts to

provide near-realistic results that the di�erence becomes less distinct. Potential ways

to alleviate this issue would be to (1) introduce additional/alternative loss to adjust

the di�erence during training, (2) provide additional input as extra information (i.e.,

spatial information) to D in later phase, (3) apply more Ds to have an ensemble
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for higher performance in later training epochs. On the other hand, to improve the

generated images’ quality as well as the stability, we can (1) adjust the inputs from

coarse to concrete to D during training, or (2) modify the re�ner and the encoder to

modify both the input information and output images.

Besides the framework mentioned earlier, an alternative strategy that may prove

interesting is to reconstruct in 2D space and concatenate them for �nal results. This

may allow application of the trained model on di�erent input sizes with ease, as the

input could simply be even 2 slices; one could just recursively apply the generating

process to add the details.
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Figure 3�8: Classi�ers schematics.
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Figure 3�9: Comparison of a sample reconstruction result.

Figure 3�10: Visualization of the CNNs’ performance.
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3.4 Chapter Summary

In this chapter, we discussed our initial works that are related to the competitive

learning framework: the application of GANs on image repair tasks (Zhou et al.,

2017a). In this paper, we applied advantages of di�erent GANs to tackle the image in-

painting problem. Inspired by DCGAN and WGAN’s ideas, we proposed Extra-input

GAN which uses convolutional structures in the competitive models, and replace KL-

divergence by EM-distance in the objective function. Additionally, we applied con-

textual loss to the generator, as well as replacing the latent vector with the encoded

image vector. The results re
ect the feasibility of the approach, and compared to

the existing semantic inpainting methods, this architecture further improves both nu-

merical loss and classi�cation accuracy. The adoption of rich feature vectors and the

contextual loss worked as the critical roles in improving the network’s performance,

which points to a potential way to guide the GAN’s design for higher dimension data.

For instance, to reconstruct 3D images, the neighbouring information could serve as

important factors that help the network’s understanding and performance. Follow-

ing this work, we explored GANs’ potential on augmenting 3D medical brain scans

(Zhou et al., 2021). We train the network in a patch-based style, which solves both

of the problems about big-input and insu�cient samples. Additionally, we append

a three-dimensional fully convolutional network (FCN) which will use the generated

images as inputs to predict AD status to the framework. With the appended model

we are able to utilize the classi�er’s gradients besides from the discriminator’s loss.

Similar to the previous work, we introduced the identity loss to guide the generator’s

performance so it will not generate scans that are too deviant from the target. As a

result, the mean image quality of generated scans was higher than the original images;

the prediction performance also improved for 3% in weighted score (AUC). Finally,

we present our current competitive framework that can achieve stable and satisfying
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performance on 3D medical data. Speci�cally, the structure contains dual genera-

tors and two discriminators, which corresponds to two objectives: Reconstruction

of image-information while retaining disease-related information. In this framework,

both general and local information of the data were considered during training; sup-

portive additional models are applied to further re�ne and improve the �nal outputs.

The results verify our framework’s ability of reconstructing while also preserving and

recovering disease-related information.

In the next chapter, we will review our previous works and most current GAN.

We will look at developing lines of these works, summarize their contributions, and

reasoning on why they achieved the objective. We will also explore the potential

of our work in a more general setting and possible extension to the �eld of high

dimensional data processing.
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Chapter 4

Summary and Future Work

4.1 Summary of the Thesis

We proposed and solved various challenges related to the application of competitive

deep learning for imaging applications. Below is a summary. (1) Our dynamic training

and optional supportive information helped stabilize the training even in later epochs,

which allowed the network to further improve itself. (2) We introduced additional

losses to the network to further guide the generator to perform well to improve image

quality and diagnose disease. (3) We developed an end-to-end framework that does

not require further processing of small patches for data with huge input, which then

maintains the network’s performance. (4) This can serve as a generalizable approach

that aims to simultaneously solve multiple objectives.

We accomplished several other tasks as follows. (1) application of Pyramid En-

coder in seq2seq models for signi�cant increase in computational e�ciency and mem-

ory e�ciency while achieving a similar performance to their counterparts; (2) a mixed

spatio-temporal neural network on real-time for the spatial temporal prediction prob-

lem; (3) an interpretable deep learning framework for AD classi�cation, as well as

a generalizable approach for linking deep learning to human disease identi�cation;

(4) an end-to-end survival model for prediction of progression from mild cognitive

impairment (MCI) to AD; (5) explored neural network’s potential in other Game

theory methods (Parrondo’s Paradox); (6) a procedurally pretrained GAN based on

deep convolutional GAN’s and Wasserstein GAN’s structures that can recover noised
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or cropped images; (7) a GAN model along with a 3D fully convolutional network to

enhance MRI driven AD classi�cation performance; and (8) a competitive framework

that achieves stable and satisfying performance on recovering 3D medical data and

is generalizable to other similar tasks.

4.2 Future Work

The neural models can be improved by exploring di�erent variations of networks from

other domains, such as di�erent versions of transformers, or some classical methods

like skip-gram based recurrent neural networks as the generator. It would be interest-

ing to see if they can also bene�t from introducing additional classi�cation losses, and

learning to retain important information from the inputs. Future work can also con-

sider exploring cooperative learning to process 3D and/or higher dimensional data.

For instance, one potential extension could be to recover missing reports (i.e. location-

speci�c information such as weather, geology activity, human activities, etc.,) with

reasonable inferences from past and current information; or one can predict the status

of a certain area’s progression in time domain. On the other hand, we could employ

deep-reinforcement learning to establish a network where the agents (networks) gen-

erate strategic actions that may interact with each other, to achieve optimal rewards.

In a border vista, this work may extend into applications in education (e.g. virtual

reality), arts (e.g. stories, designs, movies, etc), besides from medical areas.
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