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ABSTRACT

Over recent years, the mobile device ecosystem has seen a surge in mobile ap-

plications, with Google’s Android hosting in excess of 2.5 million apps alone, and

generating over $7 billion in global revenue. Unfortunately, the rapid expansion

of the ecosystem brought its unique challenges in preserving of application security

and data privacy through policy enforcement systems. Modern apps, in general, are

an amalgamation of developer-authored (i.e., �rst-party) and \external" (i.e., third

party) library code, both of which can generate network tra�c, and hence making it

di�cult to attribute distinct libraries to network communications for policy enforce-

ment purposes. Another challenge is the identi�cation of additional functionalities

that are attached to library functions. Seemingly inconspicuous background func-

tionalities, bundled with other library functions, often leads to unintended data 
ows

from end-user devices. Researchers have developed a variety of systems and policies

to restrict communications, monitor application utilization, and ensure application

security. However, such solutions are constrained by the lack of �ne-grained on-device

vi



data to generate mobile-speci�c and e�cient policies.

In this thesis, we propose an array of mobile-speci�c data analysis and enforce-

ment frameworks to bridge the gap between �ne-grained contextual data and policy

enforcement. We �rst present Libspector, which demonstrates accurate attribution of

network data to speci�c app libraries, to measure the prevalence of third-party library

activities across real-world apps. Our results show that a quarter of network data

belongs to advertisement and tracking libraries. We then present BorderPatrol, which

uses the association of libraries and methods to app functions, to selectively enforce

�ne-grained policies on speci�c application functionalities. We successfully demon-

strate decoupling of common functions such as account login and analytical data

transmission. Our third framework, Janus, presents a novel methodology to create

optimized mobile-speci�c network blocking policies for widely deployed browser-based

enforcement systems. We achieve up to 3.6 times better policy coverage on network

blocking, only with 5% of the size of similar policies. Finally, we present AppJitsu, a

measurement system to detect applications’ adherence to platform-wide security poli-

cies and self-resiliency against malicious techniques. Through our system, we conduct

an analysis of security-focused apps and observe that most apps lack self-resiliency

against known attacks.

In summary, by providing attribution of network packets to third-party libraries,

we increase contextual awareness, and demonstrate an improved security posture

along �ne-grained policy enforcement on app functionalities. We further apply the

principles of contextual awareness to app domain and measure implementations of

app-security policies, and �nally provide contextual enforcement on the network with

a mobile-speci�c focus.
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Chapter 1

Introduction

Over recent years, the mobile device ecosystem has seen a surge in mobile applica-

tions (apps). These apps provide a gateway of opportunities for end-users to extend

the capabilities of mobile devices, such as modifying documents or accessing �nan-

cial accounts, to �t their needs. Today, the two most prominent mobile platforms,

Google’s Android and Apple’s iOS, give users access to marketplaces that each host

in excess of 3.7 million third-party apps, many of which accumulated billions of in-

stallations [Statista, 2019c, Statista, 2019b, Statista, 2019a]. A further testament to

the success of mobile apps is the amount of revenue that app developers can gener-

ate. For example, SensorTower [SensoTower, 2019] reported that global mobile app

revenue for Google PlayStore apps reached $7.1 billion for the �rst quarter of 2019

with a 20.2% increase year over year.

As mobile apps became omnipresent in the day-to-day activities of individuals

and businesses alike, companies started to develop apps to better reach their cus-

tomer base and provide a multitude of services. For instance, in 2022 alone, 79% of

smartphone owners in US have used their device for an online purchase [Design, 2020]

and conducted �nancial transactions. Such widespread use has led to a relatively com-

plex development ecosystem, where individual entities maintain software libraries to

provide commonly used app functionalities. Some prominent libraries enable network

communications, advertisements, collecting statistical information, app-security mea-

sures, or a standardized way of accessing the services that the company provides (i.e.,
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APIs).

Unfortunately, the rapid expansion of the ecosystem is not without its unique

drawbacks. The current mobile ecosystem su�ers from challenges in both network

and application domains. These challenges stem from the limited capabilities of the

analysis on library activities, lack of mobile-platform speci�city in policies, and ab-

sence of information on implementations of security policies for apps. As a result,

policy enforcement solutions on network and app domains are coarse-grained, low

e�cacy, and their prevalence is unknown. Therefore, this thesis tackles these chal-

lenges under three sections, which are: i) third-party libraries and policy enforcement,

ii) policy enforcement on network requests, and iii) policy implementations for app

resiliency.

1.1 Third-Party Libraries and Policy Enforcement

Modern apps, in general, are an amalgamation of developer-authored and \external"

library code, both of which can generate network tra�c. Consequently, an app’s net-

work data is a result of �rst party (i.e., developer-authored) code, which is necessary

for the app’s core functionality, in addition to the \external" libraries. This combined

library structure causes a series of problems for existing network analysis systems and

developers. For instance, network tra�c classi�ers, which rely on network packets’

header information or remote endpoints of connections, do not produce accurate re-

sults to attribute which app is responsible for the network data. Additionally, generic

identi�ers in HTTP headers and hosts which serve multiple apps (e.g., Content Dis-

tribution Networks), cause a purely network-focused analysis of library tra�c to be

insu�cient for reliable tra�c attribution.

Another challenge that the developers face is the identi�cation of additional func-

tionalities which are associated with library functions. The ever-growing complexity
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of the apps and rapid development cycles make it infeasible for developers to inspect

all aspects of a library which they include in their apps. This intertwined structure

of �rst and third-party codebases also makes it challenging to identify the behav-

ior of distinct libraries during the normal operation of an app. Unfortunately, some

library functions are bundled with inconspicuous background functionalities, which

accentuate problems. For instance, Facebook’s Graph library necessitates a bundle of

analytics functionality alongside the user authentication on external apps via Face-

book credentials. Such seemingly innocent library inclusions also lead to unintended

data 
ows from and to the end-user devices, with unforeseen consequences. One

such example is the news leak of an Apple iPad prototype [Chen, 2010] through apps

that use the Flurry analytics software [Yahoo, 2018]. In this case, Flurry aggregated

analytics and geolocation data from apps which included the Flurry library and iden-

ti�ed approximately the devices that matched the hardware characteristics of Apple’s

rumored tablet device at Apple headquarters well before the o�cial launch. Conse-

quently, third-party library activities impact the day-to-day operations of business

organizations. In response, businesses implement their security and privacy policies

with corporate priorities, such as protecting intellectual property or preventing data

leaks. Through their policies, they allow employees to access corporate data and

applications on their personal smart devices, while enforcing restrictions on network

communications and app usage. Commercial device management products such as

Samsung Knox [Samsung, 2018d] and software speci�c built-in capabilities such as

the Android Device Management (ADM) framework [Google, 2018b] are some of the

solutions to enforce policies on apps and mobile devices. However, such systems are

prone to failure in restraining communications that originate from mobile devices,

causing undesirable information 
ows that violate company policies, especially given

that policies require precise de�nition of which communications are safe for the com-
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pany. Furthermore, available systems are limited by the information that the mobile

operating system provides, which does not extend beyond device-level network set-

tings, and app-level process information. The lack of insight into libraries within

the app, and limited capability to distinguish app functions, causes these systems to

enforce policies on the entirety of an app, such as disallowing network connections

to the app, or preventing installation of the app only to prevent an unwanted app

functionality.

1.2 Policy Enforcement on Network Requests

Apart from the widespread use of outgoing tracking data due to the application’s

third-party libraries, the ecosystem also incorporates advertisements and trackers

served on external servers. Unfortunately, display of excessive advertisements [Guha

et al., 2010], nefarious prompts to redirect users [Nikiforakis et al., 2014], and exten-

sive use of cookies for siphoning user data have also been some of the problems that

has arisen lately. End-users encounter and interact with such examples during their

Web browsing sessions on mobile apps and deploy countermeasures which rely heavily

on content �ltering and blocking solutions, such as ad blockers. These ad blockers

utilize a set of enforcement rules, namely �lterlists, to provide purpose-speci�c block-

ing coverage on di�erent types of content, such as advertisements, tracker scripts, or

cosmetic annoyances. Since the �lterlists are a set of community-maintained poli-

cies, browser-based policy enforcement, such as �ltering known unwanted requests to

trackers, heavily depend on fragmented communities which regularly update �lterlists.

Unfortunately, recent studies showed that the blocking coverage of �lterlists are far

from optimal, leaving room for further enhancements [Hashmi et al., 2019a, Hashmi

et al., 2019b, Snyder et al., 2020]. In addition, website behavior changes with User-

Agent and device �ngerprinting, hence requiring �lterlist maintainers to curate rule
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entries with mobile browsing in mind to capture behavioral di�erences in website

response.

1.3 Policy Implementations of App Resiliency

Beyond the challenges in network-related policy creation and enforcement, the vul-

nerabilities of apps, due to non-compliance to app-level security policies, a�ect app

security on their respective execution platform. The contemporary design princi-

ples of software development focus more on the product and serves a purpose to

provide services to the end-users, whereas the security and privacy implications are

an afterthought. The considerably large attack surface of mobile apps (i.e., net-

work communications, framework, and runtime security) led to developer resources,

threat recognition, and industry standards such as the Android Security Tips [Google,

2020d], the OWASP Top 10 Mobile Threat [OWASP, 2016a] and the OWASP Mobile

App Security Testing Guide [OWASP, 2020a]. Consequently, the industry provided

resources for developers, such as the SafetyNet Attestation API [Google, 2020e] and

accompanying libraries, to easily integrate security solutions to their apps. How-

ever, recent studies showed a decline in the popularity of these solutions, down to

11.13% in the most popular apps [Berlato and Ceccato, 2020]. The low adaption of

security-speci�c libraries, combined with the adversarial capabilities, has aggravated

the app security. As a result, the use of apps for �nancial transactions presents a

lucrative target for attackers. Today, mobile device based fraud is becoming more

commonplace; 65% of fraudulent transactions in the �rst quarter of 2018 were made

by mobile devices, compared to 39% in 2015 [Insider, 2018]. Furthermore, authorities

observe an increase in malicious actors targeting mobile banking apps [TheHill, 2020],

with around one in every 20 fraud attacks taking place thanks to a rogue mobile app

[RSA, 2018]. Eventually, the lack of integration of security-related policies facilitates
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Figure 1�1: Thesis contributions.

campaigns of malicious actors and enable fraud at a large scale. For instance, IBM

Trusteer discovered that the problem has exacerbated, and massively scaled real-time

attack campaigns aided malicious actors to steal millions of dollars from banks via

mobile emulator farms [SecurityIntelligence, 2020,Trusteer, 2020].

1.4 Thesis Contributions

This thesis proposes to use �ne-grained behavioral information from network com-

munications and mobile application runtimes to address the shortcomings of prior

solutions in creation of e�ective security policies and enforcement on mobile plat-

forms. Towards this end, we introduce a series of novel measurement methodologies,

coupled with large-scale evaluation systems, to demonstrate the bene�ts of our tech-

niques in improving policy creation and enforcement. Thus, the thesis statement is

as follows:

An array of mobile-speci�c dynamic analysis systems provides aware-

ness in network and application domains, and security through �ne-grained
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and platform-optimized policy enforcement.

These systems e�ectively enable novel capabilities, such as i) attribution of net-

work data to speci�c libraries, classes and methods in apps, ii) creation of mobile-

optimized network blocking policies, and iii) detection of distinct app-resiliency poli-

cies. The methods included in this work to provide information awareness and secu-

rity for both network and application domains expand to four works, as shown in the

Figure1�1, with the following main contributions:

Library network attribution and selective enforcement: We propose Lib-

spector, a �ne-grained dynamic analysis system that attributes network packets to

the libraries of an Android app that is responsible for sending or receiving that packet.

Through this work, we investigate how much network data that is sent or received by

an app belongs to �rst party (i.e., developer-authored) code, and how much of that

data serves auxiliary purposes, such as advertisement, or statistical usage informa-

tion. We demonstrate that the attribution of network tra�c to app libraries requires

precise runtime information, from which we derive contextual information to gain in-

sights on network activities. We design and implement Libspector using a modi�ed

Android framework and Android emulators to exercise apps while monitoring their

network tra�c and the app’s execution in detail. At the core of Libspector, we

present a novel data collection technique which hooks to outgoing connections of apps

and associates their activities at a granular library level. With a large-scale analysis

of 10,000 apps in Google’s Play store, we observe that advertisement and tracking

libraries account for over a quarter of all network communications.

We then propose BorderPatrol, a network-wide, �ne-grained policy enforce-

ment scheme as an access control framework, which can selectively block app func-

tions while leaving other functionalities intact. BorderPatrol augments network

tra�c originating from user devices with additional contextual information, which
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is the library responsible for the network connection. We then demonstrate a pro-

totype implementation of BorderPatrol, which monitors the creation of network

connections, and integrates seamlessly into Linux’s net�lter mechanism for policy

enforcement.

Using 2,000 top Android applications, we successfully demonstrate selective policy

enforcement, which can prevent data leakage through tracking libraries, as well as

distinguishing useful functionalities from potentially harmful ones, which are bundled

within the same libraries.

Platform optimized network policies: We propose Janus, an automated

platform-speci�c (i.e., mobile and desktop) �lterlist creation and analysis framework

which utilizes URL request data to optimize network block policies on web browsers.

We present our novel methodology for optimization of existing �lterlists, which lever-

ages the information we collect from the web browser requests that we gather with our

large-scale crawling infrastructure. Using Janus, we build platform speci�c (i.e., mo-

bile and desktop) and performance optimized ad blocker �lterlists and evaluate their

e�ectiveness on their respective platforms, as well as measuring their cross-platform

performance. We observe that Janus achieves up to 2.5 times more blocking cov-

erage with 5% of the size of similar �lterlists, and mobile speci�city bene�ts mobile

platforms in preventing unwanted URL requests.

App resiliency measurement against tampering attacks: We propose Ap-

pJitsu, which uses hostile environments to emulate reverse-engineering attacks and

test the resiliency of apps against tampering. AppJitsu evaluates application security

policies of apps with respect to community-driven best-practice guidelines. Through

our work, we investigate what percentage of security-sensitive apps employ defense

mechanisms, and the prevalence of di�erent resiliency capabilities. AppJitsu tests

each app in di�erent, con�gurable hostile runtime environments, which consist of a
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combination of attack vectors, and observes the behavioral di�erences of the app in

the di�erent tested environments to deduce the self-defense mechanisms in place. Our

results indicate that the majority of real-world apps lack security policies to defend

themselves against known tampering attacks.

1.4.1 Organization

The remainder of this thesis is organized as follows: We review the background and

state of the art library-level analysis and measurement systems on mobile platforms,

policy enforcement systems, browser-level policy optimizers and security-related li-

brary detection systems in Chapter 2. Chapter 3 presents our work on the design,

implementation, and measurement on attribution of network data to libraries, and a

policy enforcement system to use this data as context. In Chapter 4, we introduce a

methodology to create platform-speci�c network-request �ltering policies. Chapter 5

presents our work on app-resiliency policies and their widespread detection in real-

world applications. Finally, in Chapter 6 we present the summary of contributions,

and conclusions.
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Chapter 2

Background and Related Work

In this chapter, we �rst present the relevant state-of-the-art systems and research in

library detection, analysis, network policy enforcement and measurement of app secu-

rity standards. We then present an overview of the concepts, technologies, malicious

techniques and open standards that are relevant to this thesis.

2.1 Network Measurements

Earlier works focused on distinguishing apps [Alan and Kaur, 2016] and user activ-

ities [Conti et al., 2015] using mobile app tra�c. Chung et al. [Chung et al., 2011]

studied mobile network tra�c volume and 
ow characteristics while attributing tra�c

to di�erent types of origin devices. They performed an app-level tra�c classi�cation,

where network tra�c volumes are divided into business-related categories of apps.

They also characterized devices with commonly used OS �ngerprinting techniques.

Pro�leDroid [Wei et al., 2012] is an app monitoring and pro�ling architecture. Au-

thors here have performed a static analysis on app’s apk and a dynamic analysis on

input events, intent usage, system calls using network layer information. However, the

authors have attributed the origin of network activities to individual apps, measured

tra�c 
ow ratios and determined third-party tra�c based on network connection

endpoints. Fukuda et al. [Fukuda and Nagami, 2013] investigated network tra�c

volumes for WiFi and 3G networks on user devices and characterized usage patterns

for di�erent times of the day. Further studies of Xu et al. [Xu et al., 2011] and Maier
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et al. [Maier et al., 2010] attributed tra�c to ad-libraries using HTTP header and

host information, while Tongaonkar et al. [Tongaonkar et al., 2013] used hostnames.

Finally, authors of SmartGen [Zuo and Lin, 2017] conducted a large-scale study to

identify URL’s that mobile apps connect to with symbolic execution and identi�ed

malicious links, however, did not associate potential connections to libraries.

2.2 Measurement of App Characteristics

There are also studies on app markets and app characteristics. Petsas et al. [Petsas

et al., 2013] collected data from various app stores and studied app popularity, num-

ber of updates, comments, app categories, download counts and app pricing. Wang

et al. [Wang et al., 2018] studied Chinese app markets for app categories, download

counts, API levels, as well as most popular third-party libraries across di�erent mar-

kets. However, these works did not focus on the network tra�c analysis at large

scale.

In the literature, there are other large-scale app evaluation frameworks such as

Bierma et al.’s Andlantis [Bierma et al., 2014]. Similar works such as Andrubis [Lin-

dorfer et al., 2014] focuses on malware detection with both static and dynamic analysis

and includes similar features with our framework such as method tracing. However,

these works did not analyze the contextual information with respect to network ac-

tivities, but rather focused on malware detection.

Finally, authors of CHIMP [Almeida et al., 2018] developed a crowdsourced UI

exercising framework, whereas authors of PUMA [Hao et al., 2014] and Dynodroid

[Machiry et al., 2013] used app and framework instrumentation respectively to in-

crease monkey coverage.
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2.3 Resource Consumption of Libraries

Some studies linked the network tra�c to mobile energy consumption. Hao et

al., [Hao et al., 2013] estimated mobile app energy consumption at code level with

various granularity. However, they had to rely on manual analysis for estimating the

implementation-dependent network-related method invocations. Kundu et al. [Kundu

et al., 2017] analyzed malicious energy drainage on mobile systems, while Gao et

al., [Gao et al., 2016] studied methods and attacks that can mislead energy consump-

tion models, and built E-Android [Gao et al., 2017] as a defensive pro�ler. Falaki et

al. [Falaki et al., 2010] characterized smartphone tra�c 
ow and investigated tra�c

size, network latency and power consumption of wireless components of smartphones.

Similar to other related works, they attributed tra�c generation to di�erent cate-

gories of applications as well. Rosen et al. [Rosen et al., 2015] conducted a two-year

user study to identify network energy e�ciency of mobile apps. The authors studied

network energy consumption per app, quanti�ed the impact of background data trans-

mission, and provided case studies across di�erent categories of apps with data 
ow

analysis. Vallina et al. [Vallina-Rodriguez et al., 2012] studied data transfer 
ows and

energy consumption of advertisement networks that are used in most popular apps

on a purpose-build app. Their study identi�ed advertisement tra�c based on DNS

lookups and HTTP tra�c and studied data connection refresh intervals as well as

presenting current drain statistics for cached/noncached data across di�erent types

of ads. Unfortunately, these works could not attribute network packets to individual

libraries.

2.4 Advertisements in Third Party Libraries

As for the ad-library focused studies, AdDroid [Pearce et al., 2012] proposed a new

API for privilege separation, AdDetect [Narayanan et al., 2014] used ML-based ap-
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proach to identify advertisement libraries, AdSplit [Shekhar et al., 2012] and Aframe [Zhang

et al., 2013] identi�ed and isolated ad processes and iframe displays, respectively. A

similar cost analysis is performed in Adrob [Gibler et al., 2013], where authors cap-

tured network data and studied the revenue loss and related impacts of app cloning

due to advertisement libraries. These works primarily focused on isolating third-party

processes and did not perform a large-scale analysis.

Previous e�orts of LibScout [Backes et al., 2016], LibD [Li et al., 2017a], Li-

bRadar [Ma et al., 2016] and Li et al.’s work [Li et al., 2016] on detection of third-

party libraries provided us with the insights to attribute tra�c to libraries. However,

the hierarchical organization of Java libraries and inclusion of developer-authored

(i.e., app-speci�c and �rst-party) code in apps created a lack of comprehensiveness

for classi�cation. We tackled this problem by a multitude of heuristics combined with

the �ne-grained information we extracted from the apps during execution time, and

demonstrated the correlation of such categories with classes of domains.

2.5 Policy Enforcement on Mobile Platform

Recent works have shown that mobile apps increasingly collect personal and identi-

�able information [Ren et al., 2018, Taylor and Martinovic, 2017]. To address this

threat, a large body of related work have proposed solutions to enforce corporate

BYOD policies. Existing solutions can be classi�ed under two di�erent layers of

enforcement:

On-device enforcement: Existing policy administration frameworks provide

separation between work and personal data through containerized pro�les. While

these systems provide the ability to incorporate BYOD solutions into existing business

network infrastructure, they are limited in enforcing �ne grained context-aware poli-

cies. ADM [Google, 2018b] is a remote device management framework for companies
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to provision devices, control and enforce policies on Android devices. ADM provides

the capability to log DNS lookups and TCP connections where IP addresses, ports

package names and respective timestamps can be recorded [Google, 2018a]. However,

it cannot inspect application context or packets that belong to di�erent sockets and

limited in capacity due to their dependence of the provided ADM SDK. Samsung

KNOX [Samsung, 2018a] provides a more advanced network analysis feature with

"Network Platform Analytics", where compatible a network appliances examine de-

tailed information such as PID of the application which originated the network 
ow.

However, unlike our implementation, this approach lacks context of the established

connection.

Conti et al. [Conti et al., 2010] apply a �ne-grained policy enforcement for Android

smart phones with a system called CRePE and modify the Android framework to in-

troduce a runtime checker that enforces di�erent context-related policies. CRePE

can restrict the set of applications authorized to run, however, unlike our system,

CRePE cannot restrict access to only certain libraries within an app (i.e., app-level

granularity). Zhan et al.’s [Xu et al., 2012] propose inserting an in-line reference mon-

itor within the application, which requires apps to be modi�ed prior to installation

(using repackaging). Contrarily, BorderPatrol works on unmodi�ed apps. Pearce

et al. [Pearce et al., 2012] present a privilege separation framework called AdDroid

and introduce a new advertisement API to limit the scope of such libraries. Although

Nativeguard [Sun and Tan, 2014] is not constrained by the type of libraries and pro-

vides a library-level enforcement with app modi�cation, it cannot provide �ne-grained

policies at the level of distinct functionalities that are tied to speci�c methods. Our

work o�ers expressive policies and can deal with cases where a single library is used

for legitimate and illegitimate purposes at the same time. Other recent works have

proposed new systems that extend the granularity of previous approaches [Zhan et al.,
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2017, Wang et al., 2016]. A number of techniques require OS support and solve the

problem on privilege and permission levels. Adsplit [Shekhar et al., 2012] isolates

ad processes from user activities with distinct UID to serve di�erent permissions to

the processes, Aframe [Zhang et al., 2013] isolates processes with iframe displays and

compartmentalizes ad permissions and Swirls [Salles-Loustau et al., 2016] focuses on

data protection through encapsulation across di�erent app contexts.

On-network enforcement: Early e�orts aiming at enforcing policies on the

network rely on solutions that are transparent to both the protected and remote end-

points [Keromytis and Wright, 2000]. Later works propose to use mechanisms for

tagging data as it 
ows through the network stack [Keromytis, 2003]. This allows to

add more semantics to the packages originating the communication and enable more

complex enforcement on the network. Dymo [Gilbert et al., 2011] injects a process’

identity label to network packets for enforcing which software packages to be per-

mitted on users’ machines. Hond et al. [Hong et al., 2016] proposed a SDN-based

programmable BYOD system that can provide app-speci�c policy enforcement on

the enterprise network. One major problem common to all current works perform-

ing on-network enforcement is that they lack on expressiveness to build �ne-grained

enforcement systems, which relates to the granularity of the information embedded

in the network package (i.e., embedding either the process or app identi�er). As op-

posed to our work, we embed contextual information from the software component

operating the network connection. For �ner granularity in inspection phase, She-

baro’s work [Shebaro et al., 2015] inspects uses device location as context, however

it revokes/grants app permissions as a policy enforcement mechanism and does not

include enforcement on app functions. While Hong et al. [Hong et al., 2016] provide

larger expressiveness than previous works, their approach requires important changes

in the network architecture of a corporation such as extending already existing SDN
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frameworks. Similarly, Poise [Morrison et al., 2018] also rely on SDN controllers while

inspecting context for network-enforcement while periodically broadcasting context.

Our work addresses these issues by augmenting the resulting network tra�c with

key contextual information on every packet header, which is used to build expressive

policies that are enforced at the corporate network level without relying on SDN.

Backes et al. [Backes et al., 2017] leverages the well-structured class hierarchy and

method signatures of ad libraries for �ngerprinting, but modi�es the class structures

during ad blocking e�orts. PrivacyGuard [Song and Hengartner, 2015] uses a local-

ized VPN-based platform to intercept network tra�c of apps and �lter them based

on taint analysis of data leaking apps.

Previous studies have also characterized applications’ behavior on requesting dan-

gerous permissions, accessing and sending sensitive information over the network [Ap-

pCensus, 2017] and identi�ed a set of commonly used libraries with keyword matching

and ad component detection [Li et al., 2016], which provided us with the insights to

determine high level policies in BorderPatrol.

2.6 Network Policies with Filterlists

Concerning performance analysis and optimization of �lterlists, researchers �rst fo-

cused on measuring the energy consumption of real devices with �ltering provisions

in place. For instance, Cao et al. [Cao et al., 2017] instrumented real hardware and

found that loading web pages with ad blocker increased energy by 50%, and CPU

resource energy increases by an average of 200%. Studies then tied the �lterlist size

to energy consumption. Rasmussen et al. [Rasmussen et al., 2014] analyzed energy

consumption of ad blocking methods and also found that host �le methods consumed

6.5% more power consumption for a list of 15,000 entries, which is less than one

third of Easylist, hence demonstrating that the impact of �lterlist length. Although
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their results are in line with our empirical data, these studies unfortunately lack any

assessment on the blocking performance and e�ciency of �lterlists, and merely are

concerned with energy-related accuracy on real devices.

As for �lterlist performance and quality improvement e�orts, Hashmi et al [Hashmi

et al., 2019b] optimized adblock lists for mobile by evaluating their coverage, simi-

larity, and e�ectiveness by aggregating and �ltering rule entries at di�erent stages of

enforcement. Conversely, Snyder et al. [Snyder et al., 2020] improves the e�ectiveness

of Easylist through optimization on resource constrained devices by removing depre-

cated rules and achieves greater performance in load times. Unfortunately, neither of

the studies used crawl data which extends beyond the top 5K to 10K most popular

websites for �lterlist creation, and therefore lack rule coverage pertaining to unwanted

websites for lower-ranking URLs. Furthermore, prior work limited their optimization

e�orts to desktop or mobile platforms only.

2.7 Third-party Threats to Users

Over the years, various works have also focused on the malicious use of redirects.

Prior studies have investigated the integrity and consistency of URL redirects. In

their work, Chang et al. [Chang et al., 2017] screened Alexa top 1 million websites

for integrity (i.e., https use) and consistency (i.e., http over entire Redirect Path)

of redirects. Researchers discovered that compromised ad servers injected malicious

code into websites [Stein, 2020]. While initially desktop focused, the same attack

shifted its focus on mobile advertisement with the same technique later on [Stein,

2021]. Prior studies then discovered an Open Redirect attack, which is standardized

in MITRE [MITRE, 2007]. Academic studies such as MadTracer [Li et al., 2012]

performed a large-scale study to reveal rampancy of malvertising. Their analysis

traced redirection networks that are in use for malvertising campaigns and traced
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the malicious URLs along the Redirect Paths . Their work provides statistics in URL

patterns, registration dates, URL node frequency in Redirect Paths and node-pair

frequency. These studies focused on providing security to users through metadata

on URL redirects, rather than relying on community e�orts of creating a �lterlist.

Whereas other techniques used some form of URL redirect detection focused on clas-

si�cation of redirects as malicious or benign. SpiderWeb [Stringhini et al., 2013]

detects malicious web pages through analysis of Redirect Chains with graphs. Au-

thors used real-world data from a large anti-virus vendor which already included the

Redirect Chain information, and constructed redirect graphs to then apply learning

algorithms and classify malicious redirects. Akiyama et al. [Akiyama et al., 2017]

built a honeypot-based monitoring system to observe the behavior of URL redirects.

Their work proved the ongoing evasion of defenses via URL blocklisting, and the

rise of click-fraud. Li et al. [Li et al., 2013] crawled 4M previously known malicious

URL paths to reveal dedicated hosts which provide infrastructures for malicious web

activities, such as redirection. WarningBird [Lee and Kim, 2013] focused the ma-

licious URL redirects on a di�erent platform, Twitter. Here, authors investigated

correlations of URL Redirect Chains which they found on tweets, and common URL

Redirect Chains gave insights on malicious campaigns. WarningBird used statistical

classi�cation with tweet timings as well to determine if malicious or not, therefore

demonstrating the nefarious uses of redirects on Web.

2.8 Large-Scale Mobile Malware Detection

Earlier works which evaluated Android apps at a large-scale [Bierma et al., 2014,

Lindorfer et al., 2014] focused on malware detection and analysis. Similarly, our

previous large-scale work Libspector [Zungur et al., 2020] identi�ed di�erent types

of library usage in top Android apps, whereas BorderPatrol [Zungur et al., 2019]
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demonstrated protection against malicious libraries at-scale. However, such large-

scale studies did not provide an understanding on the state of resiliency against

app and runtime environment tampering in benign apps. As a response, researchers

studied the attacks on Android app integrity. One of the early works is Protsenko

et al.’s [Protsenko et al., 2015], which found 97% of top paid apps were susceptible

to repackaging attacks. As a response, authors have built a native self-protection for

tamper proo�ng Android apps. Unfortunately, their work provides protection against

the repackaging, debugger and reverse engineering tools with limited scope.

2.9 App Resiliency on Mobile Devices

For a wider understanding of how multiple resiliency methods are in place, researchers

also analyzed more than one attack vector at a time. Haupert et al, [Haupert et al.,

2018] examined a widely used library which provides app self-protection and demon-

strated two runtime attacks against the protections in place to disable security mea-

sures. In their work, they analyzed the custom libraries which can provide multiple

self-protection methods, however, were able to exploit the integrity of apps regard-

less. More related to our work is by Berlato and Ceccato. [Berlato and Ceccato,

2020], where authors statically analyzed the presence and adoption of anti-debug and

anti-tampering code in Google Play apps from 2015 and 2019.Their insights showed a

decreasing popularity for anti-debug and anti-tampering methods. Their work showed

decreasing adoption of propriety anti-tamper library usage across years, and limited

use of the Google-provided SafetyNet Attestation API, which can check the runtime

environment integrity. Unfortunately, their system relies on static analysis and does

not span over the entire OWASP resiliency requirements, which are related to detec-

tion of tamper methods.



20

2.10 Vulnerability Analysis in Apps

In response to the growing attacks to �nancial industry, researchers studied potential

vulnerabilities in banking apps. Nguyen-Vu et al. [Nguyen-Vu et al., 2017], exam-

ined the root detection and anti-root evasion techniques. They surveyed 110 root

checking apps and the implementation of root checking methods, then evaluated 28

thousand Android apps (including 7200 malware samples) to see if such methods are

in place. Although a comprehensive study in Android rooting, their work falls short

on coverage of the OWASP resiliency requirements. Similar to our work, Phumkaew

and Visoottiviseth [Phumkaew and Visoottiviseth, 2018] analyzed hospital and stock

trade applications from Thailand and extracted data-at-rest from mobile devices with

adb to demonstrate importance of OWASP Top 10 mobile threat analysis. However,

their work is limited to modifying app packages and using a rooted device for code

tamper-detection, which only satis�es two of the resiliency requirements. Another

work by Kim et al. [Kim et al., 2017] identi�es API calls to check device rooting and

app integrity. They examined 76 popular �nancial Android apps in the Republic of

Korea, and then devised methods to bypass mechanisms of �ve libraries which pro-

vide self-defense methods. Another static analysis by Chen et al. [Chen et al., 2018]

scrutinized banking app packages to detect weaknesses in input/output structures,

data storage and sensitive data transmission. Authors of STAMBA [Bojjagani and

Sastry, 2016] created a framework to test mobile banking apps in terms of the secure

communication requirements of apps, however they did not study anti-tampering

requirements.

Finally, UI-driven app testing has been a method of choice in earlier works [Chen

et al., 2020,Li et al., 2017b,Ma et al., 2019,Machiry et al., 2013,Su et al., 2017]. Sim-

ilar to an earlier work of Bianchi et al. [Bianchi et al., 2017], our app-state indicator

also uses uiautomator to control the Android UI and use perceptional hash on the
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screen layout hierarchy.

2.11 Policy Enforcement on Networked Android Apps

As a basis for the details of our proposed library-based policy enforcement system,

BorderPatrol, this section describes Android application packages, networking

subsystem in Linux and protocol speci�cations for IP packets.

2.11.1 Composition of an Android application

Android apps are distributed as Application Package Kit (apk) �les. This package

includes an app’s compiled code (commonly compiled from Java source) as well as

resources, assets, certi�cates, and manifest �les. The app’s code is stored in the

Dalvik bytecode format in a �le called classes.dex. Besides the implementation

of the methods in an app, the Dalvik �le-format also prescribes how to store meta-

information about the app. For our purposes, we are interested in the class hierarchy,

method signatures, and debug information contained in a dex �le.

The class hierarchy of a Java app is a graph that represents the inheritance

relationships between classes. Java programs and APIs frequently bundle related

classes in so-called packages. Within each class, a method is uniquely identi�ed by

the method’s signature, which consists of the method’s name and the types of the

method’s parameters. In addition, Java supports method overloading, where within

the same class, multiple methods share a common name but have a di�erent list

of their parameter types, thus have di�erent method signatures. Hence, a method

can be uniquely identi�ed within an app by the method’s signature. In addition, the

Dalvik format contains provisions to store debug information along with the bytecode

to easily determine and debug the source of an exception in stack traces. This infor-

mation can map individual bytecode instructions to the source �le and line number

of the Java code that produced the dex �le.
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2.11.2 Networking in Linux and Java

Sockets: A socket is one of the most central aspects of networking in Linux (and

Android) as well as in Java. Any network communication in Linux will commence

with a socket system call, and the system call’s return value (a �le descriptor)

uniquely identi�es the socket within a given process. This requirement holds true

independently of whether an Android app establishes a network connection from

managed Dalvik code or whether it uses native code. While Java also provides a

java.net.Socket type, the behavior of Java’s socket method call and the native

socket system call are slightly di�erent. Speci�cally, the Dalvik virtual machine

uses a lazy initialization of operating system sockets, where it only issues a socket

system call when the app either connects or binds to the socket. Hence, a call to

the java.net.Socket default constructor (i.e., the overloaded constructor without

arguments) does not result in a socket system call. However, a subsequent call to

connect or bind will automatically issue a socket system call before connecting or

binding to the socket.

IP options RFC 791 [IETF, 1981] prescribes that IP packet headers can include

an optional �eld called IP OPTIONS, which can contain up to 40 bytes of data, in-

cluding one byte each for the option’s type and length in bytes. The Linux kernel

supports setting these options via the setsockopt system call. However, besides a

few well-known options (e.g., the timestamp option used by the ping network util-

ity), the kernel requires administrative privileges (i.e., CAP NET RAW) to con�gure the

IP OPTIONS header �eld. Similar to the socket discussion above, Java also provides a

setOption API for sockets. Unfortunately, however, this API restricts what values

will be passed to the underlying setsockopt system call and excludes the value to

enable IP OPTIONS.
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2.12 Network Policies through Browsing Events

In this section, we review the URL redirect concepts and technologies that are relevant

to our browser-based network policy creation framework.

2.12.1 Performance Logs (PerfLogs)

Chromium-based browsers such as Google Chrome include performance related tim-

ing and event data and provide provisions to access the data with an API. We

leverage Chrome Development Tools (DevTools) [Chrome, 2020a] to obtain browser-

speci�c events, such as which elements the browser parses and which network ac-

tivity is present. Chrome DevTools uses the Chrome DevTools Protocol [Chrome,

2020c], which provides tools to instrument, inspect, debug and pro�le Chrome-based

browsers. Since we focus on the information relevant to the URL redirects and

their associated network events, we use the network related performance logs (Per-

fLogs) [Chrome, 2020b]. The browser serializes the events as JSON objects of a �xed

structure, which speci�es all page rendering events, network requests and responses,

as well as their parameters. During our evaluations, we set the logging preferences of

Chrome browser to record all events in PerfLogs, and then utilize the network related

events within these logs.

2.12.2 URL Redirects

A URL redirect is a technique to forward a requesting party to a di�erent URL

address. In a typical URL redirect, the web page that a browser attempts to resolve

uses a redirect method, which is prede�ned in World Wide Web standards and browser

implementations. The browser, in return, resolve, fetches resources and displays the

new URL, which is di�erent than the initial URL which the user requested. The

use of URL redirect includes legitimate cases such as tra�c forwarding to a secure
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website (i.e., HTTPS), to serve a website under di�erent domain names, or hostile

purposes such as phishing attacks and malicious �le distribution.

In a URL redirect, it is possible that the redirected URL can also initiate another

redirect, which causes a redirect chain. We de�ne a URL Redirect Chain when a URL

A redirects to URL B , which again redirects to URL C . In this case, we de�ne

URLs A , B and C as the source, intermediary and landing URLs, respectively.

Here, the length of the Redirect Chain is 3, however, for our purposes, we assume that

the length of the Redirect Chain can be arbitrarily long and may include as many

Intermediary URL as browsers can support. Currently, Chromium limits the number

of consecutive redirects to 20 [Chromium, 2022].

2.12.3 URL Redirect Methods

A URL redirect can use any of the redirect methods, which are browser implementa-

tions of prede�ned Web standards. The methods relevant to Janus in the browser

PerfLogs are as follows [Chromium, 2021a]:

1. HTTP status codes : The HTTP protocol speci�es status codes to indicate

browsers to redirect to a di�erent page. These status codes are contained in

header section of the responses of servers.

2. HTTP refresh header : One of the browser-supported methods is to use a special

HTML tag. This tag speci�es which URL the browser should request next, with

an option to delay browser request by an arbitrary amount of time.

3. JavaScript : JavaScript �les, which are embedded on the website, are fetched

as part of the resources that the browser can execute. Some of the JavaScript

methods can cause a redirect of the entire window.

4. Frame redirect : Inline frames (i.e., iframes) can specify URL redirects, which
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displays the redirected webpage inside an iframe element. Unlike refresh header

redirects, browser keeps the URL of the frame document instead of the redirect

target’s URL.

2.12.4 URL Redirect Method Indicators in PerfLogs

The DevTools protocol records the process which initiated a network request under

an initiator �eld. The initiator type can take any of the �ve values [Chromium,

2021a] depending on the method and/or the cause of a URL request. The reasons for

a URL request, and their respective initiators in PerfLogs are as follows: i) Chrome’s

HTML parser (Parser), ii) an HTTP status code (Redirect), iii) a script (e.g.,

JavaScript) (Script), iv) Signed HTTP exchange (SGX), which is a subset of Web

Packages technology (SignedExchange) 1, or v) any other process or action, such as

navigating to a page via link or by entering the URL in the address bar of the browser

(Other).

The initiator can also have two additional parameters, stack and url. The

former appears when the initiator type is script and there is a JavaScript stack.

The latter value holds the URL when i) the initiator type is Parser, ii) a script

imports an external source �le, or iii) a SignedExchange packet transfer occurs be-

tween the server and the client. In a typical DevTools output, it is possible to identify

the URL that initiated another request. Hence, we use these parameters to determine

the method of URL redirect and link the consecutively requested URLs to construct

a request tree. Listing 1 shows the pseudo-code of the identi�cation of URLs which

caused the redirect with respect to their initiator formats.

1As the SGX is a relatively new technology, we haven’t observed any such requests.
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if perfLog+method == "Network.requestWillBeSent":
# child designation
child_url = perfLog_parameters["request"]["url"]
if child_url == browser_url_bar: child_url = landing_url
else child_url = intermediary_url

# parent node designation and redirect method

# Case 1
if "redirectResponse" in perfLog_parameters:
parent_url = perfLog_parameters["redirectResponse"]["url"]

# Case 2
elif "url" in perfLog_parameters["initiator"]:
parent_url = perfLog_parameters["initiator"]["url"]

Case 3
elif "stack" in perfLog_parameters["initiator"]:
parent_url = perfLog_parameters["initiator"]["stack"]["callFrames"][0]["url"]

Snippet 2.1: PerfLog entry processing pseudocode relevant to the request
tree construction when redirects are present. PerfLog entries can reveal
which URL caused a redirect. Note that URL request speci�es the child
node, and the pseudo-code determines the parent node with initiator values.

2.13 App Resiliency Policies

As a basis for the details of our application defense policy detection system AppJitsu,

this section describes open standards on Android app resiliency and self-defense mech-

anisms, as well as a brief explanation of common tampering techniques that attackers

can use.

2.13.1 OWASP Standards and Guides

The Open Web Application Security Project’s (OWASP) Top 10 Risks [OWASP,

2016a] is a standard awareness document for developers which represents a broad

consensus about the most critical security risks. Although primarily started as a list

of top Web app threats, the prevalence of mobile platforms and widespread adop-

tion of apps led to the creation of OWASP Top 10 Mobile Threats [OWASP, 2016a],
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which focuses on mobile apps. The most recent list from 2016 states code tamper-

ing [OWASP, 2016b] as one of the most critical risks for mobile apps. To mitigate

the security threats in mobile apps, the OWASP also compiles a manual, The Mobile

Security Testing Guide (MSTG) [OWASP, 2020b], which provides guidelines on how

to assess the security of an app.

Mobile Security Testing Guide (MSTG)

This comprehensive manual for mobile app security development, testing and reverse

engineering provides processes, techniques and tools used by security auditors in the

evaluation of a mobile app’s security. Two of the most relevant sections to this thesis

presents i) techniques and tools for tampering and reverse engineering on Android,

and ii) Android anti-reversing defenses. More speci�cally, anti-reversing defenses

are categorized under resiliency requirements against common tampering techniques,

such as rooting and hooking. For veri�cation of testing results, these resiliency re-

quirements are grouped under a standardized document, Mobile AppSec Veri�cation

Standard (MASVS).

Mobile AppSec Veri�cation Standard (MASVS)

The standards set by MASVS [OWASP, 2020a] list a series of resiliency requirements

against common tampering techniques (§2.13.1). First six out of nine requirements

specify the implementation of app self-defense techniques, whereas the remaining

three specify how the app should react when defense mechanisms are triggered. For

our work, we study the presence of defenses, and hence focus on the �rst six of the

MSTG RESILIENCE requirements. We show a brief summary of resiliency requirements

regarding the presence of defenses along with AppJitsu designations in Table 2.1. All

the resiliency categories, except for MSTG-4, have unique requirements in defenses.

As for MSTG-4, the reverse engineering tools and frameworks statement comprises
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MSTG Category MSTG Explanation AppJitsu Designation
MSTG-RESILIENCE-1 The app detects, and responds to the presence of a rooted or jailbroken device either by

alerting the user or terminating the app. Anti-Root

MSTG-RESILIENCE-2 The app prevents debugging and/or detects, and responds to a debugger being
attached. All available debugging protocols must be covered. Anti-Debug

MSTG-RESILIENCE-3 The app detects, and responds to tampering with executable �les and critical data within
its own sandbox. Signature Veri�cation

MSTG-RESILIENCE-4 The app detects, and responds to the presence of widely used reverse engineering
tools and frameworks on the device. Anti-Tool (root/hook)

MSTG-RESILIENCE-5 The app detects, and responds to being run in an emulator. Anti-Emulator
MSTG-RESILIENCE-6 The app detects, and responds to, tampering the code and data in its own memory

space. Anti-Hook

Table 2.1: MSTG Resilience requirements, explanations and Ap-
pJitsu correspondence.

both the root and hook tools used in MSTG-1 and MSTG-6.

2.13.2 Android Resiliency

Based on the OWASP recommendations and guidelines, we devise a taxonomy of the

mitigations against potential security threats into 6 categories, which correspond to

MSTG resiliency requirements.

Root Detection (MSTG-1 & 4)

Rooting an Android image encompasses gaining privileged access (i.e., root) to the

system. In general, a rooting framework incorporates a modi�ed su binary, which

provides access to the root user, as well as a root manager to provide access control

to the root capabilities on the device. Two of the most common ways of root detection

are to i) check the presence of the su binary in various possible locations in the �le

structure, or ii) to check the return value of executing su.

Debugger Detection (MSTG-2)

The debug cycle has a critical importance during app development to analyze run-

time app behavior. Development environments provide developers the means to

compile apk packages with a debug 
ag which speci�es the app to be debuggable

(i.e., permits attaching a debugger). An attached debugger, such as ptrace-based

strace or Java Debug Wire Protocol (JDWP) based tools, can arbitrarily stop app



29

execution, inspect variables and modify memory states. Furthermore, app develop-

ment environments also provide tools, such as Android Debug Bridge (adb [Google,

2020c]) to access and manage access to both runtime environments and the app itself.

Common debugger detection techniques range from checking the return value of the

isDebuggerConnected method to detecting the native process tracing utilities such

as ptrace.

Signature Veri�cation (MSTG-3)

Signature veri�cation ensures that the app is packaged by the developer, and hence

ensures the integrity of the code base. This defense technique compares the crypto-

graphic signature of a production release version of the app against the signature of

the app on the mobile device, where discrepancies indicate package tampering.

Emulator Detection (MSTG-5)

Android emulators allow running an app on platforms other than mobile devices via

emulation of the runtime environment with Android (or derivative) system images.

Emulated environments provide fast debugging, development, and modi�cation plat-

forms to developers and reverse-engineers alike. Emulator detection techniques can

vary from emulator-speci�c string matching to timing-checks. Although SafetyNet

Attestation API also provides methods to check the integrity of a runtime environ-

ment, similar to code integrity checks (§2.13.2), SafetyNet Attestation adoption rate

decreased in recent years [Berlato and Ceccato, 2020].

Hook Detection (MSTG-4 & 6)

Hooking frameworks provide tools to execute foreign (i.e., not developer-authored)

code to redirect, replace, or modify an app’s control 
ow, which can customize the be-

havior of apps or provide additional functionalities. Common hook detection methods
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consist of identifying hooking framework-speci�c strings in app names or call stack

traces (e.g., de.robv.android.xposed for Xposed Framework), and scanning open

TCP ports for framework-operated local servers (e.g., Frida server on default port

27042).
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Chapter 3

Contextual Data Attribution and Policy
Enforcement

Successful policy enforcement systems primarily require capabilities to accurately

identify the policy nonconforming attributes of app components which are subject

to policy enforcement. Regarding the library-based policy enforcement on network-

capable applications, it is imperative to identify which libraries are responsible for the

network communications. As such, we �rst present the novel methodologies which

provide attribution of network data to speci�c Android libraries, real-world measure-

ment results, and demonstrate a novel policy enforcement system.

3.1 Context-Aware Large-Scale Network Tra�c Analysis

In this chapter, we focus on measurement and attribution of mobile application net-

work data to speci�c libraries. Android applications (apps) are a combination of

code written by the developers as well as third-party libraries that carry out most

commonly used functionalities such as advertisement and payments. Running apps

in a monitoring environment allows researchers to measure how much network traf-

�c is exchanged between an app and remote endpoints. However, current systems

currently do not have the ability to reliably distinguish tra�c that is generated by

di�erent libraries. This is important, as while mobile users are paying for data tra�c

without distinctions, some of this tra�c is useful (e.g., data for core app function-

alities), whereas the rest of the tra�c can be considered a nuisance (e.g., excessive
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advertisements).

In this section, we present Libspector, a system that precisely attributes net-

work tra�c coming from an Android app to the library that generated it. To this

end, we instrument the Android Framework to inspect the network connections ini-

tiated by apps, provide �ne-grained information on the libraries in use, and calculate

method coverage information while performing dynamic analysis. We then perform

a measurement on 25,000 popular Android apps and investigate the relation between

di�erent categories of apps with the use of speci�c libraries. We analyze the method

coverage of our dynamic analysis method, and further characterize the endpoint con-

nections established by the Android apps. Our results indicate that advertisement

libraries account for over a quarter of the total data transmission. We further observe

that there is no strict 1-to-1 correlation between the similar categories of network

endpoints and libraries which initiated the data transfer.
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3.2 Data

In this section, we describe the data sources that we used as inputs to our system,

and the methodology for our analysis.

3.2.1 App Collection

To collect a representative set of Android apps, we extracted a list of the most down-

loaded and free Android app package names from AndroidRank [AndroidRank, 2019],

which is a website that keeps track of the Google PlayStore [Google, 2022] app meta-

data. Then, we cross-referenced these package names with the list of available apps

from the AndroZoo dataset [Allix et al., 2016], which is a repository of Android apps

for research purposes. For certain apps, the AndroZoo dataset includes more than

one version of the same app, collected at di�erent times. Each app in the dataset

also lists the date in which the app was created as speci�ed in the dex �le as well

as the date of the latest VirusTotal [VirusTotal, 2019] scan of the apk. For all the

package names we collected from the AndroidRank, we retrieved the apk from the

AndroZoo dataset with the latest dex time stamp. For packages with the default dex

time stamps (i.e., 01-01-1980), we selected the apk that was most recently scanned via

VirusTotal (VT). At the time of our experiments, there were no apks that had neither

the non-default dex timestamp nor a VT scan date. We further �ltered out apps that

only included ARM shared libraries, as Libspector supports x86 compatible apps.

3.2.2 Output Data Set

We exercised every app for 8 minutes using adb monkey UI exerciser [Android, 2017]

and issued 1,000 random events with 500ms delay while recording all network ac-

tivity of the emulator. During our dynamic analysis, we collect (i) a set of method

signatures of the methods that the app executed, (ii) stack traces of socket calls
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that we obtain via the getStackTrace Java method, (iii) the respective method sig-

natures of each stack frame, and (iv) source and destination IPs and port numbers

of each socket. Additionally, we use the dexlib2 [Gruver, 2017] library to extract

all the method signatures contained in a particular apk. Previous work by Reyes et

al. [Reyes et al., 2018] found that the adb monkey tool matched or exceeded humans’

app screen coverage 61% of the time. However, we should note that, due to the

randomness of the monkey, the results we present constitute a lower bound on the

method coverage, and hence the extensiveness of these apps’ network activities.

3.2.3 Tra�c Attribution

In this section, we present the methodology that allows us to determine how much

data the app libraries consume.

Java classes are organized in packages according to a hierarchical naming pattern

where dots separate the levels of hierarchy. The structure of the package hierarchy rep-

resents the relationship between classes and methods. Similar to Plumicke [Pl�umicke,

2007], we de�ne the type signature of a method as a unique identi�er which includes

all the levels of this hierarchy, including the method signature with input and return

value types. Furthermore, a disassembled dex �le (i.e., smali code) clearly shows

this structure in type signatures1. However, the hierarchical structure of the pack-

ages can be arbitrarily deep (i.e, length of the package names can be arbitrarily long).

Since we can �lter method and class names from a type signature, we use our custom

Xposed module to obtain the type signatures of the respective call frame and obtain

the package name for every active method call in the call stack.

As we are primarily interested in third-party libraries and their respective net-

work connections, we then eliminate the method calls to Android’s built-in packages.
1Smali convention for a method’s type signature is Lpackage/name/ className$innerClassName;-

>methodName (inputTypes) returnTypes
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To do so, we refer to Android API 25 Class Index [Google, 2017] and introduce a

regular expression rule to �lter out call frames of built-in packages2. We then use

LibRadar [Ma et al., 2016], a tool that detects and categorizes third-party libraries

in Android apps. For the majority of applications, LibRadar is able to detect the

libraries contained in apps. However, as there are �rst party-authored packages that

LibRadar has not encountered before with varying degrees of hierarchical depth, it

cannot resolve all the libraries of an app. Consequently, we determine the library as

the hierarchically greatest matching package structure (i.e., longest matching pre�x)

among all the libraries that LibRadar has detected across 25,000 apps.

Finally, we attribute the socket activity to the library of the chronologically �rst

called method from a non-built-in library in the stack trace. We then de�ne origin-

libraries as the libraries that such methods belong. While our analysis mainly focuses

on the origin-libraries and their connections, we also provide analysis for libraries

with a reduced-granularity. For these libraries, we select only the top two levels of

hierarchy, and name them 2-level libraries . The reduced granularity provides us with

the information on the activities of domains (and companies) that libraries belong.

Listing 3.1 shows a stack trace collected during our experiments and demonstrates

the logic behind origin-libraries attribution. The �rst frame (line 1) represents the

chronologically last method invocation before the creation of the socket. The frames

on lines 13 and 14 include internal API calls, which we eliminate with regular expres-

sion rules. Consequently, we attribute the socket creation to the method call in line

12, which precedes all other method invocations. As per our library name extraction

methodology, we determine the origin-library as "com.unity3d.ads.android.cache".

Consequently, the two-level library is com.unity3d.

2android.*, dalvik.*, java.*, javax.*, junit.*, org.apache.http.*, org.json.*, org.w3c.dom.*,
org.xml.sax.*, org.xml.pull.v1.*
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1 java.net.Socket.connect
2 com.android.okhttp.internal.Platform.connectSocket
3 com.android.okhttp.Connection.connectSocket
4 com.android.okhttp.Connection.connect
5 com.android.okhttp.Connection.connectAndSetOwner
6 com.android.okhttp.OkHttpClient$1.connectAndSetOwner
7 com.android.okhttp.internal.http.HttpEngine.connect
8 com.android.okhttp.internal.http.HttpEngine.sendRequest
9 com.android.okhttp.internal.huc.HttpURLConnectionImpl.execute

10 com.android.okhttp.internal.huc.HttpURLConnectionImpl.connect
11 com.unity3d.ads.android.cache.b.a
12 com.unity3d.ads.android.cache.b.doInBackground
13 android.os.AsyncTask$2.call
14 java.util.concurrent.FutureTask.run

Snippet 3.1: Stack Trace Example

3.2.4 Library Categories

To extract the categories of origin-libraries , we again rely on the output of LibRadar.

We �rst run LibRadar on all the apps that we collected (§ 3.2.1). We then con-

struct an aggregated list of libraries with their respective categories that LibRadar

provides. Additionally, we use Li et al.’s work [Li et al., 2016] to identify common

advertisement/tracker (AnT) libraries, which increases precision and ensures a more

comprehensive analysis regarding the AnT tra�c.

For libraries where LibRadar cannot determine the corresponding category, we

apply a majority voting heuristic. Listing 3.2 is an example of our library cate-

gorization methodology for com.unity3d.example, where LibRadar cannot provide a

category. Here, we �rst �nd the longest matching organizational structure (i.e., com-

mon pre�x) across all the libraries that LibRadar detects in our app dataset. (i.e.,

com.unity3d) Then, we collect all the libraries which start with the common pre�x

and their categories into a list (i.e., lines marked with [LibRadar] in Listing 3.2).

Afterwards, we use majority voting within this list to predict the category of the

unknown library, and hence determine the category of com.unity.example as Game

Engine, which has the most votes. Similarly, the category of the origin-library of the
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stack trace in Listing 3.1 solely depends on com.unity3d.ads, as it is the longest pre�x

and the only matching library.
[LibRadar] com.unity3d -> Game Engine
[LibRadar] com.unity3d.ads -> Advertisement
[LibRadar] com.unity3d.plugin.downloader -> App Market
[LibRadar] com.unity3d.services -> Game Engine
[Predicted] com.unity3d.example -> {Game Engine:2, Advertisement:1, App Market:1} -> Game Engine
[Predicted] com.unity3d.ads.android.cache -> {Advertisement:1} -> Advertisement

Snippet 3.2: LibRadar category results of unity3d and category prediction
for two related libraries

3.2.5 Tra�c Volume

Libspector sends a UDP packet which contains information on a socket right after

the connection is established, and thus lacks the information on how much data is

transmitted over a particular socket during an experiment. Consequently, we calculate

the data transfer size after the connection is closed, which is the sum of all TCP

packets within the same stream (i.e., the packets which possess the same connection

parameters as the socket itself). First, we associate TCP packets that the socket sent

by traversing packet capture �le of the app run using socket parameters. Then, we sum

packet sizes to �nd the data transfer size. Since the established network connections

need to have a unique set of connection parameters at a given time, we ensure that

stack traces of two di�erent sockets with the same connection endpoint are counted

separately. Finally, we associate the transfer size with origin-libraries based on the

stack trace information we collected from the respective socket of the connection

(§ 3.2.3). We should note that the ratio of UDP tra�c (excluding Libspector’s

UDP packets) is 0.52% of the total tra�c present in the dataset, the majority (97%)

of which consists of DNS requests. Therefore, we chose to omit UDP tra�c from our

analysis.
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3.2.6 Determining DNS Domain Categories

As part of our analysis, we analyze which domains were part of the DNS resolution re-

quests at the time of our experiments. To this purpose, we collected domain categories

provided by VirusTotal [VirusTotal, 2019] using their public API. For every domain,

VirusTotal returns a list of domain categories aggregated from �ve di�erent cyberse-

curity companies. As there are no universal baselines for domain category naming,

it is possible to see multiple di�erent classi�cations for the same domain. Hence,

similar to the methodology of AVClass [Sebasti�an et al., 2016], we chose to simplify

and tokenize various domain categories into 17 generic-categories. For every domain

category that VirusTotal provides, we search for a list of hand-curated words (with

regular expression rules) and classify it under a generic category. Table 3.1 shows the

generic categories, number of domains that fall under each generic-category and the

regular expression patterns used for the tokenization of categories.

To �nd the category of a domain, we �rst tokenize all the categories that Virus-

Total returns. Then, we apply majority voting among the list of generic-categories

for each domain and select the most occurring generic-category.



39

Table 3.1: Tokenization of domain categories

Generic Category Count Regular Expression Pattern(s)

adult 206
adult,sex,obscene,personals,
dating,porn,violence,lingerie,
marijuana,alcohol,gambling

advertisements 1,336 ads,advert,marketing,exposure
analytics 419 analytics

business and �nance 3,394
busines,�nanc,shop,bank,
trading,estate,auctions,
professional

cdn 77 proxy,dns,content,delivery
communication 472 im,chat,mail,text,radio,tv,

forum,telephony,portal,�le
education 413 education,reference

entertainment 481 entertainment,sport,videos,
streaming,pay-to-surf

games 288 game
health 40 health,medication,nutrition

info tech 1,525
information,technology,
computersandsoftware,
dynamic content

internet services 374

hosting, url-shortening,
search, download,collaboration,
parked, online, infrastructure,
storage,security, surveillance,
government

lifestyle 558
blog,hobbies,lifestyle,travel,
cultur,religi,politic,
restaurant,vehicles,
philanthropic,event,advice

malicious 23
malicious,infected,bot
not recommended,illegal,
hack,compromised,
suspicious content

news 415 news,tabloids,journals
social networks 55 social

unknown 4064 (all remaining)
Total 14,140
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3.3 Libspector Overview

In this thesis, we collect �ne grained information on which network data is generated

by which libraries in an Android app. As such, our main goals when designing our

analysis system are to i) exercise an app to determine which libraries and methods

cause a network connection and measure Java method coverage, ii) measure how

much data 
ow we have in each direction per library, and iii) study the relationship

between categories of apps, libraries, and domains in terms of network connectivity.

Therefore, we design and implement a system with the following design choices:

Dynamic analysis: Exercising apps provides network connectivity and interaction

between apps and the external servers, which yields information on the mobile network

tra�c.

Fine-grained network library analysis: The information contained in network

packets is not �ne-grained or accurate enough to reliably attribute data 
ow to spe-

ci�c libraries [Falaki et al., 2010, Wei et al., 2012]. Thus, the analysis environment

should provide su�ciently detailed information to associate libraries to individual

connections.

App integrity: Apps under scrutiny should not be modi�ed or have their integrity

broken. This ensures that the internal structure of apps is not tampered with instru-

mentation and Libspector is compatible with existing app stores.

Scalability: The data collection system should be highly parallelized and scalable

in response to the millions of apps available on app stores.

Coverage awareness: When measuring network data in a dynamic analysis, it is

important to measure what fraction of the app methods our system invokes, which

determines the amount of code execution.

To this end, we implemented Libspector, a scalable dynamic analysis framework

with �ne-grained network and Java method coverage measurement which does not
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Figure 3�1: Data Collection System Overview.

require app modi�cation.

3.3.1 System Design

Libspector comprises of two main high-level components for data collection dur-

ing app exercising: Socket Supervisor and Method Monitor . The Socket Supervisor

monitors the creation of sockets, extracts information on methods that leads to the

creation of any socket and reports this information to a data collection server. The

Method Monitor keeps track of all the Java methods that an app has executed, records

observed methods, and then provides information on what fraction of the app’s code

is covered. A general overview of the data collection architecture is shown in Fig-

ure 3�13.
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Socket Supervisor

Any network communication in Android starts with a socket system call, regardless

of whether an Android app establishes the network connection from managed Dalvik

code or natively. It is therefore fundamental for a �ne-grained network-activity data

collection system to monitor and examine the creation of sockets. Here, we de�ne the

�ne-grained information (i.e., context) as the Java call stack that is related to the

socket creation, which includes information on the libraries.

Method Monitor

One of the drawbacks of dynamic analysis is achieving complete coverage. Since

every app may use di�erent series of method calls leading to a network connection,

lower coverage rates indicate unexplored methods. In such cases, the dynamic analysis

would result in incomplete data for total tra�c volume and missing attribution of data

transfer to libraries, as unexplored methods may cause more network tra�c or belong

to di�erent libraries than the already executed ones. Having an accurate method

coverage measurement provides information on the lower bound of the collected data

over the course of our dynamic analysis and quantify the accuracy of our system.

While the Socket Supervisor can provide information on network connections (i.e.,

Java methods in the call stack that leads to a socket), the Socket Supervisor cannot

monitor non-socket-related information. Therefore, we design the Method Monitor ,

which monitors all the Java methods and creates a set of methods that that the app

invokes. Subsequently, the Method Monitor disassembles the apps’ dex �le under the

apk package to obtain a full set of methods that the app includes, and calculates the

Java method coverage as a ratio of executed app methods over total app methods.
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3.3.2 System Implementation

Method Monitor

We implemented the Method Monitor as a combination of a modi�ed ART runtime

and Android’s built-in debugging tools. The implementation of the ART runtime

includes an API through Activity Manager to measure app performance with Android

Pro�ler. This API provides provisions to monitor Java method calls using the Android

Debug Bridge (adb), to register method signatures and timestamps when a Java

method is entered or exited. Hence, we use this API to control the Android Pro�ler

and register listeners for method invocations. The ART runtime, by default, stores

the collected data in a user-speci�ed bu�er, which is insu�cient (i.e., �lled within

seconds of app initialization) for the amount of data we collect during our experiments

as listeners also record repeated calls to a method. Therefore, we modi�ed the ART

runtime such that Android Pro�ler only records unique methods when the app calls

methods for the �rst time.

Socket Supervisor

We implemented the Socket Supervisor as a custom module for the Xposed Frame-

work [rovo89, 2017], which provides an API to modify the behavior of user-space apps,

enabling Libspector to monitor the creation of sockets. The Socket Supervisor col-

lects information on a socket consisting of i) which app sent the data, ii) network

connection’s socket pair parameters (i.e., destination and source IPs and ports) and,

iii) the stack trace at the time a socket is created.

Upon the establishment of a network connection, the Socket Supervisor gath-

ers the active stack trace by invoking Java’s built-in getStackTrace method. This

method returns a list of active stack frames that are related to the creation of socket,

and hence the network connection. Then, similar to our previous work BorderPa-
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trol [Zungur et al., 2019], we obtain a mapping of every active stack frame to their

respective method signatures. Finally, the Socket Supervisor prepends the connection

information to the list of method signatures, and sends this data to our data collection

servers using UDP packets. For every unique socket that the app creates, the Xposed

module includes a sha256 checksum of the apk �le and socket pair parameters along

with the translated stack trace.

For the above operations, the Socket Supervisor relies on two submodules, the

custom Xposed module for socket monitoring and and a custom shared library for

obtaining connection parameters. In the following paragraphs, we describe these two

submodules in detail.

Xposed Framework and Custom Module Our custom Xposed module and

framework serves as the socket call interceptor and context extractor. This module

�rst places post hooks on the socket and connect method calls, and then parses

the dex �les that the app’s apk package includes to obtain detailed information on

methods including their class hierarchy and parameters. Using post hooks ensure that

at the time of program-
ow interception, there is a network connection with distinct

parameters. We use the parsed dex �le information to provide a translation from

method names in a stack trace to their respective method signatures. In addition,

this module obtains the socket pair parameters. This ensures that we can match

the packet we observe in the network packet capture with its respective socket call

stack when we obtain the contextual information from UDP packets (explained in

Shared Library section below). Subsequently, the module creates one UDP packet

per socket, which includes the method signature translations of the stack trace we

gathered. Using method signatures ensures that we can di�erentiate the overloaded

variants of methods with the same name within one class when we examine the stack

traces of sockets.
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Shared Library Libspector gathers socket-related stack traces and sends them

in separate UDP sockets, which does not include the same connection parameters

as the TCP socket. Consequently, we have to associate the stack trace information

included in UDP packets with their respective TCP socket. To associate a stack

trace with its socket pair, we use the socket’s set of connection parameters (i.e.,

source and destination IP’s and ports). Since all socket pairs have a unique set of

connection parameters for any given point in time, any packet that includes these

parameters in their header belongs to the connection of the aforementioned socket

pair. To access the connection parameters of a given socket, we use the getsockname

and getpeername system calls. For this purpose, we compile a shared library which

exposes the required system calls to the Xposed module via the Java Native Interface.

Experimental Setup

Libspector’s data collection framework consists of a job dispatcher and multiple

workers which run di�erent and fresh copies of the same modi�ed Android 7.1.1 image

(i.e., same user pro�le, advertising and device IDs without account logins) in Android

emulators on CentOS 7 servers. Every worker pulls the assigned apk from a database

server and exercises the app in the Android emulator using adb monkey [Android,

2017] User Interface exerciser with 1,000 events and 500ms throttling between events.

While the apps are exercised, we record all the network tra�c of the emulator into

a packet capture �le and collect the set of visited methods in the emulator. At the

end of each experiment, our modi�ed framework writes the set of method signatures

which the app invoked during experiment into a �le and sends the packet capture

of all the network tra�c of the emulator to a central database for later evaluation.

Our performance analysis shows that, Libspector incurs a 0.5ms (9.75%) worst-

case packet delay per request on the mobile device. O�ine analysis and heuristics,

excluding external data scraping and database activities, on average takes less than
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5 seconds per app.
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3.4 Results and Analysis

In this section, we present the analysis of the extracted data and answer the following

research questions:

� RQ1 What are the properties of data transfer and 
ow ratios in terms of total

and average transfer for di�erent categories of apps, libraries, and domains?

� RQ2 Is it necessary to track data 
ows based on origin-libraries instead of using

network analysis only?

� RQ3 How comprehensive is the empirical analysis in terms of Java method

coverage?

� RQ4 What is the monetary and energy cost of third-party libraries to an average

user?

First, we present the aggregated data transfer sizes, and investigate the data 
ow for

di�erent categories of apps, libraries and DNS domains. Secondly, we analyze average

data transfer sizes per aforementioned categories, extract mean values, calculate the

ratio of data transfer 
ows and present the prevalence of advertisement and tracker

library tra�c. Then, we investigate the Java method coverage of our experiments.

Finally, we estimate the monetary and energy consumption cost of advertisement

libraries based on our empirical results and previous studies.

3.4.1 Data Transfer Across Categories

Our apps generated a total of 30.75 GB of data from monitored sockets, where 29.13

GB was received, and 1.62 GB was sent. The total number of 
ows (i.e., number

of distinct sockets) was 617,400, sending data originating from 8,652 origin-libraries

across 13 categories to 14,140 di�erent DNS domains with 17 generic (i.e., tokenized)
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categories. Figure 3�2 shows aggregate data transfer size of the origin-libraries ’ cat-

egories per app category, as well as the ratio of data transfer per origin-libraries .

As for the origin-libraries , the most data transferring category was "Advertise-

ment", which initiated 28.28% of the total tra�c, e�ectively amounting to more

than a quarter of the total data sent by any origin-libraries with 8.69 GB of total

data transfer. Surprisingly, we observe that the highest activity by "Advertisement"

origin-libraries in gaming apps, even more dominant than "Game Engine" libraries,

which mostly manifested themselves in simulation and action games. The second

most data transferring library category is "Development Aid", which accounted for

26.34% of the data transfer with 8.1 GB. The libraries classi�ed under "Development

Aid" often include third-party development libraries such as okhttp3 or companies’

development infrastructure/API-related libraries such as com.amazon.whispersync

(for Kindle). Finally, we see libraries with Unknown categories initiating connections

that cause 25.3% of the total data transfer (7.75 GB), which includes app-speci�c,

�rst-party developer code as well as the library tra�c that could not otherwise be

attributed.

Figure 3�3 demonstrates the top data transferring origin-libraries . Here, we see

that com.unity3d.player is the top data transferring origin-library with 1.59 GB,

which is classi�ed as a Game Engine library. Based on our methodology of library

name extraction (§ 3.2.3), it is possible to see the same pre�xes across di�erent

origin-libraries . We therefore also classify origin-libraries into more generic library

names, and use the 2-level libraries . Among the origin-libraries , Google’s internal

libraries (com.google and com.android) transferred 2.84 GB and 452 MB data, re-

spectively, followed by the Advertisement/Game Engine3 libraries com.unity3d and
3Although primarily a Game Engine library, unity3d also includes advertisement classes, which

manifested themselves during our experiments
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Figure 3�2: Data transfer size of origin-libraries ’ categories per app
category. Ratio of total data transfer per origin-libraries categories are
presented in the legend.
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Figure 3�3: Top data transferring origin-libraries . *-Advertisement
represents total data transfer through sockets created by Android’s
built-in libraries, which sends data to DNS domains categorized un-
der Advertisement.

com.gameloft with 2.82 GB. We �nally observe that 2-level libraries transmitted

4.96 MB data on average, where the top 25 of the 4,793 2-level libraries accounted

for 72.5% of the total data transmitted.

Figure 3�5 demonstrates the Cumulative Distribution Function of sent and received

network data amount for apps, origin-libraries and DNS domains. We observe that

all apps, origin-libraries and DNS domains always received more data than they sent,

and the data transfer 
ow size is between 400B and 1GB. We then examine the ratio

of data transfer 
ows. Figure 3�6 shows the ratio of sent data over received data per

apps, origin-libraries libraries and DNS domains. We observe that on average, apps
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Figure 3�4: Top data transferring 2-level libraries . Tra�c from An-
droid built-in apps is shown red.
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Figure 3�5: CDF of data transfer 
ow sizes across apps, origin-
libraries , and DNS domains

Figure 3�6: Data transfer 
ow ratios across apps, origin-libraries , and
DNS domains. Red diamonds indicate the average 
ow ratios for each
X-axis.
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and origin-libraries receive 81 and 87 times more data than sent, while servers of

domains send 104 times more data than received. The similar average ratios between

apps and libs indicate a uniform distribution on origin-libraries across the apps we

tested. The discrepancy between app and DNS transfer 
ow ratios is due to 25,000

apps sending data to 14,100 domain names only. In terms of the distribution, top 5,057

(out of 25,000) apps, 2,299 origin-libraries (out of 8,746) and 4,010 (out of 14,140)

DNS domains are associated with half of the total data transfer, which suggests that

a minority of libraries and domains cause the majority of network tra�c in apps. We

also see that the top 10% of origin-libraries received over 260 times data than they

sent, which shows that the libraries which receive the most tra�c can be more than 3

times as aggressive (i.e., higher 
ow ratio and more data consuming) as the average.

As a next step, we also investigate the prevalence of Advertisement and Tracker

(AnT) libraries and the most common libraries (CL) that previous studies observed

in their dataset [Li et al., 2016] More speci�cally, we study if AnT and CL libraries

appeared in the network stack and initiate connections to remote servers. Figure 3�7

shows the ratio of data which originated from AnT libraries and common libraries over

total data transfer size per apps based on the library lists provided by Li et al. For

AnT libraries, over ~2,500 apps do not send any data due to such libraries, whereas

the network tra�c of ~8,750 apps entirely consisted of AnT-related origin-libraries .

Similarly, ~13,500 apps manifested network activity due to common libraries. On

average, AnT libraries received 54.8 times more data than sent, which is more than

twice the average of common libraries with a ratio of 24.4.

We �nally investigate the average data transfer sizes for apps, origin-libraries , and

DNS domains as neither are uniformly distributed among their respective categories.

Figure 3�10 shows the average data transfer per app category. We observe that, the

"Music and Audio" and "News and Magazines" categories transmit the most data on
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Figure 3�7: Data transfer ratio of Advertisement and Tracker (AnT)
libraries and Common Libraries. Means of transfer ratios are marked
with red dots.

average, which indicates that the aggregate data transfer size from these categories

is not only due to the higher number of apps in our dataset but because of their

network-dependent functionalities. Figure 3�8 and Figure 3�9 shows average data

transfer per origin-libraries and DNS domain categories, respectively.

We see that Mobile Analytics, Game Engines and Advertisements are the top

3 data transmitting library categories, with averages of 35.6 MB, 27.91 MB and

12.66 MB per library. On the other hand, the DNS domain categories where apps

send the data portrays a pro�le much di�erent from a 1-to-1 correlation between

similar categories. That is, CDN domains receive an average 46.27 MB per domain,

which is almost 11 times more data than advertisements (4.32 MB per domain). While

previous approaches classi�ed advertisement library tra�c by name-based indicators

of advertisement domains, CDN-bound tra�c would cause inaccuracies during net-

work tra�c attribution. In comparison to other domain categories, there are very

few social-network-related domains that apps had interaction with. That is, with



55

Figure 3�8: Average data transfer per origin-libraries .

Figure 3�9: Average data transfer per DNS domain.
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Figure 3�10: Average data transfer per app category.

3.42 MB, social network related domains are third-highest data transferring libraries

in average data transfer per domain rankings.

In summary we observed that: 1. Over a quarter of the mobile network tra�c

originates from advertisement libraries, 2. Google’s internal libraries cause the most

tra�c, 3. apps receive more data than send in general, 4. AnT libraries receive twice

as more data as common libraries, 5. 35% of app tra�c was caused by AnT only,

whereas 10% of apps were free of any AnT tra�c, and 6. on average, CDN domains

receive the most tra�c, almost 11 times more than advertisement or gaming domains.

3.4.2 Library vs DNS Domain Categories

Previous studies ( [Tongaonkar et al., 2013,Wei et al., 2012,Vallina-Rodriguez et al.,

2012, Maier et al., 2010, Xu et al., 2011]) make use of the User-Agent �eld, domain

names, hostnames, and URL parameters to identify and categorize the network tra�c
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of apps. However, we see that the network tra�c does not always originate and end

up in similar categories of origin-libraries and domains (i.e., advertisement, mobile

analytics, social media and games). For instance, advertisement libraries send ~29% of

their tra�c to CDN servers. Therefore, a system which simply examines the network

tra�c without the contextual information from within the app can misclassify the

nature of a network connection. To con�rm this intuition, we present the correlation

of origin-libraries and DNS domains in the form of aggregate data transfer size from

the former to the latter in Figure 3�11. It can be clearly seen from the heatmap that

advertisement-related domains not only receive tra�c from advertisement libraries,

but also from development aid and mobile analytics libraries. Conversely, the tra�c

originating from advertisement libraries also ends up in CDN and business/�nance

domains. Similarly, the tra�c from mobile analytics libraries often end up in business

and �nance related domains, instead of commonly known analytics-related domains.

Consequently, the answer to RQ.2 is that when classifying a network tra�c 
ow, it

is necessary to analyze the origin-libraries in conjunction with the DNS domains.

3.4.3 Method Coverage

One of the challenging aspects of dynamic analysis is to achieve complete method

coverage. Since we analyze apps at a large scale, we are bound by the e�ectiveness

of automated user input generators for our experiments.

As data measurements with dynamic analysis are closely coupled with the amount

of executed code, we modi�ed the method tracing of the Android framework to pro-

vide information on which methods execute during experiments. To this end, we

�rst extract and compile all available method signatures from dex �les that an apk

includes. We then obtain a method trace �le from Android Pro�ler at the end of

app’s evaluation, which lists all the methods that the app has called, including native

API calls. To distinguish overloaded variants of methods which share the same name
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Figure 3�11: Correlation of library categories with DNS categories
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Figure 3�12: Method coverage percentages per app

within a class, we use the method type signatures. Finally, we compute the method

coverage as the ratio of method signatures which are listed in the method trace �le

and available in the app’s respective dex �le divided by the total number of methods

in the dex �le.

Before our large-scale experiments, we conducted a study where we ran a subset

of 100 random apps from our dataset with 10, 100, 500, 1,000, 5,000, 10,000 UI input

events. Our empirical analysis showed that exercising an app beyond 1,000 UI input

events did not provide any signi�cant bene�ts over the number of methods called, as

the startup activities often include AnT library loading activity that uses network as

well.

Figure 3�12 shows the method coverage percentages per app. On average, apks

in our dataset contain 49,138 methods, with 27.3% of apps including more than the

average. The average method coverage of our experiment is 9.5%, where 40.5% of

the exercised apps had above-average coverage. This result is consistent with other

studies such as Zheng et al.’s [Zeng et al., 2016], where the authors observed 10.3%

coverage after using monkey for 18 hours. We should note that, the network tra�c we
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obtained during our analysis constitutes a lower bound for the app network activities

with a method coverage of 9.5%, and consists of app activities before login screens.

3.4.4 Estimating the Cost to Users

Two of the major impacts of apps’ network tra�c on users are: 1. the cost of data

transmission over mobile plans and 2. energy consumption. To study the impact

to users, we rely on current prices of mobile data plans and energy consumption

measurements of previous studies.

Based on our results, average network tra�c due to Advertisements and Mobile

Analytics origin-libraries account for 15.58 and 2.2 MB of data transfer over 8 minutes

of app runtime in our setup. As of 2019, Google Fi’s mobile data plan charges $10 per

GB [Google, 2019]. Therefore, the network tra�c volumes we observed translate to an

average of $1.17 and $0.17 worth of data usage every hour only due to non-app related

Advertisements and Mobile Analytics tra�c, respectively. Social Network and Digital

Identity origin-libraries accounted for 1.92 MB of data transfer on average, costing

users $0.14 per hour4. Another costly origin-libraries category is Game Engines, with

an average cost of $3.02 per hour. As gaming apps have large initial �le downloads,

the total data transmission ratio of apps with GAME * categories is higher than all the

other categories combined.

To estimate the energy consumption of mobile advertising libraries, we rely on

a study by Vallina et al. [Vallina-Rodriguez et al., 2012]. Although authors do not

provide the energy cost of mobile advertisements per byte, the average advertise-

ment content is presented as 31kB/day and the average current drain for four major

ad libraries is 229mA with 20s refresh rate while idle current drain is reported as

144.6mA. Using the time series throughput data by Vallina et al., we estimate active
4This cost can be subsidized when there are zero-cost tra�c agreements between the Internet

Service Providers and social network websites.
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download time for advertisement libraries to be 9.3 seconds per minute. Rosen et al.’s

study [Rosen et al., 2015] indicates that apps continue to transmit data even when

they are sent to background and 80% of the background tra�c is sent within the �rst

60 seconds, conforming with the Pareto Principle. Therefore, we assume 5 minutes

of runtime will be a good approximation of the app’s overall power consumption re-

sulting from advertisement libraries5. Hence, based on a typical smartphone battery

(11:55Wh=3000mAh = 3:85V ), we calculate the power consumption of advertise-

ment libraries while they are active ((229mA� 144:6mA)� 3:85V = 0:325W ), data

transmission rate ((31kB � 0:95)=(5min� 9:3sec=min) = 635B=sec) and the energy

consumption per byte of transmitted data (0:325W=635B=sec = 5 � 10-3J=B). We

have observed that advertisement libraries send 15.6 MB data on average, which costs

7794 Joules of energy, or 2.16Wh. For a typical 11.55Wh battery, that is 18.7% more

energy consumption only because of advertising-related activities. The impact of the

remaining categories of libraries can also be calculated with isolated energy consump-

tion measurements of such libraries, which is out of scope of this study. However,

prior empirical analysis of Li et al., [Li et al., 2014] suggests that network components

consume the most energy with over 40% of non-idle energy consumption.

3.4.5 Applications of Libspector

Security: Libspector associates network data 
ows with origin-libraries and pre-

dicts library categories to reveal network activities of third-party libraries. Policy

control systems such as BorderPatrol [Zungur et al., 2019] implement policy actions

including blacklisting, where the level of enforcement can be selected as a library. In

such cases, a-priori knowledge of the to-be-blacklisted library is required to determine

policies. The information obtained from Libspector can provide insights on which
5Pareto lower cumulative distribution (P) with scale and shape parameters xmin=1, xm=1 and

�=1 yields P=0.8 for x=5 and P=0.95 for x=21. We consider x2[1,5] as one minute of execution.
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library to blacklist, and hence augment the capabilities of such policy enforcement

systems.

Measurement: Libspector can evaluate the connections at a �ner granularity

than conventional DNS based systems and categorize libraries with better accuracy.

From Figure 9, we determine that a purely DNS based approach would misclassify all

CDN-bound tra�c from known origin-libraries (19.3% of the total tra�c) and not all

tra�c has a 1-on-1 correlation between similar categories of DNS and origin-libraries .

Hence, it is essential to use the app context information in a network tra�c analysis,

which Libspector provides.
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3.5 Fine-Grained Policy Enforcement through Contextual Li-
brary Data

Companies adopt Bring Your Own Device (BYOD) policies extensively, for both con-

venience and cost management. The compelling way of putting private and business

related applications (apps) on the same device leads to the widespread usage of em-

ployee owned devices to access sensitive company data and services. Such practices

create a security risk, as a legitimate app may send business-sensitive data to third-

party servers through detrimental app functions or packaged libraries.

In this section, we propose BorderPatrol, a system for extracting contextual

data that businesses can leverage to enforce access control in BYOD-enabled cor-

porate networks through �ne-grained policies. BorderPatrol extracts contextual

information, which is the stack trace of the app function that generated the network

tra�c, on provisioned user devices and transfers this data in IP headers to enforce

desired policies at network routers. BorderPatrol provides a way to selectively

prevent undesired functionalities, such as analytics activities or advertisements, and

help enforce information dissemination policies of the company while leaving other

functions of the app intact. Using 2,000 apps, we demonstrate that BorderPatrol

is e�ective in preventing packets which originate from previously identi�ed analyt-

ics and advertisement libraries from leaving the network premises. In addition, we

show BorderPatrol’s capability in selectively preventing undesirable app functions

using case studies.
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3.6 Threat Model and Assumptions

Our threat model is based on a business environment where a company uses BYOD

policies that allow employees to use their personal mobile devices to access company

owned services and data. To ensure that personal devices do not cause harm to

the company’s network or assets, personal devices have to be provisioned with a

BYOD solution. Similar to the kernel instrumentation of Samsung KNOX [Azab

et al., 2014], these solutions often include vendor-speci�c Read Only Memory (ROM),

therefore vendors can integrate necessary changes for di�erent frameworks. Hence,

a production-level system would not need any modi�cations on user devices other

than the provisioning. Following the common practice, work and private applications

are separated and root access is disabled in the device by the BYOD framework,

which can prevent the rooting process through a hardware-backed chain of trust via

Trusted Platform Module and e-fuses [Samsung, 2016]. Furthermore, we assume

that the enterprise network consists of secured network appliances and previously

authenticated devices.

With this business-centric mindset and technology in place, we target a scenario

where company-approved applications contain highly desirable functionalities for pro-

ductivity while also containing features that are detrimental to business interests.

This detrimental functionality originates from either (i) developer-authored appli-

cation functionality that the business does not wish to allow (e.g., �le upload), or

(ii) third party libraries that are linked into the application (e.g., tracking and ad-

vertisement libraries) and violate the business information security policies of the

company.

We further assume the operating system on employees’ devices is trusted. Sim-

ilarly, despite the detrimental functionality, our threat model assumes that applica-

tions are benign in nature but violate the company’s information security policy via
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app functionalities or packaged libraries. Speci�cally, we assume that applications

do not actively try to circumvent our system. As our system predominantly relies

on dynamic analysis, \light" obfuscation, such as the transformations performed by

ProGuard, are transparently tolerated. While more advanced obfuscation techniques

might thwart our system, we argue that such obfuscation should rarely, if ever, occur

in benign applications. Importantly, despite the benign nature of the applications we

consider, our system does not require access to the application’s source code (i.e., the

system is compatible with the regular app store distribution model).
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3.7 System Overview

Our goal is to detect and drop network packets originating from undesired application

functionalities (e.g., �le uploads and analytics collection) to ensure an execution- and

context-aware policy enforcement for BYOD environments. Traditional policy en-

forcement systems focus on network tra�c 
ow without taking application state into

account, which prevents access control with �ne-grained rules. Although network ad-

ministrators can �ne-tune an access control scheme for certain cases (e.g. preventing

packet 
ows to a speci�c IP), the enforcement system should be 
exible enough for

changing company requirements in terms of policy management and access-control.

Additionally, inspecting application state on user devices and enforcing policies at

network perimeter requires separate modules. Therefore, communication between

such modules should not put extra load on the business network. Speci�cally, our

system design goals are as follows:

Recon�gurability: Providing enterprise system administrators with the 
exi-

bility to introduce new applications to the system and inspect speci�c functionalities

of selected apps. This allows IT managers to create �ne-grained policies regarding

application connections.

App integrity: Compatibility with the existing app store models (i.e., does not

require app modi�cations).

Dynamic context-aware access control: Providing an inspection scheme to

monitor smart devices’ network connections and distinguish application-speci�c func-

tionalities to serve as an execution-time context for further inspection.

Fine-grained network policy enforcement: Enforcing �ne-grained policies

and preventing malicious connection attempts on di�erent enforcement levels to sup-

port prohibiting select app functions.

Avoiding extra network load: Using IP headers of device-generated packets for
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communication between on-device context inspectors and o�-device policy enforcers.

In light of these considerations, we design BorderPatrol, which extracts execution-

context about established network connections, conveys data by tagging network

packets and enforces policies at the business network perimeter.

3.7.1 System design

BorderPatrol comprises of four main high-level components for di�erent stages of

execution: (i) O�ine Analyzer provides app speci�c information for system compo-

nents and policy creation tools, (ii) Context Manager extracts, encodes, and sends the

relevant execution-time contextual information from user devices to policy enforcers,

(iii) Policy Enforcer evaluates contextual data against �ne-grained company policies

and drops non-conforming packets originating from undesired functions, (iv) Packet

Sanitizer cleanses the contextual information from policy-conforming packets.

Of all four system components (gold boxes in Figure 3�13), the Context Manager

executes on the BYOD-enabled mobile device (gray box in Figure 3�13) and the

remaining three components run on the enterprise’s network infrastructure. A general

architectural overview of our system with the main components placed at strategic

locations within the enterprise network is shown in Figure 3�13.

1) O�ine Analyzer: BorderPatrol components generate and interpret the

execution-time contextual information in di�erent modules. Therefore, it is manda-

tory for all modules to use the same encoding/decoding method to work in coherence.

The purpose of the O�ine Analyzer is to create a table that Policy Enforcer uses for

decoding method signatures.

Due to size limitations of IP OPTIONS (§ 2.11.2), the Context Manager transmits

contextual information to the Policy Enforcer using an index based encoding scheme,

where every method signature is deterministically mapped to an index number. Of-


ine Analyzer �rst processes any new app that should be managed by Border-
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Figure 3�13: BorderPatrol System Architecture.

Patrol and extracts the method signatures. It then organizes method signatures

topologically for consistency and assigns sequential indexes to each method. Since the

number and class hierarchy of all methods are consistent within the packaged app, the

mapping of method signatures to indexes are deterministic in size and ordering. For

supporting multiple applications and di�erentiating methods of same libraries that

are in use by di�erent applications, the mappings for di�erent apps are distinguished

by the hash of the apk in a database.

2) Context Manager: BorderPatrol adds �ne-grained contextual informa-

tion to every network packet that the device sends through the enterprise network.

We de�ne the context as the Java call stack associated with the socket at the time

a connection is established (i.e., a socket is created via the socket system call).

However, the concept of context can be expanded into any other relevant informa-

tion for the purpose of policy enforcement. As a detrimental activity based on our

threat model requires data connectivity to outside the business network perimeter,
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BorderPatrol monitors the execution context of the most fundamental network

connection object (i.e. socket). Hence, our system requires the following capabilities

from the Context Manager : (i) monitor the creation of sockets, (ii) gather the call

stack when a socket is created, and (iii) add call stack information to packet headers.

When an app establishes a network connection, Context Manager gathers the call

stack and associates stack frames with method signatures. Using method signatures

allow a �ner-grained policy enforcement and enables BorderPatrol to distinguish

overloaded Java methods within the same library. The Context Manager then en-

codes stack signatures into a compact representation and embeds into IP OPTIONS

header �eld along with an app identi�er.

3) Policy Enforcer: BorderPatrol enforces policies on the network and de-

termines whether packets coming from the smart devices in the business network

perimeter should be allowed or dropped. The Policy Enforcer comprises of three

stages: (i) extraction, (ii) decoding and (iii) enforcement. During extraction phase,

Policy Enforcer extracts the app-identifying hash and the sequence of index num-

bers that the Context Manager has embedded in IP OPTIONS. Then, during decoding

stage, it selects the relevant index-to-method signature mapping from the database,

indicated by the hash value of the app. Policy Enforcer maps each index back to the

method signature in the order received, thus creating the stack trace which consists

of method signatures. Finally, during enforcement phase, the Policy Enforcer uses

predetermined policies to decide which network packets violate company policy and

drop them accordingly.

4) Packet Sanitizer: BorderPatrol removes contextual information from IP

packets before network packets leave the company. Such removal process is necessary

as network routers drop IP packets with set options due to network packet �lter-

ing speci�cations such as RFC 7126 [IETF, 2014b]. Network hardware providers
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also recommend dropping these packets to protect appliances from known attack

vectors [JuniperNetworks, 2017]. Therefore, packets which are leaving the company

network perimeter should be cleansed of the options that the Context Manager in-

jects into IP packets. The Packet Sanitizer removes IP OPTIONS from any outgoing IP

packets that are in compliance with the company policy. Note that packets violating

policy do not reach the Packet Sanitizer as the Policy Enforcer drops them. Besides

ensuring proper routing outside the BYOD perimeter, the Packet Sanitizer also pro-

vides an important privacy-preserving role by stripping execution-context identifying

information (e.g., application names, loaded libraries) from the IP OPTIONS.

3.7.2 Policy Speci�cations

Policies specify the enforcement levels, actions and targets for select app functionali-

ties or the app as a whole. We de�ne policy enforcement action (�) as the decision for

a packet, enforcement level (L) as the granularity of inspection into each method sig-

nature, and enforcement target (�) as the unique string which de�nes a search query

for the method signature. With k, c and m denoting library, class, method names in

a method signature; h and s0:::sn denoting the app hash and the method signatures

of a stack trace in the packet header (H); ‘� denoting the level of target match in

a method signature; all possible levels of a target in a stack trace are denoted as ‘s.

Values of ‘s are ordered in accordance to the �ner granularity in enforcement such

that ‘h < ‘k < ‘c < ‘m. Policy enforcement rules state that; for s 2 H, � 2 s, ‘� 2 ‘s,

enforce � = deny if 9s with ‘� � L k enforce � = allow i� 8s with ‘� � L. That is,

if there is at least one stack signature that contains a match with the search query

at the policy level or higher, the packet must be dropped to block an application

functionality (i.e., blacklisting). Alternatively, all the stack signatures should contain

a match with the search query at the policy level or higher for a packet to be al-

lowed in the network (i.e., whitelisting). The simpli�ed policy grammar is presented
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in Snippet 3.3. Examples 1 through 4 provide sample policy rules at library, class,

method and hash enforcement levels, respectively.
<POLICY> ::= {[<ACTION>] [<LEVEL>] [<TARGET>]}
<ACTION> ::= (allow | deny)
<LEVEL> ::= (hash | library | class | method)
<TARGET> ::= (target_hash | target_library | target_class | target_method)

// Example 1: prevent ad library connections
{[deny][library]["com/flurry"]}

// Example 2: prevent functions of an entire class
{[deny][class]["com/google/gms"]}

// Example 3: prevent uploads for Dropbox
{[deny][method]["Lcom/dropbox/android/taskqueue/UploadTask;
->c()Lcom/dropbox/hairball/taskqueue/TaskResult"]}

// Example 4: whitelist company app connections by hash
{[allow][hash]["da6880ab1f9919747d39e2bd895b95a5"]}

Snippet 3.3: Simplified policy grammar.
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3.8 Implementation

This section elaborates on the details of our BorderPatrol prototype.

3.8.1 O�ine Analyzer

We implemented the O�ine Analyzer as a Java program, which accepts a list of apk

�les and produces a database containing mappings for method signatures (§3.3.1) in

json format for its ease of use and portability. During package processing, the O�ine

Analyzer uses the dexlib2 [Gruver, 2017] library to extract method signatures from

dex �les into a sorted list, where the position of the method signature in the list

corresponds to the index. The method signatures of a particular app are grouped

under the md5 hash of the apk.

3.8.2 Context Manager

The Context Manager runs on the provisioned device of the user as a user-space

program. We implemented Context Manager as a module for the Xposed Frame-

work [rovo89, 2017], which provides an API for runtime program behavior modi�ca-

tion by hooking Java methods and constructors, thus enabling BorderPatrol to

monitor the creation of all sockets. When an app is loaded, the Context Manager

parses the dex �le using dexlib2. The Context Manager then generates the mapping

of stack signatures to indexes and obtains source line numbers of method signatures.

After the app establishes a connection, Xposed hooks transfer control to the Context

Manager , which then gathers the stack trace by invoking Java API’s getStackTrace

method. This method returns a list of active stack frames that the application was

executing, each of which corresponds to a method call. The Context Manager then

uses the source line numbers of each stack frame to associate the method signature

of the respective method with an index using the deterministic mapping. We present
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Figure 3�14: Context Manager data encoding work 
ow. The Con-
text Manager obtains the stack trace after a connection is established
via getStackTrace method. Stack frames include source line num-
bers that allow matching method names to method signatures. Using
sequentially ordered list of method signatures from the dex �le, each
method signature is encoded into an index number. Finally, indexes
are injected into IP headers using setsockopt system call through our
shared library.



74

an example of this process along with the case-study values in Figure 3�14. For above

operations, the Context Manager relies on three di�erent submodules:

Hooks: Hooking is a technique to modify application behavior by changing the

execution 
ow in order to alter or augment a function with arbitrary functionality.

We use post-hooks to socket calls for intercepting socket creation, triggering context

extraction and IP OPTIONS injection to IP headers. Using post-hooks ensure that a

socket is present and the connection is established before setting IP OPTIONS. Con-

sequently, the Context Manager monitors all connection attempts that are conveyed

over all network sockets.

Shared library: BorderPatrol enables the IP OPTIONS �eld of sockets to

tag network packets. However, standard Java API does not allow applications to

access this �eld. As a result, the Context Manager requires to execute native code

and call the setsockopt system call to obtain low level access to socket options via

Java Native Interface (JNI). Thus, we compile a shared library which exposes the

setsockopt system call to the managed Dalvik code via JNI. This library consists of

a native function which serves as a wrapper for the setsockopt system call.

Instrumented Linux kernel: The default Linux kernel used in Android requires

programs to have CAP NET ADMIN capabilities to construct packet headers, which is

exclusive to system applications. Additionally, all non-system applications, such as

our Context Manager , run in user-space without such privileges and cannot set socket

options even in the native space. To overcome such restrictions, we instrument the

Linux kernel with a one-line patch such that it allows IP header construction regard-

less of the privilege level of an application.

3.8.3 Policy Enforcer

We implemented Policy Enforcer as a user-space program which uses Python’s netfilterqueue

bindings [PyPI, 2017] to receive incoming network packets and Scapy network packet
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processing package [SecDev, 2017] to detect and extract the sequence of indexes from

IP headers. The Policy Enforcer decodes an index to a method signature by using the

json database that comes from the O�ine Analyzer , where each index corresponds

to the position of a method signature in the list of method signatures. To enforce

a policy, the Policy Enforcer engine checks policy rules to determine the required

course of action according to policy speci�cations (§3.7.2). If Policy Enforcer does

not detect a policy violation, it allows corresponding IP packets to continue their

route �rst to the Packet Sanitizer module and then to their original destination.

3.8.4 Packet Sanitizer

Similar to the Context Manager , the Packet Sanitizer module also employs net�l-

terqueue bindings and the Scapy package to acquire and modify incoming network

packets from the Policy Enforcer . The Packet Sanitizer removes IP OPTIONS from

the packet header when it detects that the respective �eld is enabled.

3.8.5 Policy Extractor

As an extension to the BorderPatrol architecture, we also provide a Python anal-

ysis tool to assist IT administrators in determining policies. This tool runs an ap-

plication twice. In the �rst run, administrators can exercise the app for allowed

functionalities, which BorderPatrol uses to construct a baseline pro�le. On the

second run, human operators are guided to invoke undesirable functionalities in the

app. The tool then automatically identi�es uniquely appearing method signatures

in stack traces and maps them to the set of targeted functions per each run. Sub-

sequently, the Policy Extractor parses each unique method signature and constructs

policies with speci�ed levels of enforcement.
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3.9 Evaluation

3.9.1 Experimental setup

We implemented our prototype of BorderPatrol for Android 7.1.1 Nougat (API

25) and evaluated the system in the Android emulator. A job dispatcher node assigns

apps to evaluate to a worker node via RabbitMQ message broker [RabbitMQ, 2018].

The worker runs an instance of the Android emulator on QEMU [QEMU, 2018] with

a modi�ed Android system image with Xposed framework for the x86 architecture

and the patched Linux kernel v3.10. The QEMU emulator uses TAP virtual network

interface for network connectivity. We also use iptables to route packets originating

from the emulator into netfilter queues. During testing, we use the adb monkey

User Interface exerciser [Android, 2017] to provide random UI inputs to apps. Finally,

the Packet Sanitizer module removes IP OPTIONS from outgoing packets to ensure

that the packets get routed on the Internet correctly.

3.9.2 Analysis

BorderPatrol is most useful in situations where (i) an app contains a mix of de-

sirable as well as non-desirable functionalities, and (ii) these functionalities cannot be

distinguished by existing network-level enforcement mechanisms. Thus, in this section

we present an analysis and estimate the prevalence of apps that ful�ll these criteria.

To this end, we evaluate BorderPatrol with apps from the PlayDrone [Viennot

et al., 2014] dataset.

As BorderPatrol aims at a BYOD deployment, we chose the 1,000 most pop-

ular (i.e., most downloaded) apps in each business and productivity categories

for a total of 2,000 apps. We then exercise each app with adb monkey and issue 5,000

random events while recording all generated network tra�c during this experiment.

As discussed above, a network-based enforcement mechanism can easily distinguish
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Figure 3�15: Number of apps that have di�erent stack traces connect-
ing to the same IP addresses.

tra�c based on DNS names or IP addresses. Therefore, we conservatively assume

that BorderPatrol will be most useful if di�erent functionalities within an app

connect to the same IP address. Hence, we de�ne an IP-of-interest (i.e., IoI ) as an

IP address that is the destination of multiple IP packets which contain more than

one distinct stack trace. As the calling context is established at the time a socket is

created, all packets of a given connection will contain the same stack trace. Thus,

stack traces will only di�er for packets in connections established at di�erent contexts

within the app.

Figure 3�15 shows the number of apps that connect to one or more IoI s. Note

that these numbers are extracted from the dynamic analysis described above. As

it is unlikely that our monkey-based analysis achieves complete code-coverage, the

data presented in Figure 3�15 is a lower bound on the apps and their IoI s, and

BorderPatrol might be applicable broader than the �gure suggests.



78

Based on these results, we observe that a total of 218 apps in our experiment had

at least one IoI. In 75% of the applications with an IoI, the methods in the stack

traces originate from the same Java package. This corresponds to the case studies

presented in §3.9.3, where the desirable and undesirable functionality is contained

in a third party library (i.e., the same Java package in the Facebook SDK) or both

belong to the core-functionality of the app (i.e., the app’s main Java package for

Box and Dropbox). Interestingly, 25% of the IoI s receive tra�c that contains stack

traces with methods from di�erent Java packages. This will happen if di�erent com-

ponents within an app reuse a shared common popular library. For example, the

Apache HTTP client library [Apache, 2018] frequently occurs here. An advanced

network-based enforcement mechanism might try to �ngerprint network tra�c based

on such predictable behavior by the network library in use. However, the reuse of a

network library by di�erent app components (as discussed here), would thwart any

such �ngerprinting attempts. This evaluation on the prevalence and structure of IoI s

illustrates that BYOD policy enforcement mechanisms would greatly bene�t from the

�ne-grained contextual information that BorderPatrol provides.

Validation

In this section we evaluate whether BorderPatrol is precise enough to only dis-

able unwanted functionality but leave the remainder of the app intact. Unfortunately,

whether a given functionality is bene�cial or detrimental to a company is not a global

property. That is, some functionality (e.g., \Login with Facebook") might be bene�-

cial for one company but deemed detrimental by another. Hence, for this evaluation,

we rely on data collected by Li et al. [Li et al., 2016] to determine an unwanted

functionality. In their work, Li et al. identi�ed a set of 1,050 third party libraries

that ex�ltrate sensitive information including a variety of popular analytics and ad-

vertisement libraries. Based on these �ndings, we created a simple policy that drops
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all network packets that contain stack traces that are associated with any of these

libraries. (e.g., com.flurry library, Example 1 in Snippet 3.3) Subsequently, to assess

the impact of this policy on app usability, we chose a set of 60 apps and manually

evaluated them by sorting the libraries that manifest themselves in IoI ’s according to

their popularity in our app sample of 2,000 apps. We then traverse this list and for

each library, chose one app that includes the corresponding library. Finally, we arrive

at a dataset of 60 apps that in union include the 60 most popular libraries. To assess

the impact created by our policy on these apps, we manually run each app twice |

once as a baseline with BorderPatrol disabled, and once with BorderPatrol

enforcing the above-stated policy. The task of the human evaluator at this point is

to distinguish any changes in behavior between the two runs.

As Li’s list contains a set of advertisement libraries, one of the obvious di�er-

ences observed repeatedly was the lack of ads displayed when BorderPatrol was

in e�ect. Li’s list also contains a wealth of analytics and tracking libraries. We

veri�ed that BorderPatrol correctly dropped all network tra�c generated by the


agged libraries by inspecting the network tra�c before and after the Policy Enforcer .

Blocking analytics and tracking libraries did not result in any observable di�erences in

any of the apps. In summary, BorderPatrol correctly enforced the stated policy,

prevented the transmission of sensitive information, and did so without negatively

a�ecting app functionality.

3.9.3 Case studies

Existing network-based BYOD enforcement mechanisms operate on coarse-grained

context information pertaining to the network tra�c. The lack of �ne-grained context

implies that these systems cannot provide a variety of advantageous business cases.

More precisely, if a given app contains a mix of useful and detrimental functionalities

for the company, additional context can be used by a BYOD deployment to allow the
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former but prevent the latter.

Our case studies focus on two such scenarios. First, cloud storage apps provide a

convenient way to share company data among employees, but at the same time allow

employees to upload documents that might violate company policy or the law (e.g., the

GDPR or HIPPA). To demonstrate the utility of a BYOD policy that distinguishes

upload and any other operations, we present this use-case with the Dropbox and

Box cloud storage apps. The second use-case involves apps that rely on an identity

provider (e.g., Facebook) for authentication purposes, but at the same time trans-

mit analytics information. The prototypical example in this category is Facebook’s

SDK which provides access to the Facebook Graph API [Facebook, 2018]. This API

implements functionality for identity provider capabilities (e.g., \Login with Face-

book") as well as functionality that app developers can use to collect usage statistics

and implement user tracking. We demonstrate this use-case on the SolCalendar [Sol-

Calendar, 2016] app. To illustrate the utility of �ne-grained contextual information

for a BYOD deployment, we compare, for both use-cases, a conventional network

enforcement approach with the capabilities provided by BorderPatrol.

Cloud storage

Dropbox [Dropbox, 2018] and Box [Box, 2018] are popular cloud-based �le synchro-

nization apps available on the Google PlayStore from business and productivity

categories, featuring more than 500M and 10M downloads, respectively.

On-network enforcement: In this scenario the policy enforcement mechanism

is implemented exclusively on the network, and can allow or reject tra�c based on IP

addresses, DNS names, packet 
ow direction and size, or any other information avail-

able on the network layer for more details about on-network enforcement). For our

purposes, we record the network tra�c generated when using the Dropbox and Box

apps to download and upload content, at �rst without enforcement. Dropbox uses
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the same DNS names and IP addresses to upload and download content. As such, a

network-based enforcement mechanism can only block both or neither of these func-

tionalities, but cannot establish the use-case where BYOD provisioned devices can

download documents but not upload (or leak) other data. On �rst glance, the situ-

ation with Box seems easier to handle for a network-based mechanism. Speci�cally,

Box uses di�erent IP addresses for the download and upload functionality. However,

merely blocking the IP address that is used to upload data also prevents the listing

and browsing of documents, and hence e�ectively thwarts the download capability

too, as users cannot discover the �les they might want to download. Additionally,

preventing outgoing packet 
ows that exceed a certain size fails to prevent uploads

where �le size is below the threshold.

BorderPatrol: In our approach, we �rst use BorderPatrol to pro�le apps and

generate the json database. We then use the policy maker to determine which meth-

ods uniquely appear in the IP OPTIONS when we upload and download documents in

the Dropbox and Box apps. Based on this pro�ling information, the system creates

a policy that drops packets which include method signatures that are only present in

the connections used to upload content. Speci�cally, the policy con�guration causes

BorderPatrol to drop packets originating from Dropbox if the stack trace includes

a speci�c method from the UploadTask class. (Example 3 in Snippet 3.3). Similarly,

BorderPatrol drops packets that originate from Box if the stack trace includes a

speci�c method in the BoxRequestUpload class.With this policy in place, we exercised

both apps manually by traversing through all available menu items, listing, searching,

previewing and downloading a previously uploaded image which is not present on the

device. We then downloaded another image from Google Images which is not present

in either of the cloud storages and attempted to upload this image to both accounts.

We observed that beyond the blocked upload functionality, all other app capabilities
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remain intact.

Facebook SDK analytics and login

For analytics activity, we examine a calendar app called SolCalendar which uses the

Facebook Graph API to provide authentication and report back analytics information.

The transmission of analytics information can be detrimental to a company’s business

interests. Hence to assess the capability of a BYOD enforcement mechanism to allow

authentication and prevent analytics, we again compare the two di�erent strategies.

On-network enforcement: In this scenario, we �rst set a policy to drop all

packets whose destination IP corresponds to a Facebook Graph API DNS name. We

then run the calendar app and immediately observe (unsurprisingly) that the \Login

with Facebook" functionality is broken. While the above restriction obviously pre-

vents analytics data from being transmitted to Facebook, it also thwarts the useful

authentication functionality. This example illustrates that �ne-grained contextual

information is necessary to enable BYOD policies that maintain bene�cial app func-

tions.

BorderPatrol: The contextual information provided by BorderPatrol is suf-

�cient to distinguish between the authentication and analytics work
ows. We use

BorderPatrol and leverage a simple policy to block undesirable analytics activi-

ties by dropping the packets which include any of the identi�ed method signatures.

During the manual evaluation at the time of policy enforcement, we observe that

BorderPatrol preserves the \Login with Facebook" functionality. Furthermore,

the policy enforcement does not lead to any observable changes in the app. We also

veri�ed, by inspecting the network tra�c, that our enforcement mechanism correctly

drops the network packets used for analytics.
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Takeaway

The above case studies illustrate how BYOD enforcement mechanisms that rely exclu-

sively on a network-viewpoint lack the �ne-grained contextual information to enforce

policies that are bene�cial to the company. However, this shortcoming can be rec-

ti�ed with a system like BorderPatrol that augments network information with

�ne-grained contextual information within the BYOD perimeter.

3.9.4 Performance Evaluation

We evaluated our prototype implementation of BorderPatrol on a quad core

3.20GHz Intel ® Core � i5-4570 CPU and 24GB of RAM. We performed the Android

experiments on emulators with modi�cations as described in §3.8. We implemented a

network stress test app that repeatedly (for 10,000 iterations) creates a socket, sends

a single HTTP GET request for a static 297-byte HTML page to a server, and closes the

socket again as fast as the device allows, therefore representing the worst-case scenario

for a device’s network stack. To avoid network-induced latency 
uctuations, we hosted

a Python SimpleHTTPServer [SimpleHTTPServer, 2018] on the same host that runs

the Android emulator. The goal of this performance evaluation is to measure the

overhead of every component and modi�cation we used to realize BorderPatrol

by adding one component after another to the default emulator (i.e., baseline) until

we obtain the full BorderPatrol system. These con�gurations are as follows:

1. default-SLIRP (baseline): This con�guration corresponds to an Android emu-

lator as de�ned by the Android SDK, which uses an unmodi�ed system image,

default Android Linux kernel and QEMU’s user-mode (SLIRP) networking stack

for connection.

2. default-tap: This con�guration modi�es the networking setup of the baseline

and uses virtual TAP interface, allowing us to measure the performance di�er-
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ence between SLIRP and TAP networking modes.

3. default-tap-nfqueue: This con�guration introduces iptables rules to redirect

network tra�c into an NFQUEUE, which is then consumed by a simple Python

program that reads all packets and injects them back unmodi�ed. Such setup

corresponds to a situation where BorderPatrol enforces an empty (or allow-

all) policy and shows the minimum performance impact that the Python-based

Policy Enforcer introduces.

4. static-inject-tap-nfqueue: Here, we introduce the instrumented Linux kernel

(to enable arbitrary IP OPTIONS) and the system image (to include Xposed).

However, instead of using the Xposed module from BorderPatrol, we use a

simple module that sets a static string of characters as IP OPTIONS for each cre-

ated socket. This setup illustrates the performance impact induced by Xposed

when hooking the socket functionality as described in §3.8.

5. static-getStack-tap-nfqueue: In this con�guration we use the same setup as 4.

However, hooked functions also make a getStackTrace call to obtain a stack

trace, which allows us to determine the performance impact of gathering stack

trace elements via provided Java API.

6. dynamic-tap-nfqueue: This con�guration corresponds to the full prototype of

our BorderPatrol implementation. In addition to the previous setup, this

con�guration adds the Xposed module which extracts call stacks when sockets

get created and encodes the corresponding information dynamically into the

sockets’ IP OPTIONS.

To measure the overheads introduced by each component we run our stress-test

app for 25 times on each con�guration, and show the average time per HTTP request

in Figure 3�16. The only overheads worth mentioning are those introduced by the
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Figure 3�16: Average latency of an HTTP GET request to a local server
across di�erent Android image modi�cations, network interface and
routing con�gurations.

Python-based Policy Enforcer (i.e., 2{3, +1ms) and the getStackTrace API call

that obtains stack traces (i.e., 4{5, +1.6ms). While the relative overhead (i.e., 2x)

seems signi�cant, we note that the absolute overhead of less than 2.5ms is negligible

compared to often hundreds of ms network latencies induced by networking equipment

over inter-continental distances. Furthermore, BorderPatrol only performs the

most performance sensitive operation of obtaining and encoding stack traces once

per socket, and this 2.5ms overhead will thus amortize over the lifetime of the socket

(e.g., a socket that is con�gured as keep-alive serves multiple HTTP requests and

responses during its lifetime).
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3.10 Discussion and Limitations

BorderPatrol implements secure policy enforcement through di�erent policy ac-

tions (i.e., blacklisting and whitelisting) and its operating principles: (i) By enforcing

policies on the network and minimizing the trusted computing base on user devices,

administrators can use BorderPatrol to ensure that users cannot side-step the pol-

icy enforcement mechanism, or tamper with company-determined policies. (ii) During

its operation, BorderPatrol can determine which libraries are in-use for network

connectivity of an app by mapping stack frames to method signatures. This fea-

ture allows administrators to use a blacklist of libraries and restrict apps from using

these libraries to establish network connections (e.g., disallowing tracker and analyt-

ics libraries to prevent privacy leaks or prohibit connections via previously known

vulnerable libraries [NIST, 2016]). (iii) BorderPatrol allows administrators to

vet and whitelist only the desired functionalities of an app and disallow any other

unknown app operations. A whitelisting approach inhibits users from engaging with

the app in an unintended way (e.g., �le uploads via the chat window of a word pro-

cessor instead of using the upload button) within the constraints de�ned by policies.

Furthermore, whitelisting prevents socket connections which originate from malicious

methods in accidentally installed repackaged apps, as the administrators do not vet

such functions.

Related works have delegated the functions of Policy Enforcer and Packet Sani-

tizer modules to the device [Conti et al., 2010, Pearce et al., 2012]. However, there

are numerous reasons why we argue that placing these modules on the network and

only making minimal changes to the device is bene�cial in a BYOD scenario:

Security: A robust system-wide security mechanism should have a dependable

method of conforming with the principles of complete mediation [US-CERT, 2005].

BorderPatrol achieves this through enforcing policies on all packets in the busi-
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ness network perimeter. Enterprise network rules can be con�gured such that access

to the company resources is limited to local network or VPN connections. Since

BYOD frameworks can force the packets of work pro�le applications to go over VPN

connections [Samsung, 2018c], all packets that leave the work pro�le are subject to

BorderPatrol’s policy enforcement.

Ease of use: Traditional security solutions are di�cult and in
exible to program,

deploy and manage for BYOD scenarios [Hong et al., 2016]. SDN infrastructure re-

quires network equipment to be SDN-enabled, which is still insu�cient to enable

�ne-grained app control. In comparison, BorderPatrol can extract detailed con-

textual data on user devices and enforce policies at the business network perimeter

using commodity hardware. By enforcing policies at a centrally managed location in

the network, administrators can con�gure and update all their policies in one spot.

Furthermore, since the contextual data extraction happens at the application level,

BorderPatrol’s operations are not hindered by changes in Android versions or the

underlying hardware structure, therefore making BorderPatrol compatible with

various devices and OS versions. However, as di�erent versions of apps use di�erent

sets of methods, BorderPatrol requires administrators to use the policy extractor

tool on updated versions of apps which are in use by the enterprise.

Compatibility: In a provisioned device, work related apps run inside a work

pro�le. The separation of pro�les ensures that BorderPatrol tags all packets

which originate from work related apps and does not interact with apps that fall

outside the context of business use. If, however, the user uses their work pro�le

outside the enterprise network premises, tagged packets will be subject to policy

enforcement through VPN, while nonwork related apps’ background network activity

is routed through mobile networks. Similarly, if the user does not use the work

pro�le while in the enterprise network, the Policy Enforcer will drop packets that do
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not contain IP OPTIONS, thus ensuring that all packets that are leaving the business

network perimeter are originating from sockets which BorderPatrol controls.

Additionally, BorderPatrol’s enforcement starts from the very �rst outgoing

packet. For instance, in traditional network �ltering appliances, it is possible to

di�erentiate uploads from downloads based on measuring outgoing continuous data

transfers in a single 
ow by setting a data transfer size limit as a triggering mechanism.

However, using multiple sockets and fragmenting outgoing data would overcome such

precautions. Our empirical analysis shows that a legitimate request in a single 
ow

can range from 36 bytes to 480MB, which complicates policy settings for the purpose

of setting a threshold. Unlike the traditional approach, BorderPatrol detects

upload attempts irrespective of the data transfer size.

Limitations As our goal in this framework is to demonstrate a proof of concept

for augmenting network packets with contextual data and �ne-grained policy enforce-

ment, our prototype is subject to several implementation-speci�c drawbacks. As these

drawbacks did not manifest any issues in BorderPatrol prototype during our eval-

uations, we do not believe that these drawbacks detract from the contribution put

forth by BorderPatrol. Furthermore limitations of our prototype can be averted

by di�erent engineering choices.

Hash collision: Our system identi�es the origin of each packet by a truncated

(8-byte) hash value of the respective app’s apk �le. As the number of bits in a hash

value decreases, the probability of hash collision increases. With existing 3.3M apps

in Google Play Store [Statista, 2018], the probability of collision is lower than 10� 6,

which is reasonable for practical solutions.

Tag-replay: The patch we introduced to Linux kernel as part of the Border-

Patrol prototype permits user-space programs to set IP OPTIONS of security type.

This allows an app to �rst use a benign functionality to send packets outside the



89

corporate network perimeter, and then copy the same IP OPTIONS to the socket that

a malicious function has initiated. Such behaviors can be thwarted by modifying the

Linux kernel so that setsockopt system call can only set IP OPTIONS on a socket

once. This ensures that other apps cannot alter IP OPTIONS after Context Manager .

Multi-dex �le applications: For apps which include more than 65,536 methods,

the apk �le packs more than one dex �le due to Dalvik speci�cations and 2 bytes per

stack frame cannot support apps that have multiple dex �les. A way of overcoming

this limitation is to use a variable length encoding with a single bit to indicate 2 or

3 byte lengths. The length of a stack frame can be scaled up to 3 bytes if the apk

packs multiple dex �les to provide coverage for large apps.

Socket reuse: BorderPatrol encodes the same stack trace which belongs to

a socket on all the packets that the app sends over the same socket. Hence, if an app

reuses a socket for a di�erent purpose before terminating the connection, Border-

Patrol might not be able to attribute individual packets in the same connection to

the new context. Note that an app cannot change the endpoint of a socket if it reuses

the socket, either. To change the endpoint, the app would have to call connect again,

which in turn would be correctly handled by BorderPatrol.

Overloaded methods: As the Java API only provides method names in stack

traces, BorderPatrol relies on line numbers to disambiguate overloaded variants

of methods with the same name within one class. However, developers can choose

to strip line numbers and other debug information from their apps. While stripped

debug information would force BorderPatrol to over-approximate context (i.e.,

merge all overloaded variants of methods with the same name in the same class

into one identi�er), the precision of the context would only reduce to a method name.

Furthermore, we observed that in our dataset there were no apps that have overloaded

methods and debug information stripped at the same time. Hence, we postulate that
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for benign apps (as per our threat model) this should not be a signi�cant problem.

Android image: In the Android security framework, apps fork from a parent

process called Zygote and run in separate sandboxes as non-privileged users. This

clear separation prevents other user-space programs (like Context Manager) from

monitoring app context from outside the sandbox. In recent literature, we observed

several methods to overcome this prevention mechanism for system prototyping, such

as: i) rooting the device for hooking into Android and Java API (Xposed) [Continella

et al., 2017, Ren et al., 2018], ii) modifying the default Zygote behavior [Russello

et al., 2013, Wang et al., 2015], iii) relying on customized system image distribu-

tions from hardware vendors [Hong et al., 2016] and iv) using altered versions of an

app [Bianchi et al., 2015, Zhang and Yin, 2014]. We chose to use Xposed for our

implementation purposes to demonstrate the applicability of our idea. In a produc-

tion level implementation of BorderPatrol, hardware vendors can provide custom

images for BYOD services for supported devices [Samsung, 2018b,SEAP, 2015], thus

incorporating required access controls in the image.

Native functions: Due to its functioning mechanism, Xposed does not support

hooking native functions or direct system calls. Hence, our prototype of Border-

Patrol does not handle apps that call the socket APIs in libc or issue system

calls directly from a native component. However, this drawback could be recti�ed by

using a hooking system that supports native code (e.g., Frida [Frida, 2018]), or by

implementing the Xposed module’s functionality in native code.
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Chapter 4

Platform-Optimized Web Browser Policies

Websites employ third-party tracking and modern web technologies to track users’

browsing behavior and serve targeted advertisements. To preserve user privacy, and to

reduce intrusive and unwanted content, users leverage adblocker extensions on their

browsers. These extensions are typically accompanied by crowdsourced �lterlists,

which specify how blocking rules should be enforced. Due to the ever-changing nature

of websites, volunteers continuously maintain �lterlists to prevent list deprecation

through rule redundancy and overcrowding. While extension developers emphasize

the performance impact of long lists, prior studies have also demonstrated the bene�ts

of modi�ed and shorter �lterlists, hence highlighting the importance of optimized

�lterlists.

In this section, we argue that an optimized �lterlist bene�ts users on both mo-

bile and desktop platforms, and that separate �lterlists are required due to the de-

vice �ngerprinting-based di�erences in desktop and mobile versions of websites. We

present Janus, an optimized �lterlist building and evaluation framework for desktop

and mobile platforms alike. Janus crawls websites and leverages URL redirect-related

information along with our novel methods to reduce and optimize publicly available

�lterlists. Our results indicate that our mobile and desktop speci�c �lterlists are 44.7

and 40 times faster while covering 2.56 and 2.36 times more URLs to be blocked than

Easylist on their respective platforms, whereas their cross-platform performance (i.e.,

mobile-optimized list on desktop platform and vice versa) still outperforms Easylist.
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4.1 Motivating Example

Despite the caution against �lterlist size, the blocking performance of a loaded �lterlist

is proportional to the size of the entry list, as the probability of rule enforcement

increases with more entries, as well as if the rules are up-to-date. Furthermore,

website behavior changes with User-Agent and device �ngerprinting, hence requiring

�lterlist maintainers to curate rule entries with mobile browsing in mind.

The resource usage and performance of applications on mobile platforms has also

become an important topic due to limited resources such as battery power and mem-

ory. One of the components of energy consumption is the applications which store

and process data. Web browsing with adblocker extensions, which process �lterlist

data, process list entries and enforce rules, hence increasing memory and CPU uti-

lization In prior studies, Cao et al., [Cao et al., 2017] instrumented real hardware and

found that loading web pages with ad blocker increased energy by 50%, and CPU

resource energy increased by an average of 200%. Similarly, [Rasmussen et al., 2014]

measured the energy consumption of adblocking methods, and also found that using

a host�le of 15,000 entries, which is one third of Easylist, consumed 6.5% more power

in comparison to no adblocking case.

To measure how the size of �lterlists impact the device performance, we con-

ducted an empirical analysis, where we used the Chrome browser and measured

memory and CPU utilization of the adblocker with di�erent sizes of �lterlists, as

well as the wall clock time for a �lterlist to be fetched, loaded and parsed (i.e., �l-

terlist instantiation time). More speci�cally, we measure the instantiation time with

a modi�ed the uBlock Origin (uBO) [gorhill, 2022a] browser extension. We select

uBO as it is the most downloaded open-source adblocker extension on Chrome Web

Store and Mozilla Browser Add-ons. We used custom hook on buttonUpdateHandler

and renderFilterLists functions to measure the time it takes between the button



93

click for updating lists and rendering of the lists, which can also be observed by the

changing color scheme of the button. During our experiment, we �rst purge all lists

from the cache and memory, and then conduct our measurements for 10 consecutive

times to achieve a more accurate average.

During our evaluation, we do not distinguish network communication and compute

time since uBO extension does not enforce rules until �lterlist downloads and rule

processing is complete for all lists that end-users select. It should be noted that

starting with the latest version of uBO (v.1.41), the extension suspends network

activity until all �lter lists are loaded [gorhill, 2022d]. Our empirical analysis showed

that, prior versions did not enforce any rules for blocking ads or trackers which would

normally be prevented from loading, hence causing ads to be shown on the loaded page

while uBO fetches and parses the �lterlists. Although this particular scenario applies

to the page loads during the renewal of lists, uBO triggers an update and reparse

to the rule lists when any enable blocklist expires and triggers a renewal [gorhill,

2022c]. On average, each �lterlist in the set of all loaded �lterlists independently

expire every 4 days [gorhill, 2022b], however even a single update to any list triggers

a full re-processing of the rules.

We select Easylist as the baseline of all our evaluations, since the most downloaded

adblocker extensions on Mozilla Addons and Chrome Web Store all enable Easylist

by default. On the mobile platform, we �nd that a full Easylist with 55K entries

takes 1,825.9 ms to load, whereas using all the available lists with a combined 521K

entries, which are included in the uBlock Origin con�guration �les, takes 75,389.3

ms on average to download, parse and be ready to apply rules to network requests

and/or modify page elements. Even on a desktop platform where resources are less

constrained than mobile devices, the Easylist takes 1,976.1ms on average, whereas

all lists combined takes 68,767.5ms. Therefore, on a resource constrained device,
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Memory CPU Entries Network Rules Size
Easylist 54,392KB 18% 56,495 29,307 1.3MB
All Lists 189,788KB 125.9% 518166 249,478 19.7MB

Table 4.1: Highest memory consumption and highest CPU usage on
desktop platform for Easylist and all lists available to uBO combined
(AllLists), along with number of rule entries, network rules and total
size of lists. Note that higher-than-normal resource consumption per-
sists until garbage collection is activated.

less than 10 times of size di�erence can equate to more than 40 times of network

communication and compute time combined.

We then focused on the memory and CPU utilization di�erence with respect

to �lterlist size. Extension developers, such as Adblock Plus, warn against using

too many �lterlists or using �lterlists with overlapping entries, as this too causes

performance overhead [AdBlockPlus, 2022a]. Similarly, uBO acknowledges that the

short term memory consumption of the extension will increase until the operating

system activates the garbage collection mechanism [gorhill, 2022c]. Our experiments

show that Easylist consumes 57 MB of memory, and down to 54 MB after garbage

collection. During parsing of the blocklist, CPU utilization increases up to 18%. On

the other hand, all available �lterlists in uBO repository combined (AllLists) consume

189 MB of memory, which decreases to 83MB after garbage collection. We present

a summary of preliminary list comparison in Table 4.1. During the processing time,

CPU utilization peaks at 126% (i.e., requires more than one core). We observed that

the garbage collection can take as much as 90 seconds before the CPU utilization and

memory consumption reaches a steady state.

4.1.1 Filterlist composition

As per the de�nition of adblocker extensions such as AdBlock Plus, the extensions

follow certain rules when de�ning a �lterlist [AdBlockPlus, 2022b]. A �lterlist consists
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of three subsets of rules, namely: i) Network (blocking) �lter, which applies to network

requests, such as domains, ii) Element (Content) �lter, which is a cosmetic �ltering

on the loaded pages, such as CSS classes, and iii) Exception �lter, which manages all

exceptions to network and element �lters.

We are concerned with a �lterlist functionality where the rule enforcement pre-

cedes the outgoing URL request, such that the browser never fetches the potentially

unwanted content. Due to their design, adblockers can enforce network �lters rules

before the browser sends a request. However, element �lters apply to cosmetic lay-

out of the webpage, which requires the web browser to fetch the content prior to

enforcement. Therefore, we focus our e�orts in constructing a �lterlist which aides

in blocking outgoing requests, rather than those which hide web elements after the

browser fetches the element.

4.2 System Overview

With this system, we aim to construct platform-speci�c optimized �lterlists for ad

blocker extensions. As such, our main design goals are: i) data collection on both

desktop and mobile platforms, pertaining to all requests that occur in URL redirects,

ii) creating optimized �lterlists through the analysis of URL requests with respect to

existing �lterlist rule enforcement, and iii) evaluation of platform-speci�c �lterlists

in terms of blocking and resource performance on their respective and cross-platform

environments. To achieve these goals, we implemented Janus, a system that crawls

websites and uses URL request trees from redirects, which applies our novel method-

ology to construct platform-speci�c �lterlists.

We present a general overview of the Janus’s data collection and processing ar-

chitecture in Figure 3�13, which comprises four main high-level components: i) Con-

troller , ii) PerfLog Monitor , iii) Tree Constructor , and iv) O�ine Analyzer .
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Figure 4�1: Janus System Overview.

Within the system, the Controller is the primary online module, responsible for

managing the online experiment components (i.e., browsers) as well as orchestrating

the worker/job dispatcher infrastructure where workers are website crawlers. The

PerfLog Monitor is the secondary online module in Janus, which interacts with the

browser on runtime platforms, detects URL redirects, accesses event logs (i.e., Per-

fLogs), and stores them o�-device for further processing. The Tree Constructor mod-

ule is the �rst o�ine module in Janus and is responsible for building Request Trees .

This module parses PerfLogs, builds a relational graph of requests that the browser

sends during experiment using redirect method indicators. Finally, the O�ine An-

alyzer module applies our novel methods to determine optimal �lterlists, which we

then feed back into the system for comparative analysis and performance evaluation.
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Controller

The experimental environment of Janus relies on a job dispatch server and worker

nodes, each of which uses emulated instances of Android as well as helper scripts for

mobile platform experiments. Similarly, the desktop platform experiments use the

same worker/dispatcher system. The Controller is responsible for input distribution,

worker node launch, control, and data handling transfer between di�erent modules of

Janus.

PerfLog Monitor

A web browser resolves a URL, fetches resources and parses the server-provided data

through a series of events, such as network requests, script execution and page ele-

ment parsing. It is therefore fundamental for a system which tracks URL redirect to

primarily monitor and extract the information on requests which stem from browser

process. Furthermore, due to the multi-platform analysis, any such information gath-

ering must be on portable across systems. As such, Janus resolves URLs on a mobile

and desktop compatible browser, and accesses all the events, including network events,

of the browser through performance logs. PerfLog Monitor is the only module that

resides on the worker device, and controls the browser, accesses performance logs and

sends information to an o�-device analysis module.

Tree Constructor

At the core of Janus, we use PerfLogs to obtain information on network events.

Each PerfLog entry corresponds to a single request and speci�es the following: i) the

URL that the browser sent requests to, and ii) the URL which caused the request,

and iii) redirect methodology. Unfortunately, for a URL redirect, the subsequent
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PerfLog entry does not include the preceding URL1. Therefore, Tree Constructor

processes all PerfLog entries to extract relevant parent information on all child nodes

and constructs a Request Tree. More speci�cally, Tree Constructor uses the redirect

method values (see §2.12.3) in the initiator �eld of PerfLog entries, which provides

accurate information on previous URL requests (i.e., parent node) of every URL

request (i.e., child node).

O�ine Analyzer

Janus’s Tree Constructor provides Request Trees of URL redirects in crawled web-

sites to the O�ine Analyzer , which ranks every URL with �lter-relevant ranking

methodology (see §4.3.4) for both mobile and desktop platforms. Then, O�ine An-

alyzer uses all available �lterlists to enforce blocking rules on the highest ranking

URLs, and applies rule enforcement on these URLs. Finally, O�ine Analyzer selects

the corresponding set of rules which were required for enforcement, and creates the

optimized �lterlist.

1Except when referrer �eld is present. However, we found referrer-dependent analysis to be
inaccurate for constructing URL request trees.
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4.3 System Implementation

This section elaborates on the details of our Janus implementation and tools we used

to realize a working system.

4.3.1 Controller

We implemented the Controller as a combination of Python and Shell scripts. To

receive jobs from worker node, Controller uses RabbitMQ [RabbitMQ, 2018] bindings

of Python, whereas emulator launch and control relies on Android Debug Bridge

(adb) [Google, 2020c] commands.

4.3.2 PerfLog Monitor

We implemented the PerfLog Monitor as a combination of the Chrome browser [Google,

2021b] on a stock Android emulator, an Ubuntu 20.04 LTS host, Chrome’s built-in

debugging tools, and Python packages which provide access to the browser instrumen-

tation API. The implementation of Chrome debugging tools (i.e., DevTools) include

an API through DevTools protocol to instrument, inspect, debug and pro�le the

browser performance. This API provides provisions to monitor browser performance

events such as network events, page render and timing information. Hence, we use

this API to control the debugging tools and instrument the Chrome browser. The

PerfLog Monitor uses the same structure as the DevTools to record browser events

as serialized JSON objects. To control the browser launch, navigation, and cleanup

process during the experiments, we rely on Selenium [Selenium, 2021]. The PerfLog

Monitor controls Selenium through a Python wrapper package [Python, 2021] and

the Chrome browser webdriver binary [Chrome, 2021].

The PerfLog Monitor collects information on the network requests and responses,

as well as their parameters from the PerfLogs. To detect any URL redirect, the
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PerfLog Monitor ’s primary evaluation function uses Selenium bindings to check if the

browser URL bar is di�erent than the URL under evaluation. This initial comparison

serves to eliminate the non-redirecting cases, where the users land on an intended

website2. For our purposes, we disregard the �rst redirect in a path if the redirect

is a Transport Layer Security redirect (e.g., http to https), a redirect to the mobile

version of the same website (i.e., domain pre�xes with m.), or redirects with www.

pre�x.

4.3.3 Tree Constructor

The Tree Constructor uses the serialized PerfLog input from the PerfLog Monitor

to reconstruct the browser’s network related events into a URL Request Tree, and

determine if there is a Redirect Chain. Although it is possible to integrate the Tree

Constructor on a mobile device alongside the PerfLog Monitor , the working mecha-

nism of O�ine Analyzer requires all the network requests and their parameters to be

available (i.e., all redirects to complete) at the time of evaluation. Hence, we chose

to o�oad the compute intensive Request Tree construction to an external module

other than the PerfLog Monitor . Upon reception of a URL redirect related Per
og,

the Tree Constructor analyses each outgoing request entry and identi�es the parent

nodes of every request to build a Request Tree.

To construct a Request Tree, the Tree Constructor relies on standardized struc-

ture of the serialized JSON from the DevTool protocol. We construct a Request Tree

through identi�cation of the relationship between URL requests and the resulting

network request that the browser sends. More speci�cally, we go through all network

related PerfLog entries and examine the parameters of the entries which specify out-

going network requests (i.e., Network.requestWillBeSent browser events). Then,
2We present a discussion on the case where a circular URL Redirect Chain with the same Landing

URL and Source URL in §4.5.
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we parse every selected log entry and add nodes to a directional graph using networkx

library, where every node includes a URL that the browser sends requests to.

During tree construction, �rst, we create a root node to represent the URL which

Janus �rst sends a request to, which corresponds to the Source URL. Then, we de�ne

a parent and a child node, where the parent node includes the URL which prompted

the browser to send requests to the URL in the child node. The JSON structure

holds the URL that the browser sends requests to under a deterministic initiator

�eld (see § 2.12.4). Here, if the child URL matches the Landing URL, then we also

designate the node the Landing URL. We determine the parent URL (the URL which

caused the request to be sent in the �rst place) based on the process which initiated

the request (i.e., initiator). We associate the parent URL based on the parameters

we explained in § 2.12.4.

4.3.4 O�ine Analyzer

We implemented O�ine Analyzer as a series of Python scripts which process all

Request Trees and �lterlists. Our �lter selection methodology relies on statistical

signi�cance of nodes across di�erent Request Trees (i.e., node prevalence) and their

child-node relation (i.e., set similarities across Request Trees), therefore we also rely

on built-in multiprocessing and math libraries. To determine which URLs in Request

Trees would be subjected to a rule enforcement, we use adblockparser [scrapinghub,

2016]. Although this library can determine if a rule should apply to a given URL,

it cannot determine why (i.e., which rule applies). Therefore, we also modi�ed the

adblockparser library to specify which rule entry in the �lterlist would cause the ad

blocker to trigger a blocking response.
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Filter-Relevant URL Selection Methodology

The goal of our o�ine analysis methodology is to create an optimized �lterlist to

improve URL blocking performance of Easylist, which is the primary �lterlist which

was originally designed to operate with Adblock extension [Easylist, 2022], while also

reducing resource usage. Here, we de�ne the optimal network blocking performance

as the enforcement a user can achieve when all the �lterlists, which are available under

uBlock Origin’s assets, are loaded into the extension, hence creating a ground truth

for rule enforcement. This aggregated set or rules, which we call AllLists, corresponds

to the scenario where the user selects all the possible rule entries without the need to

�nd and specify �lterlist repositories themselves. However, as our preliminary analysis

showed, the parsing time of AllLists is much higher than of Easylist, and causes a

signi�cant performance impact. Therefore, we argue that an optimized �lterlist would

cover the rule entries from AllLists, but only those which: i) still require enforcement

in any of the �lterlists, and ii) can be enforced in all subsequent requests of a URL

irrespective of redirects.

To capture the �lterlist rules relevant to URL redirects, we �rst examine the

URL requests on each Request Tree we encounter during our experiment. The naive

approach of using all rules that apply to all URLs in Request Trees risks overcrowding

the optimized �lterlist, as the length of redirects can be arbitrarily long. Therefore,

we choose a ranking approach which indicates a potentially unwanted request (PUR)

on Request Trees , and focus on the rules which require enforcement on the PUR

only. To determine a PUR node on a Request Tree, we rely on three indicative

properties of a URL with respect to Request Tree structure, and calculate a weighted

relevance score. Namely, these properties are: i) The prevalence of the URL across all

Request Trees , ii) the average number of subsequent requests, and iii) the uniqueness

of the subsequent requests across Request Trees . The prevalence of a URL determines
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how likely a URL can receive a request, and therefore appear in a Request Tree.

However, this property alone would give equal importance to legitimate requests to

most commonly used �les such as JavaScript libraries, and a malicious advertising

network which redirects tra�c to multiple di�erent destinations through a small set

of URLs. However, the latter behavior would equate to more subsequent requests per

PUR URL on average, as well as di�erent sets of subsequent requests across di�erent

Request Trees . Therefore, given that we represent every URL in a Request Tree in a

node, we further examine the following properties within a Request Tree: 1. average

number of child nodes (i.e., fanout size) of a URL, and 2. average pairwise similarity

score of child node sets (i.e., fanout similarity). To calculate the pairwise similarity

score, we �rst build fanout sets of a URL from each di�erent Request Tree. We then

calculate the Jaccard similarity of all possible combinations of fanout set pairs. The

arithmetic mean of all scores give us the fanout similarity score for the parent URL.

Finally, we de�ne how indicative a node as a PUR URL3 is according the following

formula:

I = P � S � J

Where I, P ,S, and J correspond to indicator index, node prevalence, average node

fanout size and fanout similarity across Request Trees of the same node, respectively.

3For calculations to determine similarity score etc, every URL is reduced to the network location
(i.e., netloc) and path, ignoring scheme, parameter, query and fragment �elds.
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4.4 Evaluation

In this section, we present the analysis of the data we extracted from Janus and

answer the following research questions:

� RQ1: What is the �lterlist URL blocking and parsing performance across mobile

and desktop environments for all �lterlists? Here, we evaluate if a smaller and

optimized list bene�ts users.

� RQ2: How does the blocking performance of optimized �lterlists compare to

existing �lterlists on platform-speci�c and cross-platform environments? Here,

we evaluate the platform-speci�c variances given our methodology, and asses

the possibility of using a single �lterlist across all platforms.

4.4.1 Experimental Setup

Janus’s experiment and data collection framework consists of a job dispatcher and

multiple workers. The entire infrastructure comprises 11 identical machines with In-

tel ® Core � i5-4570S quad-core CPU and 8 GB RAM. The job dispatcher node

assigns batches of URL’s to evaluate to worker nodes via RabbitMQ message bro-

ker [RabbitMQ, 2018]. The workers run two instances of an x86 compatible Android

9.0 (API 28) image on the QEMU-based Android emulator [Google, 2021a]. The

stock Android images include the Chrome app of version 69 by default, which we

replace with the version 85.0.4183.101. Finally, to control the emulator, we use adb

monkey [Google, 2020c] and Python scripts.

4.4.2 Filter Creation Strategy

To create the optimal �lterlist, we �rst crawl the Tranco Top 1 Million URLs, which

is an improved list to address the shortcomings of other publicly available URL

lists [Pochat et al., 2018]. For every URL redirect Janus detects, we collect the
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entire performance logs from Chrome browser and the reconstructed Request Tree.

We then apply our b �lter-relevant URL selection methodology (§4.3.4). During this

o�ine analysis, we �rst compute the indicator index of every unique node, and then

select he the highest ranked (i.e., most indicative of potentially unwanted) 50K nodes.

We then load AllLists and check if the URL is subject to any enforcement, if any.

Using our modi�ed Python library, we select the rule which applies to the URL, and

append it to the optimized �lterlist.

To create a platform-speci�c �lterlist, we use the Request Trees of the crawl on

its respective platform. That is, we select top 50K indicative nodes of the mobile

platform Request Trees from mobile crawl dataset and collect the rules which require

enforcement, which it constitutes the Minilist Mobile (Minilist-M). Similarly, if the

50K nodes are evaluated on the desktop Request Trees , it gives us the Minilist Desktop

(Minilist-D). We �nally evaluate the blocking performance of Minilists on the most

occurring 1M nodes in Request Trees , which represents the statistically most likely

URLs that the browser would send requests to. We select the top 1M URL nodes from

each desktop and mobile crawls separately, which is representative of the blocking

performance evaluation on the respective platforms.

4.4.3 Results and Analysis

In this section, we present and analyze the performance of our �lterlist, and compare

them to commonly available lists in popular ad blocker extensions.

Overall, we have observed that Janus produces �lterlists that outperform Ea-

sylist. That is, our Minilist variations can block more URLs with less rule entries.

We see that mobile and desktop versions of our �lterlists are 20.8 and 23.2 times

smaller than Easylist, with 1206 out of 1404 (78.8%) in Minilist-M being unique to

itself. The high percentage of uniqueness indicates that Minilist-M borrows most of

the rule entries from AllLists besides Easylist itself. For platform-speci�c blocking
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Entries Mobile Nodes Desktop Nodes
Easylist 29,307 7,957 7,210

Minilist Mobile 1404 28,384 26,521
Minilist Desktop 1265 26,753 27,525

Table 4.3: Number of entries and number of nodes which are subject
to network rule enforcement for their respective �lterlist. Both mobile
and desktop nodes consist of top 1M most occurring nodes across all
Request Trees .

performance, Minilist-M can block 256.7% more nodes with respect to Easylist on

mobile nodes. Similarly, Minilist-D blocks 281.8% more nodes on desktop. As for

cross-platform blocking performance, Minilist-M can block 267.8% more nodes re-

garding Easylist on desktop nodes, whereas Minilist-D blocks 236.2% more on mobile

nodes.

Blocking coverage across platforms: Unsurprisingly, we observe that platform-

speci�c �lterlists perform better when used on their respective platform. Minilist-M

blocks 6% more URLs than Minilist-D on mobile nodes, while Minilist-D blocks 3.65%

more URLs than Minilist-M on desktop nodes. In other terms, if a single �lterlist is

to be selected for both platforms, Minilist-M would be more preferable, as it incurs

less cross-platform penalty with respect to Minilist-D.

Blocking e�ciency: We evaluate the blocking e�ciency of a �lterlist as the

ratio of number of URL nodes blocked per entry size. Easylist performs at 0.27 and

0.24 nodes per entry on mobile and desktop platforms, respectively. On the other

hand, our Minilist-M and Minilist-D perform at 20.21 and 21.74 nodes per rule on

their respective platforms, whereas their cross-platform performance is reduced to

18.88 and 21.14 nodes per rule. However, despite the lower Minilist-M e�ciency is

lower on cross-platforms with respect to Minilist-D, it incurs less penalty in terms of

total number of blocked URLs thanks to its 11% longer list of entries.

Redirect consistency and platform di�erences: To evaluate the consistency
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of data across multiple crawls, we conducted two consecutive crawls, and found that

~94.7% of URLs from Tranco 1M list are common between the crawls. Furthermore,

Janus detected 83,764 and 72,304 URL redirects on mobile and desktop platforms,

respectively. Among the URLs which caused a redirect, 18,117 and 6,657 URLs were

unique to mobile and desktop platforms, whereas 65,647 URLs redirected for both

platforms.
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4.5 Discussion and Limitations

Here, we discuss some of the limiting factors to our system and methodology, as

well as our engineering choices.

4.5.1 Security Drawbacks of Minilist

Janus su�ers from some drawbacks which can e�ectively limit the security bene�ts

of optimized Minilists. First, the O�ine Analyzer ground truth is dependent on

AllLists. The ground truth itself is also dependent on the aggregated communal

e�ort while its validity resides within a snapshot of a speci�c time frame, that is,

until the lists are deprecated. However, �lterlist updates are part of the lifecycle of

their maintenance, and even AllLists would su�er from deprecation.

Secondly, the blocking performance of Minilists cannot exceed that of AllLists, and

hence cannot not provide higher signi�cant security bene�ts in terms of number of

blocked URLs. However, due to faster load-times (less than 2 seconds vs 75 seconds),

uBO can e�ectively start blocking URLs almost immediately, whereas AllLists either

allow all unwanted requests or signi�cantly hinder web browsing for over a minute (if

default settings of the latest uBO version is active).

Finally, Janus would not select a �lterlist entry as part of the Minilist if the rule

entry can only enforce rules on an unwanted URL that ranks beyond the top 1M

Tranco list. Although this is a common drawback of all �lterlist optimizers which

crawl URLs and pick relevant rules that receive a hit [Hashmi et al., 2019b, Snyder

et al., 2020], we reduce the statistical likelihood of end-users encountering such URLs

by i) crawling top ranked 1M websites, and ii) choosing a proven ranking system

which is manipulation-resistant. As per the observations of list creators [Pochat

et al., 2018], we select the threshold as 1M due to diminishing returns, and surpass
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all other implementations by a factor of 100 and 200 (with respect to top 5K and 10K

URLs).

4.5.2 Easylist-Unique Rules

To understand why Easylist rules are reduntant for the Minilist, we extracted network

blocking rule entries, which are uniquely found in Easylist but not on any version of

Minilist. We observe that, out of 29K entries, over 20K are blocking speci�c domains,

which didn’t receive any hits during our crawls. We also �nd that there are 334 rule

entries with speci�c aspect ratios in (height x width) format, whereas Minilist has

only 9 in total, only one of which is unique to Minilist. Additionally, there are speci�c

�le names and formats such as wp-content, IP ranges, and references to deprecated

technologies such as flash-ads.

4.5.3 Redirect Loops and Long Redirects

Current HTTP/1.1 Standard from RFC 7231 [IETF, 2014a] dictates that the clients

should intervene in cyclical redirect (i.e., \in�nite" redirection loops). Additionally,

WHATWG standard de�nes steps of an HTTP redirect fetch [WHATWG, 2021],

where an HTTP error must be returned for more than 20 fetches. Modern releases

of Chromium-based browsers implement an HTTP ERR TOO MANY REDIRECTS error

accordingly [Chromium, 2021b]. While we chose not to limit the number of redirects

Janus can go through and risk evaluating a redirect loop, Janus inherits the pro-

tections set forth by Google Chrome’s built-in safeguards, which conforms with the

standards [Chromium, 2022].

4.5.4 User Interaction During Crawls

Janus does not interact with the User interface, or emulate clicks on the browser

window. Therefore, Janus would e�ectively evaluate frame redirects which display
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a link on the web page for users to click as a no-redirect case. Since we focus on the

URL redirects which happen without user interactions, we consider such cases to be

out of scope.

4.5.5 Behavioral Di�erences

During our experiments, we observed that succeeding visits to the same Source URL

may forward to a di�erent Landing URL, or may not result in any redirect at all.

Additionally, we determined that the browser history plays a role in whether the

URL would follow a Redirect Chain or a single redirect, most prominent of which

are various static domain place-holder pages. To segregate results and ensure our

results are correct irrespective of the browser history on an emulated device, we use

Selenium bindings to clear the browser history, cache and cookies such that every

URL experiment is clearly separate from the others.
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Chapter 5

Resiliency Policies of Android
Applications

The Android platform gives mobile device users the opportunity to extend the capa-

bilities of their systems by installing developer-authored apps. Companies leverage

this capability to reach their customers and conduct business operations such as �-

nancial transactions. End-users can obtain custom Android applications (apps) from

the Google Play, some of which are security-sensitive due to the nature of the data

that they handle, such as apps from the FINANCE category. Although there are rec-

ommendations and standardized guidelines for secure app development with various

self-defense techniques, the adoption of such methods is not mandatory and is left

to the discretion of developers. Unfortunately, malicious actors can tamper with

the app runtime environment and then exploit the attack vectors which arise from

the tampering, such as executing foreign code with elevated privileges on the mobile

platform.

In this section, we present AppJitsu, a dynamic app analysis framework that

evaluates the resiliency of security-critical apps. We exercise the most popular 455

�nancial apps in attack-speci�c hostile environments to demonstrate the current state

of resiliency against known tampering methods. Our results indicate that 25.05% of

the tested apps have no resiliency against any common hostile methods or tools,

whereas only 10.77% employed all defensive methods.
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5.1 Threat Model

Our threat model incorporates a benign �nance-related app, which lacks one or more

of the known self-defense techniques against tampering attacks. Additionally, we

assume that the app runs on a hostile environment which is: i) attacker-crafted,

and equipped with reverse-engineering tools, or ii) an end-user device, which has

weakened security measures due to prior compromise (i.e., exploits) or user choices

(e.g., rooting).

It is in the developers best interest to employ self-defending methods in security-

sensitive (e.g., �nancial) apps to thwart tampering attacks. However, many of the

self-defense mechanisms, when implemented separately, can easily be bypassed. In

the �rst scenario, we consider malicious actors who spawn multiple instances of a

�nance app on hostile environments, and exploit weaknesses that arise from the lack

of self-resiliency methods, to conduct their operations at scale. Such exploits ease the

implementation of a large-scale campaigns for attackers, and increase the damage to

protected assets, as evidenced by IBM’s �ndings [SecurityIntelligence, 2020,Trusteer,

2020]. In the latter scenario, the weakened security state of the user device enables

potentially malicious third-party applications to access sensitive data of the �nance

app by the means of app-tampering methods.

We base our threat model on the comprehensive list of attack vectors that the

OWASP-MSTG describes for resiliency against tampering (§ 2.13.2). However it is

possible to augment the implementation of AppJitsu to incorporate other/additional

security-requirements. Therefore, our methodology can accommodate such additions

without any modi�cations. We present the security implications that may arise due

to lack of app-resiliency in conjunction to OWASP-MSTG de�ned threats as follows:

Rooted Environment (MSTG-1 & 4): Root access enables code execution as the

root user, and provides access to all the capabilities of the Android framework as
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the superuser. E�ectively, an attacker or a malicious app with superuser privileges

can circumvent the sandboxing feature in Android, access and alter any sensitive

data at rest (e.g., databases or memory space) or in transmission (e.g., network

communications).

Attached Debugger (MSTG-2): Similar to root capabilities, debuggers enable at-

tackers to access app data, modify control 
ow, and observe app memory. This allows

attackers to extract sensitive information such as credential tokens.

Repackaged App (MSTG-3): Attackers can disassemble, modify, and repackage

an apk package to neutralize existing app security mechanisms or craft data extrac-

tion methods within the app itself. Without the signature veri�cation, an attacker-

repackaged app would run with all modi�cations that compromise the app’s security.

Emulated Environment (MSTG-5): An emulated runtime is an environment where

the entire execution stack is under a developer or attacker’s control. Attackers can

defeat anti-tampering mechanisms at di�erent levels of emulation with customized

runtime environments (e.g., custom Smali emulator [Margaritelli, 2016]), or massively

scale their e�orts [SecurityIntelligence, 2020,Trusteer, 2020].

Hooked Functions (MSTG-4 & 6): Attackers can place hook functions to redirect

security-related API calls, modify the API’s return values, and hence circumvent the

authentication or self-defense mechanisms on the mobile platform.
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5.2 System Design

With this system, we aim to subject security-sensitive apps to a variety of potentially

hostile environments to determine their resilience to potential threats. As such, our

main goals for the design of our framework are to: i) exercise an app to determine

which hostile environments an app reacts against, ii) quantify app states and de-

termine their relationship to the hostile runtime con�gurations, and iii) study the

relationship between behavioral di�erences and self-defense techniques that an app

employs (if any). Therefore, we design and implement a system with the following

design criteria:

Dynamic analysis: Running an app on di�erent runtime environments yields

information on how di�erently an app behaves. Additionally, dynamic analysis yields

information related to network activities of an app that a static analysis cannot

provide.

Self-defense awareness: When an app reacts to the hostile environment, the

system should be able to determine how the app reacted based on behavioral patterns.

Multiple hostile environments: Since every hostile environment can incor-

porate di�erent methods to compromise an app’s security, the analysis framework

should provide at least one sample technique per method.

To achieve these goals, we implemented AppJitsu, a dynamic app analysis frame-

work with multiple hostile runtime con�gurations to evaluate resiliency in security-

sensitive apps.

5.2.1 System Overview

Figure 5�1 shows the overview of AppJitsu, which comprises four main high-level

components for app evaluation and data processing: i) Con�guration Manager , ii) Sys-

tem Builder , iii) App-State Manager , and iv) Defense Detector . Within the system,
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Figure 5�1: AppJitsu System Overview.

the Con�guration Manager and System Builder operate together to form a Construc-

tor module. The Con�guration Manager is the primary module in the Constructor ,

responsible for parsing the user-provided runtime environment con�gurations and

selecting necessary tamper-modules. We de�ne a tamper-module as hostile plugins,

binaries, and frameworks that potential attackers can embed in their analysis environ-

ment to compromise the integrity of a system. The System Builder is the secondary

module in the Constructor , which creates the runtime platform according to the spec-

i�cations and tamper-modules that the Con�guration Manager provides. Depending

on the runtime con�guration, the platform can be an emulated instance or a modi-

�cation of a real hardware image. The App-State Manager is the runtime-platform

controller and data extraction module of AppJitsu, which manages the User Inter-

face (UI) actions during the experiment, captures and extracts the runtime-state of

an app. Finally, the Defense Detector module receives the runtime-state of an app

and compares di�erent app-states when an app runs in di�erent hostile environments

to detect indicators of resiliency. We will now present a general overview of each
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module of our system, as depicted in Figure 3�13.

Con�guration Manager

AppJitsu evaluates an app on multiple custom-built runtime environments, each

having di�erent characteristics in terms of the tools and techniques they employ.

To manage and build such runtime environments, AppJitsu relies on a series of

con�gurations and a con�guration parser, which serves as the basis of Con�guration

Manager module. The Con�guration Manager uses con�guration parameters to select

which tools to include in a runtime environment, and resolves dependencies or con
icts

between tools and techniques. Additionally, this module ensures that con�gurations

meet each of the AppJitsu-designated resiliency requirements from Table 2.1.

System Builder

The fundamental requirement of a dynamic analysis system is the runtime environ-

ment, and AppJitsu uses user-speci�ed con�gurations to specify the characteristics

of an app evaluation platform. Since the total number of con�gurations can be ar-

bitrary, we use the System Builder module to instantiate a runtime environment

according to the speci�c con�gurations from Con�guration Manager . Additionally,

System Builder saves the delta images1 of each unique experimental environment to

optimize storage space and avoid re-instantiation of identical runtime platforms.

App-State Manager

During dynamic analysis, AppJitsu needs to control an app’s behavior, grant permis-

sion requests, report unresponsive apps, and �nally capture the app-state indicators.

One of the major indicators of an app’s state is the UI elements that Android renders.

Similarly, changes in the UI or pending actions, such as window slide animations or
1Modi�cations to an Android image result in baseand delta images in the QEMU copy-on-write

�le format. A delta image only stores the changes made to the baseimage.
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requests for user action, often indicates a state transition. Therefore, we de�ne the

app-state indicator as the screen layout of an app after the app reaches a steady-state

(i.e., after the app completes initialization, and all permissions are granted). How-

ever, the concept of app-state can be expanded with any other relevant information

for the purpose of determining system state. As AppJitsu uses app-state indica-

tors to determine resiliency mechanisms, our system requires App-State Manager to

control, navigate, and extract information from the UI of the runtime-platform. The

App-State Manager module directly interacts with the runtime platform and controls

the experiment to manage app installation, initialization, and further interaction.

Defense Detector

The main goal of AppJitsu is to study behavioral variations of app-states across

di�erent runtime platforms due to the self-defense methods that an app employs.

While App-State Manager can extract the app-state of a particular app on a single

runtime environment con�guration, a successful behavioral comparison requires app-

states from multiple runtime platforms. Therefore, we use the Defense Detector to

collect multiple app-states from all runtime con�gurations and systematically evaluate

the app-state di�erences.

The analysis of Defense Detector depends on a pairwise comparison between a

baseline behavior on a default runtime environment and a deviant behavior on the

hostile runtime platforms. This comparative approach provides a close approximation

of the di�erences between a non-malicious user on a non-modi�ed mobile platform

and a malicious actor on a hostile runtime environment.

5.2.2 System Implementation

This section elaborates on the details of the AppJitsu prototype. Due to their inter-

dependent functionalities, we chose to operate Con�guration Manager and System
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Builder as a single Constructor module. We implemented Constructor as a com-

bination of shell and Python scripts. In the spirit of open science and to facilitate

reproducible experiments, we plan to release our implementation of AppJitsu under

an open source license.

Con�guration Manager

The Con�guration Manager includes a custom con�guration parsing module to iden-

tify the tamper-module requirements given a runtime-environment. An example of

the con�guration syntax, a sample con�guration �le and the respective tamper-module

dependencies are listed in Listing 5.1.
<RUNTIME> ::= {[<FILE_INTEGRITY>] [<PLATFORM>] [<PRIVILEGE>] [<MEMORY_MOD>:<DEPENDENCY>]

[<DEBUGGER>]}
<FILE_INTEGRITY> ::= (signed | repackaged)
<PLATFORM> ::= (hardware | emulator)
<PRIVILEGE> ::= (none | root:<PLATFORM>)
<MEMORY_MOD> ::= (none | frida:( <FILE_INTEGRITY> | <PRIVILEGE> ) )
<DEBUGGER> ::= (none | strace | jwdp)

// Example 1: baseline configuration of a hardware device
{[signed] [hardware] [none] [none] [none]}

// Example 2: Frida hooks on a rooted Android emulator.
{[signed] [emulator] [none] [frida:root:emulator] [none]}

Snippet 5.1: Runtime Environment Con�guration Example.

Here, we de�ne a <RUNTIME> environment as a 5-tuple of the MSTG Resilience

categories and their possible values within AppJitsu. Additionally, con�guration pa-

rameters also specify their speci�c dependency modules, if any, for their integration

to the runtime environment. Within AppJitsu, every tool or dependency module

that System Builder uses to realize a runtime platform becomes part of the hostile

environment, and hence called a tamper-module. For every con�guration parame-

ter, the Con�guration Manager selects a tamper-module, which consists of binaries,

frameworks, and installation scripts for the given con�guration. If the Con�guration

Manager detects a dependency module which the initial con�guration did not specify,
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it also includes tamper-modules of the detected dependency into the runtime environ-

ment. For instance, we use Frida [Frida, 2018] as a memory tampering framework

(Example 2 of Listing 5.1), which requires root privileges2. Consequently, here, the

Frida con�guration states root access as a dependency module. Although the initial

con�guration did not require a rooted runtime environment (i.e., PRIVILEGE con-

�guration is set to "none"), the Con�guration Manager still includes the necessary

tamper-module, which enables root privileges in the runtime-environment. Finally,

Con�guration Manager collects a set of tamper-modules based on the environment

con�guration, and passes the set to the System Builder .

System Builder

The System Builder module reads tamper-modules and modi�es a default runtime en-

vironment in the order that the Con�guration Manager speci�es. The initial runtime-

environment parameter is the <PLATFORM>, which, if speci�ed as "emulator", requires

the default runtime environment to be emulated. In this case, the System Builder

loads an unmodi�ed x86 compatible Android image on the Android Emulator based

on QEMU and applies necessary modi�cations. We use a speci�c version of Android

image, which is capable of translating ARM instructions to x86 without impacting the

entire system [Google, 2020a]. This capability enables us to analyze ARM variants of

the apps on our x86 experimental platform. Otherwise, we use a Nexus 6P from

Huawei as the hardware platform.

To provide privileged root access to both hardware and emulated instances of the

runtime environment, we use the binaries and root manager of SuperSU v2.82. As

previously mentioned, we chose Frida for the dynamic memory tampering and hook-
2Although it is possible to use Frida without root access, this method requires repackaging the

app with frida-gadget shared library, and hence breaks the app integrity. Since app repackag-
ing interferes with the FILE INTEGRITY con�guration of AppJitsu, we prefer a runtime platform
modi�cation to an app modi�cation.
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ing framework due to its compatibility across di�erent Android versions as well as the

ability to be used on Android Emulator. Unfortunately, Xposed Framework [rovo89,

2017], which is another well-known hooking framework, does not support Android ver-

sions 9.0+, and hence is incompatible with our setup. Furthermore, EdXposed [Wu,

2020], which is a modern replacement and variant of Xposed Framework, is also

incompatible with the Android Emulator. EdXposed depends on installable modi�-

cations (i.e., modules) on top of an alternative root framework called Magisk. Magisk

modules lack persistence on emulated instances, which hinders their capabilities on

the Android Emulator.

Well known hooking frameworks like Xposed and Frida consist of an instrumen-

tation layer (modi�ed init process or a server on the system), and a module which

speci�es the memory modi�cation target (i.e., modules which specify hooks). Our em-

pirical analysis with a custom self-defending app showed that the presence of hooking

frameworks can be detected even when there are no active method hooks present in

the system.3 Therefore, since apps can still detect the mere presence of the hook-

ing framework, and react accordingly, the AppJitsu con�guration which uses Frida

instrumentation server does not have an active hook to any target.

At the end of the operations of the Constructor (i.e., Con�guration Manager and

System Builder), the AppJitsu operates a total of 6 di�erent runtime platforms with

the con�gurations we present in Table 5.1. []

App-State Manager

The App-State Manager module is responsible for controlling the app installation,

UI interaction, and extracting the app-state indicators. During our experiments, we

launch an app with Android Debug Bridge (adb) [Google, 2020c] monkey [Android,
3For Xposed Framework, hook detection with stack trace analysis still shows the framework

components. An active Frida instrumentation server, on the other hand, is visible with a simple
port scan. Neither of the tests had an active hook to any Java method.
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2017] with a single event injection. Similar to Bianchi et al. [Bianchi et al., 2017], to

control the UI of both the hardware and emulators, we rely on uiautomator [Google,

2020f], which is an Android testing framework that provides a set of APIs to perform

UI operations. We control the uiautomator through a Python wrapper [xiaocong,

2020] which connects to the device though the adb. During the evaluation of an app,

the App-State Manager installs the app via adb, obtains UI-related information and

controls the device’s screen actions, such as granting permissions.

At the time of app initialization, it is possible to observe error indicators which

stem from compatibility issues or runtime errors. These errors appear in system

dialogs, which are separate from UI warnings that informs users of a hostile envi-

ronment. Therefore, the App-State Manager continuously scans for such errors, and

repeats the corresponding experiment if a runtime error occurs.

To determine which errors occur and what the indicators of aforementioned errors

are, we conducted an initial study. Our analysis is based on the insight that an

event-injection fails when there are errors in the app initialization. Therefore, we

�rst installed apps on our hardware platform, and attempted to inject 2 events with

a 10 second time delay using adb monkey. For all the failed event-injects, we used

the uiautomator API to obtain the UI layout, extracted the common elements, and

clustered layout hierarchies based on their text �eld. Then, we analyzed the common

values of the clusters and extracted the indicators of errors in UI layout.

Finally, we observed three types or initialization errors: i) app not responding

(ANR), which is usually an app-related crash, ii) missing Google Play components,

which occurs when Google Play package is not present in the system4, and iii) UI

crashes. We present these common elements (i.e.,indicators of errors) in Listing 5.2.

To detect the aforementioned errors, the App-State Manager uses uiautomator
4Google Play app is only available in a production-build Android image, which also lack some

debugging capabilities.
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API to extract and parse the UI layout in XML format, and checks for the indicators

of an error. At the same time, an app which needs access to permission-protected

methods requests a runtime permission request. This request displays a dialog box on

the UI, which shows the resources the app is requesting access to, along with "Allow"

and "Deny" buttons. Since Android has a centralized access management system, the

dialog box stems from the Android system’s package installer, and possesses a �xed

layout with a deterministic resource ID within the layout hierarchy (com.android.

packageinstaller). Therefore, we use the same parsing logic to detect the Allow button

of a runtime permission request dialog, and grant all requested permissions until all

the permissions are granted.5 We present the resource ID of the "Allow" button

in the partial UI layout dumps in Listing 5.2, below the resource ID’s of our error

indicators.
<?xml version="1.0" ?> <hierarchy rotation="0"> <node

// Err1: App Not Responding
resource-id="android:id/alertTitle"
text="AppName has stopped"

// Err2: Missing Google Play Components
2a: resource-id="android:id/message"
2b: resource-id="appName:id/device_alert_info_tv"
text="AppName is missing required components and must be reinstalled from the Google Play."

// Err3: System UI crash
resource-id="android:id/alertTitle" text="System UI isn’t responding"/>

// Allow button for the permission request dialog
resource-id="com.android.packageinstaller:id/
permission_allow_button" text="ALLOW"

/> </node> </hierarchy>

Snippet 5.2: UI Layout Element ID’s in XML Format

If the App-State Manager detects any of the aforementioned errors on the UI, it

reinstalls the app and tries to achieve a steady state (i.e., no UI errors or permission

requests). Upon achieving the steady state, the App-State Manager captures app-
5Some apps present a custom pre-permission-request dialog, which we discuss in §5.4.1
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state as a full set of app-state indicators. Here, a full set of app-state indicator consists

of: 1) full hierarchical structure of the UI in xml format, and 2) a screenshot of the

UI which results from rendering of the aforementioned screen layout.

Some of the apps include a screen protection mechanism, which disables screen-

shots of the UI when the app is on the foreground. When App-State Manager at-

tempts to take a screenshot, the FrameBu�er protection mechanism produces an error

which we can observe through adb logcat.6 In such cases, AppJitsu uses the UI

layout hierarchy in xml format only. Followingly, App-State Manager sends the set

of full app-state indicators to the Defense Detector .

Defense Detector

The Defense Detector primarily acts as the detection module for app resiliency given

the app-state indicators from the App-State Manager . More speci�cally, the Defense

Detector compares the screen layout information of an app which we subject to dif-

ferent tamper-modules to observe behavioral di�erences. During our experiments, the

hardware platform provides information on an app’s intended state on a real device,

and serves as a behavioral baseline for our framework. The remaining con�gurations

present a hostile runtime platform with a variety of di�erent techniques to attack a

runtime-environment’s integrity and trigger potential self-defense mechanisms. The

Defense Detector compares the variations in the screenshots and captures any dif-

ferences while recording which con�guration caused the app-state di�erence. For

comparison of the screenshots, we use hashes of the entire UI at the time of an app’s

steady state. To hash the screenshot of a steady state, we use the Perceptional Hash

(pHash) algorithm from the ImageHash Python library [Buchner, 2020], which pro-

duces the same hash for two images given that the di�erences between image hashes
6An attempt to take a screenshot fails with the following error in adb logcat: W/SurfaceFlinger:

FB is protected: PERMISSION DENIED
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are negligibly small.7 The reasoning behind a perceptional hash is to disregard small

di�erences between screenshots such as the clock display. We use the default param-

eters for the pHash implementation, which produces an 8-byte locally-sensitive fuzzy

hash.

The Defense Detector organizes the pHash of screenshots in a structured reposi-

tory, which can identify any hash value given the app name and the runtime-platform

con�guration. If the Defense Detector detects di�erences between the hashes of the

same app across all the runtime-con�gurations, it marks the app as an outlier and

runs its detection logic. For instance, if AppJitsu captures di�erent screenshots

from non-rooted and rooted environments, Defense Detector evaluates the di�erence

as root detection. The generalize, the Defense Detector detects the self-defense mech-

anism as the latest incremental change (i.e., the latest tamper-module that the system

has added). Therefore, we de�ne the parameters of defense detection logic as follows:

� P is the set of con�guration parameters, where:

P 2 f integrity, platform, privilege, memory mod, platform access, debugger g

(see Listing 5.1).

� C is the runtime platform con�guration, where:

C 2 f P1, P2 ... P� g with � = 7 for AppJitsu.

� RC is the runtime environment with con�guration C.

Given the initial con�guration parameters from Table 5.1, AppJitsu constructs C

such that C 2 f hw, hwmod, gplay, gapi, gapiroot, gapifrida , gapidebug g. Finally, LRC

is the amount of incremental changes to the runtime platform for con�guration C,

which we rank with the following inequations:
7Our threshold is 20 for an 8 byte pHash output, which we empirically determined to optimize

for minimum number of false positives over a corpus of 72,000 UI screenshots.
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� LRhw < LRhw mod

� LRgapi < LRgapi debug

� LRhw < LRgplay < LRgapi < LRgapi root < LRgapi frida

Since AppJitsu primarily evaluates app-state indicators, we de�ne S as the app-

state indicator, where SRC1 and SRC2 denote the app-state indicators of an app on

di�erent runtime environments RC1 and RC2. The detection logic is then de�ned

such that:

if (SRhw = SRC1 ) ^ (SRhw 6= SRC2 ) where C 2 f hw, hwmod, gplay, gapi, gapiroot,

gapifrida , gapidebug g , the incremental change of LRC1 ! LRC2 is the tamper module

that AppJitsu detects.

Apart from detecting the defense indicators across runtime con�gurations, the

Defense Detector serves as a system error correction module for the entire AppJitsu

architecture. For instance, if the AppJitsu captures the screenshot in a runtime

with root and hook, while it lacks the screenshot from root-only runtime, then the

experiment on the root-only runtime may be faulty. The reasoning behind this logic is

that if an app runs on an environment with higher number of modi�cations, it should

run on environments which include only a subset of these modi�cations. Hence, we

de�ne the error detection logic as follows:

if SRC1 = ? while 9 SRC2 6= ? for LRC1 < LRC2

, possible error for RC1.

Defense Detector uses this error logic to notify App-State Manager of any potential

errors in the experiment, and requests the particular experiment to be repeated. This

ensures that AppJitsu has as few transient errors in app-initialization as possible.



128

5.2.3 Analysis Methodology

Our analysis mainly focuses on how many apps present di�erent app-states for every

runtime con�guration of AppJitsu. With the results we obtain from this analysis, we

can determine how many apps deploy self-defense methods, how prevalent di�erent

defensive behaviors in apps are, and which common defense methods are the most

common. Therefore, we analyze our results with the following methodology:

First, we extract an indicator hash set. We de�ne the indicator hash set as all

the hashable app-state indicators per app (i.e., screenshot and layout hierarchy or

layout hierarchy only), where every element of the set corresponds to the hash of an

app-state for a given runtime environment con�guration.

HashSetindicator = [hw; hw mod; gplay; gapi; gapi root; gapi frida; gapi debug]

We then apply a pairwise comparison between app-state hashes such that, every

indicator element in the set is compared to the app-state of the hw con�guration,

which constitutes a baseline behavior for our purposes. If the hash di�erence of a

compared pair is above a predetermined threshold (i.e, 20, see §5.2.2 footnotes), we

mark the compared app-state with a 1, otherwise 0. At the end of our comparisons,

we obtain a set of similarities (i.e., the similarity set) to the baseline behavior, which

we encode in a binary vector. An example of a similarity set is shown below:

Setsimilarity = [0; 1; 0; 1; 1; 1]

Since there are a total of 26 possible values8 for a similarity set, we construct

an 8x8 matrix, which we call a discrepancy matrix, to represent all possibilities of

a similarity set. We construct the coordinates of our discrepancy matrix such that,
8Out of 7 con�gurations, the �rst value corresponds to the self-comparison of the hw con�guration.

Since this value takes a constant zero value, we ignore the �rst bit of information.
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out of 6 runtime con�gurations, possible combinations of the �rst 3 represents the

Y-axis, whereas the latter 3 yields the X-axis. Therefore, to determine the position

of a similarity set in the discrepancy matrix, we evaluate the digits of the similarity

set using the following formula:

Coordinatey = base10 (Setsimilarity [0 : 2])

Coordinatex = base10 (Setsimilarity [3 : 5])

For instance, based on our example, the similarity set above would have the coordi-

nates (7; 2).9

Finally, we count the number of apps that present the same similarity sets, and

we use these values to populate the discrepancy matrix, which we will present in

Figure 5�2 of §5.4.

9Assuming matrix coordinates start with (0,0) on the top right corner. Note that the indices of
the �rst 3 con�gurations represent the Y-axis for a more user-friendly representation.
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5.3 Evaluation

We assess the ability of AppJitsu to detect app self-defense methods by testing our

system on the most popular Android apps from Google Play’s FINANCE category. We

chose this category since the majority of apps handle sensitive data, such as banking

credentials or account information. We also examine the inaccurate warnings for

end-users which we detect during our experiments.

5.3.1 Experimental Setup

For app analysis on real hardware, we use Google Nexus 6P from Huawei with an

ARM-compatible Android image. The emulated runtime environments run on a single

computer with a octa-core Intel® Core— i7-9750H processor, 16GB of RAM and an

NVIDIA GeForce RTX 2060 Mobile GPU with 6GB GDDR6 memory. As the basis

for our emulated runtime environment, we chose an x86-compatible Android image

with ARM code translation capabilities. Our empirical analysis showed that roughly

one third of the apps are not x86 compatible (i.e., included ARM shared libraries and

lacked an x86 version), and thus we build our system to be inclusive for all the target

apps.

5.3.2 Data Collection

App Collection

To collect a representative list of most popular Android apps, we used AndroidRank [An-

droidRank, 2019], which is a website that keeps track of the app metadata through

the Google Play [Google, 2022]. We then selected all the most popular apps by

download count from FINANCE category due to their security-sensitive data handling

operations. To obtain apk �les, we used the gplaydl [Alam, 2020] package, an open-

source wrapper for the reverse engineered Google Play API, and downloaded the �les
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directly from the Google Play. For this purpose, we setup our real hardware device

with a Google account, and used our account credentials as well as the speci�c de-

vice con�guration parameters. Finally, we collected a total of 455 apps, which we all

veri�ed to run on a non-modi�ed Android phone.

Since AppJitsu also tests the resiliency of apps against repackaging attacks, we

used apktool [Tumbleson, 2020] to disassemble apk �les, repackage the app �les

and sign the repackaged app with our own cryptographic keys. During repackaging

process, we use apktool with the aapt2 [Google, 2020b] app packaging tool so that

our repackaging process is compatible with the latest development toolsets.10

Output Data

The output of AppJitsu consists of the app-state indicators, which we de�ne as the

screen layout of the UI after app initialization with all the permissions granted via

the built-in permission dialog. For every screen layout, we keep a database of layout

hierarchy in XML format, screenshots and the perceptional hash of the screenshot.

Finally, Defense Detector associates apps with their potential self-defense methods

based on the app-state indicators.

5.3.3 Evaluation Strategy

We assume all the apps under scrutiny are benign apps and do not actively evade the

tampering mechanisms, but rather warn the user of potential threats or weaknesses

in the system. This is a reasonable assumption given that our apps are the most

popular apps from the o�cial Google Play. Prior to the experiment, we create a list of

runtime environment con�gurations, which consists of possible combinations of all the

parameters we list in Listing 5.1. During this process, we eliminate the combinations

which create potential duplicates in the runtime environment due to the dependency
10aapt2 is enabled by default for the recent Android developer tools such as Android Studio and

Android Gradle Plugin.
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requirements. Before the experiment, the AppJitsu reads the con�guration �les and

creates an environment for every speci�ed runtime con�gurations, and saves them.

This ensures that we do not repeat the runtime-environment creation process for

every app, and every app runs on the same set of runtime environments.

During the experiment, AppJitsu installs one app at a time for every runtime

environment con�guration, then executes the following actions:

1. checks for initialization errors,

2. grants permissions,

3. extracts app-state (i.e., capture screenshot and dump UI layout hierarchy in

xml format), and

4. evaluates defense mechanisms.

If AppJitsu detects a potential error during the app initialization, it repeats the

experiment process of the runtime con�guration for which the error is detected. The

error correction mode is a single-time process for every app, which can be triggered

right after Defense Detector detects indicators of errors from the Listing 5.2 in the

App-State Manager output. We should note that self error-correcting mechanism is

useful for transient errors such as network connection problems or timing mismatches

of events that App-State Manager injects to the app.
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platform hardware emulator
con�g orig mod gplay gapi gapi

root
gapi
hook

gapi
debug

run 455 294 341 314 291 232 293
fail 0 87 114 141 164 223 162

Table 5.2: AppJitsu results in numbers.

5.4 Results

In this section, �rst we use the results of our study to answer the following research

questions:

� RQ1: How many apps deploy self-defense mechanisms, and what is the preva-

lence of di�erent resiliency capabilities?

� RQ2: Which self-defense methods are the most common?

Then, we present case studies about signi�cant behaviors we observed in the an-

alyzed apps. Table 5.2 presents the aggregated numerical results relative to all the

device con�gurations tested by AppJitsu. The �rst column (hw) corresponds to a

con�guration in which we use a real hardware device with an unmodi�ed app, while

the second column (hw mod) corresponds to a con�guration in which we use a real

hardware device with a repackaged app. The other four columns correspond to con-

�gurations which use emulated instances with the following device image properties.

� gplay: original app on stock Google Play image;

� gapi: modi�able image with Google APIs;

� gapi root: rooted image with Google APIs;

� gapi hook: rooted image with Google APIs with a running Frida instrumenta-

tion server.
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Figure 5�2: Discrepancy matrix of app similarity sets.

� gapi debug: modi�able image with Google APIs with a JDWP or strace at-

tached to the app process.

AppJitsu successfully repackaged 381 apps (83.73%) in our dataset. Among these

apps, 211 apps successfully launched on real hardware with the same app-state. This

result shows that 46.37% of FINANCE apps we tested are susceptible to a repackaging

attack.

To answer RQ1 and RQ2, we need a detailed breakdown of exactly how many app-

state indicators have discrepancies with respect to the baseline per every combination

of AppJitsu con�gurations. We study the prevalence of defensive behaviors based

on the discrepancy matrix we construct with the methodology we explained in §5.2.3.

Figure 5�2 presents the discrepancy matrix of our results.

First, we look at the top 3 most populated similarity sets, which are (1; 1; 1; 1; 1; 1),
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(0; 1; 1; 1; 1; 1) and (0; 0; 0; 0; 0; 0). The most common case is the similarity set of

(1; 1; 1; 1; 1; 1), which corresponds to the case when an app runs on every single Ap-

pJitsu con�guration we tested. This striking result indicates that 25.05% of the

most popular apps have no resiliency against any common hostile methods or tools.

The second set (0; 1; 1; 1; 1; 1) corresponds to the interesting case in which the app

only detects repackaging, but lacks defensive capabilities for emulated instances. Such

apps can be defeated by dynamic tampering attacks, even when the app integrity is

preserved. In our dataset, this scenario occurs in 12.96% of the apps. The third most

common set (0; 0; 0; 0; 0; 0) corresponds to the cases in which the app only presents an

app-state indicator i� it runs with an unmodi�ed package and on real hardware. This

particular behavior is an indication of high resistance against hostile environments,

which we observe in 10.77% of the apps. Equivalently, 89.23% of top FINANCE apps

do not employ at least one recommended self-defense mechanism.

We then determine how many apps in total lack defenses against speci�c hostile

con�gurations. To do so, we observe successful execution of apps on hostile envi-

ronments such that the respective index of the similarity set indicates no observable

behavioral di�erence. To determine the failure to detect an emulator, we select the

similarity sets where there is at least one app-state in an emulated instance is equiv-

alent to the baseline. We observe that 390 apps (85.71%) of the apps failed to detect

emulator in at least once hostile environment that runs on Android Emulator. Using

a similar technique, we identify apps which fail to detect modi�able ROM images,

rooted environment, hooking framework and, �nally, app process debugging. Our

results indicate that 239 apps (52.53%) do not detect modi�able ROM images, 263

apps (57.8%) run despite the presence of superuser privileges, 311 apps (68.35%) fail

to detect the active on-device server of the hooking process, and 259 apps (56.92%)

do not detect a debugger attached to the app process.
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5.4.1 Case Studies

In this section, we present interesting case studies found by our analysis. First,

we focus on apps without any enforcement mechanisms, i.e., apps which provide no

information to the user on the perils of the runtime modi�cations and still run on every

hostile environment. Then, we study how di�erent resiliency indicators in
uence our

app-state indicators. Finally, we exemplify errors we observed in user noti�cations

and other non-standard behaviors we found.

Defenseless Apps

In this category, we observe the lack of user noti�cations against tamper-modules of

hostile environments that AppJitsu contains. We identi�ed a set of apps that do

not implement any self-defense mechanism. In fact, these apps run without issues

in every single combination of con�gurations within AppJitsu. Consequently, we

argue that an attacker could use any commonly known attack vector to compromise

the security of these apps.

Splitwise [Splitwise, 2020], a popular �nance app which enables users to record

and share expenses with multiple entities and make payments via payment processors,

is one example in this category. Another example is the IRS2Go [Service, 2020] app.

IRS2Go is the o�cial app of the US Internal Revenue Service. This app enables

users to make payments, check information related to their tax records, and generate

login security codes. Due to its nature, this app handles sensitive information such

as Social Security Numbers. During our experiments, we observed that both of these

apps run on every runtime environment we tested, and neither have displayed any

dialog box or error message to warn the users against potential threats.
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Signature Detection

We identify signature detection as i) a deviation from the baseline behavior of an

unmodi�ed app on real hardware, or ii) an error during the initialization of an app.

In Figure 5�3, on the left we see an app showing a warning to the user, after it

detects tampering of its own apk �le. On the right, we show a case in which an app

displays an error message during its initialization, after it detects being tampered.

Here, AppJitsu-based tampering and the resulting modi�ed signature caused the

app’s remote server to fail processing a request from the repackaged app, leading to

an initialization error.

(a) (b)

Figure 5�3: Repackaging detection for com.sbi.SBIFreedomPlus (left)
and com.cimbmalaysia (right). The apps fail to launch on the same
hardware platform after repackaging and re-signing with our keys.

Emulator Detection

We detect anti-emulator behaviors by checking if i) an app refuses to run in an

emulated runtime environment, or ii) an app shows a speci�c message to the user,

complaining about being run in an emulator. In Figure 5�4, we show an explicit (on

the left) and implicit (on the right) error message triggered by emulator detection.

In both cases, the analyzed apps did not properly launch. However, in the latter case
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(image on the right), the error message content is non-speci�c, since it generically

mentions the failure of a \Security check."

We will present further inconsistencies in what apps show to the user in §5.4.2.

(a) (b)

Figure 5�4: Emulator Detection com.snapwork.hdfc (left) and
com.rbs.mobile .android.natwest (right). Both applications display er-
rors and fail to launch on any emulated instance.

ROM Detection

We de�ne ROM detection as the scenario in which an app reacts to the lack of

Google Play in the operating system image, even when Google APIs are present.

In Figure 5�5, we present how di�erent apps react to this scenario. Neither of the

ROM detection errors that apps display specify the type of changes that the app

detects. Therefore, the end-users are still oblivious to the potential threats, and

uninformed if the error is because of a rooted platform or if the operating system

image is merely a custom Android image without any further modi�cations. Here,

AppJitsu’s di�erential evaluation logic (§5.2.2) detects that apps display errors only

when Google Play is not present on the runtime environment, and recognizes the

ROM detection defense.
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(a) (b)

Figure 5�5: ROM Detection com.bbva.bbvacontigo (left) and
com.boi.mpay (right). Both warnings appear only when the apps run
on emulators with a modi�able Android image.

Root Detection

Our analysis shows that upon root detection, some apps warn their users, but provide

them with the option to continue app execution. We show an example of this behavior

in Figure 5�6 (right). Another root detection behavior we observed is the app’s

attempt to execute the su binary. In our testing environments, executing the su

binary displays a pop-up window from the SuperSU app (Figure 5�6, left image),

which is the root permission manager. As a result, AppJitsu detects this pop-

up window and determines that the app which exhibits this behavior performs root

detection through su binary execution method.

Additionally, we also found that some apps use the term root detection inter-

changeably with emulator or ROM detection, in their warning messages shown to the

user. These cases will be further discussed in §5.4.2.

5.4.2 Inaccuracies in Warning Messages

During our evaluation of app-state comparisons which the Defense Detector marked

due to the discrepancies across di�erent runtime con�gurations, we discovered in-
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label�g:root-detection-a
(a)

(b)

Figure 5�6: Root Detection. com.icicbank.pockets (left) attempts to
execute the su binary, which triggers a permission request from the
root manager. com.enstage.wibmo.hdfc (right) allows users to continue
given that the user acknowledges security risks.

accuracies in the user-targeted warning messages. These message and noti�cation

elements conveyed the message to the user such that the app was running on a rooted

runtime environment, whereas the actual platform was not. In fact, the con�gura-

tion with non-rooted debug build version of Android which lacks the tamper-modules

related SuperSU (su binary and the root manager app) also received the same warn-

ings as a rooted con�guration. Therefore, we see that app developers use the term

root detection interchangeably for various resiliency methods, more prominently in

emulator or ROM detection. We present two examples from two di�erent apps in

Figure 5�7, where all the emulated instances of these apps display root detection

warning irrespective of if the device is rooted or not.
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(a) (b)

Figure 5�7: Emulator detection with a root detection warning from
com.alb. mobilebanking (left) and com.cimbmalaysia (right) apps.
Both warnings appear in all emulated runtime platforms, regardless
of the presence of root binaries on the emulator.
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5.5 Discussion and Limitations

Our goal of AppJitsu is to investigate the indicators of self-defense in Android appli-

cations against hostile environments. Here, we explain the corner-cases we observed

during our systematic analysis along with their respective examples of the rendered

UI elements.

5.5.1 Detection of Defenses

AppJitsu heavily relies on hashable app-state indicators in the form of screenshots,

for both resiliency detection and behavioral analysis. One of the limitations of Ap-

pJitsu is that it evaluates the failure to notify users against hostile environments

and successful execution alongside tamper-modules as lack of resiliency. The main

reasoning behind this method is due to one major underlying assumption: apps in

our dataset are benign and do not bene�t from stealthy detection of the hostile en-

vironment. As we focus on the �nance apps which handle sensitive information,

the bene�ts of avoiding reverse engineering, tampering, and privilege escalation tools

outweighs the inconvenience that an app may cause to end-users.

Unfortunately, a successful execution on AppJitsu’s hostile environments may

not always indicate a missing self-defense mechanism. Although such a behavior

would not bene�t either party in the app ecosystem, it is entirely possible that, by

design, there are no indicators of detection visible to the user, or the developer, in

any form, such as warning messages, failed app initialization, or app logs.

Another issue that arises from self-defense techniques is how a detection mecha-

nism works. For instance, a root detection mechanisms which rely on executing code

as root user may not be e�ective, unlike detecting root by the presence of a root

manager app in the runtime environment. In the former case, AppJitsu does not

automatically grant root privileges to an app, and the app would therefore fail to
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execute code as the root user, leading to a failed anti-root defense. However, in the

latter case, the app would be able to detect the presence of root-related tools, and

succeed in the self-defense logic evaluation.

5.5.2 Method Coverage

AppJitsu cannot detect an app which uses self-defense mechanisms only after com-

plex user interactions. While AppJitsu exercises apps even after their initialization

to elicit their di�erent functionalities, it cannot guarantee to dynamically cover all

the code that an app can potentially execute. Likewise, AppJitsu cannot detect an

app that performs self-defense checks but does not change its behavior in any way in

response to these checks. However, we expect that most of the analyzed apps perform

their self-defense checks and exhibit behavioral di�erences immediately after their ini-

tialization. In fact, it is more bene�cial for self-defending apps to warn users against

a hostile environment or deploy countermeasures as soon as possible. By doing so,

an app can avoid that a user inserts sensitive information to the app which runs in a

potentially-compromised environment.

Consequently, we expect apps to conform with the aforementioned principle and

warn users during initialization phase. We claim that, in most of the cases, it is

su�cient to observe the steady state of an app after initialization, and any further

exercising of the app’s functionality would not yield extra information. Hence, our

results are not strongly coupled with the total amount of executed app-code, but

directly tied to the code which is executed during app initialization.

5.5.3 False Positives and False Negatives

We evaluated a random selection of 25 apps on all hostile environments to determine

false positives (PF) and false negatives (FN). To evaluate FPs, we selected the apps

which AppJitsu determined to have a defense mechanism, and then manually in-
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spected the nature of behavioral di�erences between baseline and hostile runtimes.

We determined the cause of FPs to be UI inconsistencies, and based on our Con-

sistency Detector results, we determined that AppJitsu has a 5.5% False Discovery

Rate.

To evaluate FNs, we select apps which ran on AppJitsu without behavioral dif-

ferences for OWASP-MSG related hostile platforms. We then manually subject these

apps to the OWASP-MSTG related attack vectors and further explore the app states.

Based on our evaluation, we determined that, security-related warnings can trigger

due to unexplored UI states (§5.5.4 and §5.5.4), such as 1. custom permission request

dialogues, 2. skipping introductory pages and, 3. login attempts. We conclude that

�8% of the apps we tested had a FN due to unexplored UI states, where the self-

defense mechanisms manifest themselves after aforementioned user interactions. We

consider the cases related to the state exploration of apps to be outside the scope of

our work.

5.5.4 E�cacy of UI-based detection

UI-based defenses

Prior research has demonstrated the e�ectiveness of UI-obfuscation against automated

tools [Zhou et al., 2020]. However, these obfuscation methods fall outside the scope

of the current MSTG guidelines, as this defense has a narrow focus on safeguarding

information on the UI only.

Dynamic Content and Non-Determinism

If an app deploys dynamically changing content (i.e., non-constant among app’s dif-

ferent executions), AppJitsu cannot capture the consistent steady-state of the app.

Dynamic, full-page advertisements (ads) are a common cause of this behavior. How-

ever, they are uncommon for o�cial apps of �nancial institutions. As for third-party
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apps, we have only observed banner ads (i.e., a single ad bar at the bottom), which

we render ine�ective with our thresholding approach used by the perceptional image

hashing.

To detect such cases of UI non-determinism, we implemented a Consistency De-

tector module, which runs an app on the same baseline runtime environment three

times consecutively, and observes UI steady-states. The module compares percep-

tional hashes of displayed elements, and checks if the app consistently displays the

same UI across di�erent runs. We evaluated our dataset with the Consistency De-

tector, and observed that 4% of the apps demonstrate non-deterministic content on

their steady-state due to dynamically changing content. An additional 1.5% of all

apps had device con�guration related inconsistencies, such as Android version, which

can vary based on implementation details and cause non-deterministic UI.

UI of Unexplored States

As we mentioned in §5.5.2, AppJitsu evaluates the UI of the app after launch, and

hence performs a shallow state exploration. Therefore, our evaluation is limited to

defensive mechanisms that occur in the steady-state of the initialization page. How-

ever, as we demonstrated in §5.5.3, certain app designs allow a UI state which triggers

self-defense mechanisms after users take a certain action (e.g., click on \Login" but-

ton). As the app’s UI states can be arbitrarily complex, a defensive mechanism that

triggers on a UI state other than the initial state would avoid AppJitsu’s detection

(i.e., delayed response). We consider state exploration of app states to fall outside

the scope of our work.

Non-Defesive State Indicators

We designed AppJitsu to detect app resiliency indicators. However, AppJitsu

would observe UI layout di�erences based on other detection mechanisms as well.



146

For instance, it is possible for an app to detect a resource (e.g., SIM card), which

is directly related to the operation of an app, and display an error accordingly. In

such rare cases, AppJitsu may evaluate the app-state di�erence as an indicator of a

self-defense mechanism.

Custom Permission Requests

AppJitsu’s App-State Manager module can handle permission requests through

the UI layout hierarchy thanks to the centralized access control system in Android

(§5.2.2). However, during our evaluation, we discovered that some apps present a

pop-up noti�cation that the user needs to dismiss before they can grant permissions.

Since the developers can construct the UI layout arbitrarily, there are no standard

methods to detect and dismiss this noti�cation 11. In such cases, AppJitsu is limited

to the app-state before we grant permissions. Consequently, any app which relies on

a method, which is a part of a permission-controlled standard Android API, to de-

ploy self-defense methods would fail to detect the hostile environment. A prominent

example of such a case is the permission to make phone calls, which also gives access

to �elds that can reveal the emulator-speci�c strings. We present an example of two

custom pre-permission request windows in Figure 5�8.

11Users can only grant permissions through standard system permission dialogs or system settings.
Custom permission request windows serve as informational messages.



147

(a) (b)

Figure 5�8: Custom permission dialogs from com.bbt.my� (left) and
es.bancosantander .apps (right) apps. Custom pop-ups appear be-
fore a standard system dialog to ask for permissions, and hinders the
permission-granting activity of AppJitsu.
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Chapter 6

Conclusion

In this thesis, we present and evaluate a range of methodologies and frameworks to

e�ciently extract contextual data from mobile devices, create optimized policies, and

measure e�ectiveness of such policies in enforcement.

6.1 Scope of Contributions

The works presented in this thesis mainly focus on Android as the mobile platform

due to Android’s overall market dominance, and the open-source availability of its

source code. As of 2022, Android has 71.7% of the global market share among mobile

operating systems, whereas iOS ranks second with 27.5% [GlobalStats, 2022]. Un-

fortunately, iOS is a propriety software, and does not allow modi�ed versions of the

operating system to run on Apple iPhone hardware unless the system is Jailbroken,

which hinders rapid prototyping cycles and custom system development for research

purposes. Therefore, this thesis focuses on Android only as the mobile platform,

which i) has the majority market share, and ii) allows a broader development envi-

ronment, as evidenced by many custom Android systems that run on the hardware

of di�erent mobile device manufacturers.

6.2 Summary of Major Contributions

Traditional policy enforcement systems are limited due to lack of �ne-grained data

on mobile-speci�c platforms. This thesis claims that to improve the e�ectiveness of
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policy enforcement, a heightened awareness is required in application library, network

communications, and runtime platform domains. To this end, this thesis provided

frameworks to automatically measure library utilization regarding network communi-

cations, enforce �ne-grained policies on app functionalities, optimize existing network

�lter policies, and determine the resiliency against attacks.

This thesis addressed the problem of library-based awareness in two fronts: precise

attribution of libraries to network data, and selective policy enforcement on app

functions based on the library information. While prior works measure app activities

and the resulting network communications based on remote endpoints, Libspector

uses on-device data to distinguish network transmissions emanating from libraries.

We �rst introduced an activity tracing framework that leverages our custom socket

hooks, then we evaluated our system on the most downloaded real-world Android

applications and observed a striking one quarter of the data to be related to third-

party advertisement and tracking libraries.

We then addressed the �ne-grained policy enforcement with library-speci�c data.

As businesses deploy app regulation through policies to ensure data privacy on their

premises, companies increasingly rely on restricting employee devices with security

policies on-premises. We designed BorderPatrol as a �ne-grained policy system to

detect and disallow speci�ed app functionalities based on the library utilization in-

formation within the apps. BorderPatrol demonstrated a decoupled enforcement on

select, and potentially undesirable, app functions such as analytics or data upload,

while leaving other functions, such as account login and data download, intact.

This thesis then proposed Janus, a crawler-based data collection and analysis tech-

niques in building optimized network block lists for web browsers. We demonstrated

our novel methodology in optimizing platform-speci�c �lterlists for web browsers, and

then evaluated their advantages in resource usage performance, as well as blocking
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coverage. Our evaluation has revealed the importance of gathering mobile-speci�c

network data, and cross-platform advantages of using mobile sources in policy con-

struction

We �nally demonstrated, via di�erential behavior analysis, that the majority of

real-world Android applications do not employ security policies on runtime environ-

ments to prevent known attack vectors. We demonstrated the capability to evaluate

open-source security policies on multiple runtime environments and observed that the

majority of �nance apps are vulnerable against tampering attacks.

In conclusion, this thesis claimed that an array of platform-speci�c dynamic anal-

ysis systems provides awareness in network and application domains, and security

through �ne-grained and platform-optimized policy enforcement. In response, this

work provides the following:

� Contextual awareness on the network with Libspector [Zungur et al., 2020],

which attributes network packets to libraries to provide visibility on the network

to provide accurate measurements on library usage,

� Contextual awareness on applications with AppJitsu [Zungur et al., 2021], which

detects app resiliency against tampering attacks to measure the existence and

prevalence of app-security policy implementations,

� Contextual enforcement on applications with BorderPatrol [Zungur et al., 2019],

which enforces �ne-grained policies on app functionalities, and

� Contextual enforcement on the network with Janus [Zungur et al., 2022], which

builds mobile-platform speci�c URL request �ltering policies with increased

e�ciency.
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