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HOW DO WAGE WARS AFFECT EMPLOYER
REPUTATION IN A COMPETITIVE LABOR MARKET?
EVIDENCE FROM INDEED.COM REVIEWS

HANNAH B. CATABIA

ABSTRACT

This thesis empirically evaluates the impact of voluntary minimum wage changes to
firm reputation using data from the hiring website Indeed.com. As a starting point,
I show that when Target and Amazon unilaterally raised their minimum wages, their
ratings on Indeed.com improved substantially across multiple dimensions: work-life
balance, compensation, job security, management, and culture. Next, I examine the
impact of a focal firm voluntarily raising its minimum wage on the ratings of similar
firms in proximal locations. Using a differences-in-differences (DiD) design, I present
preliminary evidence that competitors that are located near the focal firm may expe-
rience a negative reputational shock relative to similar firms that are geographically
distant. Additionally, this thesis applies novel sentiment analysis techniques to eval-
uate minimum wage policies on review text. Using state-of-the-art NLP models such
as Claude, ChatGPT, and RoBERTa, I identify and score two topics that are im-
portant to job reviewers, but do not receive star ratings on Indeed.com: “Scheduling
and Hours,” and “Workload and Compensation.” Finally, I use LLMs to perform
zero-shot fine-grained sentiment analysis to investigate how a company’s reputation
in regards to these topics is impacted by voluntary minimum wage policies. In these
analyses, I am not able to refute the null hypothesis, though the method demostrates

promise for further development.
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Chapter 1

Introduction

In competitive labor markets for low-wage workers, wage increases have direct impact
on recruiting and retention, but also indirect value, as a signaling mechanism to other
firms as well as the labor market. Prior research demonstrates that a firm’s repu-
tation is shaped not just by its own actions, but by the actions of its market rivals
as well [Basdeo et al. (2006)]. This thesis examines how voluntary minimum wage
policies influence the reputations of the firms that adopt them, as well as competi-
tors that fail to match them, which has important implications for firms recruiting
workers at the bottom of the wage distribution. Firm reputation has a significant
impact on recruitment, as prior studies show that companies with a better reputation
attract more applicants [Turban and Cable (2003)]. Companies can thus leverage
their reputations to attract and retain a talented workforce.

In this thesis, I use company ratings on the popular recruitment website In-
deed.com as a proxy for employer reputation. Workers may anonymously rate their
employers on a scale of 1-5 stars across multiple dimensions, with average ratings
reported on the company’s Indeed.com page. Research demonstrates that positive
reviews on recruitment websites engender positive feelings in potential applicants,
making websites like Indeed.com an important vehicle for broadcasting a firm’s repu-
tation|Williamson et al. (2010)]. Next, I measure the influence of voluntary minimum
wage policy on the reputations of two focal firms: Target and Amazon. I use Wal-

mart ratings as a control group, since Walmart recruits from a similar segment of the



labor pool, even though it did not match wages at the focal firms. For both Target
and Amazon, I find that increasing voluntary minimum wages has a positive effect
on their Indeed.com ratings. Amazon’s $15/hour minimum wage policy causes its
overall rating to increase by 0.206 stars, boosting the company’s aggregate score on
its Indeed.com profile. I find that the ratings benefit is not limited to the compensa-
tion dimension, but extends to all dimensions of employer reputation, including the
separately-rated topics of “Work-Life Balance,” “Compensation and Benefits,” “Job
Security and Advancement,” “Management,” and “Workplace Culture.”

I also assess the impact of a focal firm raising its voluntary minimum wage on
the ratings of similar nearby firms that kept their wages constant. Specifically, I
study the impact of Target’s minimum wage increase on nearby and distant Wal-
mart stores. To accomplish this, I compare the ratings of Walmart stores located
within commuting distance to a Target against the ratings of Walmart stores that do
not have a nearby Target competitor. These regressions show that Walmart stores
competing with nearby Target stores suffer a ratings decline in all categories when
Target increases wages, even though they do not lower their own wages. Though the
regressions yield significant coefficients, the event-study plots call into question the
statistical significance of the results. Though I cannot conclusively reject the null
hypothesis in this instance, some evidence suggests that an employer’s reputation is
driven not just by its own minimum wage policy, but also by that of its competitors.

After performing regressions on the Indeed.com star ratings, I turn my attention to
the written portion of employee reviews. There is a wealth of information captured in
this text, and I employ various methods from the field of natural language processing
to capture and evaluate that information in additional DiD regressions. First, I
use topic analysis to understand which aspects of working at Amazon, Target, or

Walmart might be important to reviewers. This exploration reveals that there are two



important topics to reviewers that are not given their own star rating on Indeed.com.
I have titled these topics “Workload and Pace” and “Scheduling and Hours” in this
thesis.

Next, I use large-language models (LLMs) to conduct zero-shot fine-grained sen-
timent analysis. First, I use ChatGPT-4, to extract information about the new
subtopics of “Workload and Pace” and“Scheduling and Hours” from every review
[ChatGPT (2023)]. ChatGPT-4 is particularly well suited to this task because it
excels at zero-shot summarization tasks. ChatGPT and RoBERTa then assign each
summary a sentiment score, which becomes the dependent variable in difference-in-
differences (DiD) equations to measure the impact of minimum wage policy on how
reviewers talk about their employers; I also use an LLM-generated sentiment score
on the entire review text in a similar DiD regression, as a litmus test to gauge if the
method works. Experiments using the entire review text mimic the results of the star
ratings regressions, implying that, if star ratings are unavailable, changes in language
may be effectively measured with natural language processing techniques. However,
the results of the regressions analyzing workload and scheduling are not strong enough
to refute the null hypothesis, which may be due to the fact that a majority of reviews
did not mention workload or scheduling. Since these reviews were not able to be
scored, they were eliminated from the subtopic regressions, drastically reducing the
data available for these experiments.

This thesis is organized as follows: In Chapter 2, I give an overview of the literature
related to minimum wage policy in economics, with special focus on research related
to voluntary minimum wages. I also explain the voluntary minimum wage policies of
Amazon, Target, and Walmart, and how those wages changed over time. Chapter 3
explores how reviews were collected from Indeed.com and assembled into a data set for

this thesis. It continues with an exploration of the data set’s characteristics, including



its combination with other auxiliary data sources. In Chapter 4, 1 perform DiD
analysis on Amazon’s sudden minimum wage increase to $15 hour and Target’s slow-
burning wage war with Walmart. In each instance, I measure the impact of voluntary
minimum wage increases on employer reputation, as measured by Indeed.com ratings.
Chapter 5 describes all of the natural language processing techniques I use to perform
topic analysis and fine-grained sentiment analysis on written reviews in the data set.
Then, I demonstrate how LLM sentiment scores can be used in DiD regressions to
measure the impact of voluntary minimum wage policy on how reviewers discuss their

employers. Finally, Chapter 6 contains concluding remarks.



Chapter 2

Background

Between 2014 and 2019, several large retail and service-sector companies in the United
States implemented their own, firm-wide voluntary minimum wages independent of
federal and state wage laws. Taken together, these companies encompass roughly
2% of the US workforce, and include major employers such as Walmart, Target,
Amazon, Costco, and CVS. [Derenoncourt et al. (2021)] There are many reasons
why these firms adopted voluntary minimum wages during this time period, but
most compelling was competition to attract talent, particularly in a tightening labor
market. Between January 2016 and February 2020, the U.S. unemployment rate
dropped steadily, reaching a historic 50-year low of 3.5% in September 2019.} Job
openings consistently outpaced hiring over the same time period, leading to increased
competition to recruit workers, particularly at the bottom of the wage distribution.
In 2019, 75% of surveyed firms planned to raise wages to attract new hires in 2019,
up from 49% in 2015.2

To date, several large US retailers, including Costco, Target, Amazon, Ikea, Best
Buy, CVS, Walgreens, and Starbucks have announced voluntary minimum wages of
$15 per hour. The inspiration for this policy likely originated with external campaigns
such as the “Fight for $15” movement, which was started by the Service Employees
International Union (SEIU) in 2012 [Derenoncourt et al. (2021)]. The policy recom-

mendation was meant to counter wage erosion, as real wages for low-income laborers

!Bureau of Labor Statistics, 2022.
2Federal Reserve Bank of Richmond, 2019.



in the United States have steadily declined over the past several decades, mainly be-
cause wages have not increased to match inflation [Weil (2017)]. Research supports
the idea that voluntary minimum wages help reverse this trend by exerting upward
pressure on wages in the labor market.

In this paper, we measure the impact of voluntary minimum wages on an employ-
ers’ reputation among potential applicants. There is much prior literature concerning
the effect of government minimum wage increases on a variety of social outcomes:
unemployment rates and average earnings, employment flows, productivity, employee
turnover, consumer prices, poverty rates, and even suicide rates [Card and Krueger
(2000), Cengiz et al. (2019), Bailey et al. (2021), Dube et al. (2016), Hirsch et al.
(2015), Pencavel (1972), Hicks (2007), Jardim et al. (2018), Aaronson (2001), Harasz-
tosi and Lindner (2019), Ashenfelter and Jurajda (2021), Stigler (1946), Burkhauser
and Sabia (2007), Sabia and Burkhauser (2010), Gertner et al. (2019)]. However,
all of these studies examine government minimum wage policies, not voluntary min-
imum wage policies set by individual organizations, and therefore do not speak to
how paying higher wages might affect an employer’s reputation. Nonetheless, their
results lend us insight into some of the distributional and social effects that voluntary
minimum wage policies may have on the labor market.

One frequently recurring debate asks whether minimum wage increases force firms
to cut costs by firing workers or reducing hours. Both Card and Krueger (2000)
and Cengiz et al. (2019) conclude that higher minimum wages do not boost overall
unemployment rates. Since voluntary minimum wages are generally used to attract
workers in a competitive labor market, it is expected that they also would not lead
to reduced hours or increased unemployment. However, in both of these papers,
minimum wage is differentiated by geographic location, not by firm. Firms from

separate areas are not competing with each other to hire from the same labor pool,



so this aspect of firm competition is not present in their analysis. A recent study by
Derenoncourt et al. (2021) proposed that when a large employer voluntarily raises its
minimum wage, the benefits spill over to other low-wage jobs; however, the work is
currently under revision, with the authors explaining that their revised results do not
refute the null hypothesis. Other papers investigating employers that provide fringe
benefits such as health insurance and retirement plans show that they both improve
employee satisfaction and reduce turnover [Dale-Olsen (2006), Artz (2010)].

Voluntary minimum wages may have similar positive outcomes as improved fringe
benefits; however, existing research falls short on explaining how such benefits might
affect a firm’s reputation. Classical economics predicts that when companies compete
for workers in a tight labor market, wages rise due to increased demand. But when
firms compete with each other to raise wages, what signal does this send to potential
applicants about the firms’ reputations?

In this thesis, I explore this question by focusing on two early adopters of volun-
tary minimum wage policies, Amazon and Target, along with their main competitor,
Walmart. All three of these firms claim a large share of the labor market in the
United States. With over 4,700 storefronts and $560 billion revenue in 2021, Wal-
mart, Inc., including its wholesale subsidiary, Sam’s Club, has ranked number 1 on
Fortune 500’s list of top U.S. companies for 10 consecutive years.? It is also the largest
U.S. employer, with 1.6 million employees across all 50 states. Amazon, Inc. is the
second largest, with over 1,100,000 U.S. employees, including workers in warehouses,
distribution centers, and retail locations such as Whole Foods Market, which it ac-
quired in August 2017. This company is currently valued at more than $1.5 trillion,
and brought in close to $470 billion in revenue in 2021.* Target is the eighth-largest

retail chain in the United States, with approximately 1,900 store locations, 450,000

3Fortune 500, 2022. www.fortune.com/ranking/fortune500/
4Fortune, 2022. https://fortune.com/company/whole-foods-market/
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Figure 2-1: Voluntary minimum wages, 2015-2023.

employees, and nearly $7 billion in profits in 2021. As a national low-cost department
store chain, Target directly competes with Walmart, both for customers and workers.

Figure 2-1 graphs the changing minimum wage policies of these three companies
from 2015-2021.> We see that both Amazon and Target outpaced Walmart in volun-
tary minimum wage increases between 2017 and 2021. Amazon did so all at once with
a dramatic and immediate increase to a $15 minimum wage starting in October 2018.
Meanwhile, Target and Walmart “engaged in a quiet wage war for years,” with Wal-

mart matching Target’s voluntary minimum wage increases until mid 2018.° Since

5This plot only includes minimum wages increases that apply to all employees, including new
hires; it does not show raises applied only to particular job categories or existing employees. At
times that a company had no voluntary minimum wage in place, the federal minimum wage of $7.25
per hour is substituted, though employees may have received higher minimum wages, depending on
state laws.

6Lauren Thomas, CNBC, 2017: https://www.cnbc.com/2017/09/25 /target-to-raise-its-hourly-

minimum-wage.html



Amazon and Target used these completely different strategies to implement their vol-
untary minimum wage strategies, they both became separate natural experiments,

which are further explored in Chapter 4.



Chapter 3

Data
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Figure 3-1: Number of reviews in the Indeed.com data set.

3.1 Indeed.com Review Data

In this study, I use reviews posted to Indeed.com as a proxy for employer reputation
at Walmart, Amazon, Whole Foods, and Target. When a user views a company

profile on Indeed.com, the average overall employer rating is displayed prominently

10
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next to the company name. Ratings are derived from employee reviews, in which
they rate their employee on a scale of one to five stars on attributes such as “Work
and Life Balance,” “Compensation and Benefits,” “Job Security and Advancement,”
“Management,” and “Workplace Culture”. Each company page aggregates scores
from all employee reviews, and presents average ratings by category. These category
scores are further combined into composite scores for each organization. The page
also solicits and displays written reviews, where employees are prompted to describe
what they see as the pros and cons of working at the company. Generally, written
reviews are organized by date posted, with the most recent appearing first.

A natural comparison point for Indeed is the formerly independent employer re-
view website, Glassdoor. Though there is considerable overlap across the two review
platforms (and they are now both subsidiaries of the same Japanese parent company),
Indeed reviews skew towards hourly workers on the lower end of the wage spectrum,
whereas Glassdoor attracts a larger proportion of salaried and corporate reviewers.
Landers et al. (2019) corroborated aggregated Glassdoor ratings with information
from the Federal Employee Viewpoint Survey, showing that aggregates are an accu-
rate representation of employee opinion. Furthermore, research shows that potential
hires generally prefer applying for jobs online, via websites such as Indeed.com, due
to its “perceived efficiency and user-friendliness” [Sylva and Mol (2009)]. In 2017,
Indeed.com estimated that it recruited 65% of all hires made using online recruitment
in the United States, and Glassdoor asserted that the average user reads 6 reviews
from a company profile page before applying. Notably, to apply for a job or to access
detailed company profiles, new users of Indeed.com are required to first leave at least
one employer review. Due to the reach of Indeed.com, and the importance placed on
information-gathering from job seekers, Indeed.com reviews are a good proxy for firm

reputation among low-wage employees.
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Company Rating N Mean | St. Dev.
Overall 51,319 | 3.47 1.23
Work-Life Balance 49,244 | 3.25 1.31
All companies Compensation & Benefits 49,067 | 3.43 1.30
Job Security & Advancement | 49,077 | 3.11 1.36
Management 49,087 | 2.99 1.41
Culture 48984 | 3.27 1.36
Overall 26,875 | 3.37 1.24
Work-Life Balance 25,829 | 3.14 1.30
Walmart Compensation & Benefits 25,746 | 3.36 1.30
Job Security & Advancement | 25,736 | 3.10 1.35
Management 25,731 | 2.87 1.40
Culture 25,673 | 3.16 1.36
Overall 3,011 3.33 1.27
Work-Life Balance 2,903 3.14 1.31
Sam’s Club Compensation & Benefits 2,896 3.14 1.35
Job Security & Advancement | 2,896 2.94 1.37
Management 2,901 2.85 1.41
Culture 2,896 3.15 1.37
Overall 11,318 | 3.61 1.25
Work-Life Balance 10,865 | 3.38 1.36
Amazon Compensation & Benefits 10,823 | 3.80 1.25
Job Security & Advancement | 10,828 | 3.18 1.40
Management 10,831 | 3.20 1.41
Culture 10,807 | 3.40 1.39
Overall 1,969 3.83 1.07
Work-Life Balance 1,862 3.63 1.17
Whole Foods Market Compensation & Benefits 1,858 3.74 1.13
Job Security & Advancement | 1,856 3.47 1.24
Management 1,859 3.33 1.33
Culture 1,854 3.76 1.24
Overall 8,146 3.57 1.17
Work-Life Balance 7,785 3.41 1.25
Target Compensation & Benefits 7,744 3.22 1.30
Job Security & Advancement | 7,761 3.05 1.33
Management 7,765 3.06 1.39
Culture 7,754 3.40 1.31

Table 3.1: Statistics for Indeed.com reviews used in our analysis,
January 2017-February 2020.

The reviews were collected in two separate web scrapes. The first occurred between
April 23 and 28, 2021, when I gathered all available reviews of Walmart, Sam’s Club,
Target, Amazon, and Whole Foods from Indeed.com, totaling 331,883 reviews. These
reviews spanned the time period between January 1, 2012 and April 23, 2020. The

second scrape occurred between May and July of 2023, during which I collected an
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additional 76,988 reviews, spanning the time between the end of the previous scrape
and May 2023. Both scrapes were then combined into a single data set of 408,871
unique reviews. Afterwards, I discarded reviews that were either from a location
outside of the United States or lacked complete location data, leaving 384,318 reviews.

Indeed.com com asks reviewers to specify whether they are current or former em-
ployees. In order to accurately conduct a DiD analysis, it is crucial to know whether
an employee is reviewing a current experience or a past one. This information is
ambiguous for former employees, who may be writing about a job that they left days,
months or years prior. If a former employee wrote their review after the intervention,
but actually stopped working before the intervention, their rating would distort the
effect that DiD attempts to measure. After eliminating reviews from former employ-
ees, 107,803 reviews remained in the data set, which is approximately 26.4% of the
previous total.

Figure 3-1 shows the monthly variation in the number of reviews left for Wal-
mart, Sam’s Club, Target, and Amazon on Indeed.com. Unsurprisingly, Walmart
had the largest number of reviews for nearly every month, as it is the largest em-
ployer in the United States. Sam’s Club (a subsidiary of Walmart) and Whole Foods
(a subsidiary of Amazon) have relatively few monthly reviews compared to their coun-
terparts. However, there are multiple factors common to all companies: though the
earliest reviews date back 2012, Figure 3-1 shows that the number of reviews left on
Indeed.com increased dramatically at the beginning of 2017. There was also a sharp
decrease in review frequency after the beginning of the pandemic in February 2020.
These two events are indicated by black dotted lines in Figure 3-1. To avoid com-
plications in our regressions caused by too few reviews, as well as to avoid potential
endogeneity introduced from the innumerable factors that complicated working dur-

ing the pandemic, this thesis investigates only reviews written between January 2017
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Figure 3-2: Average overall ratings for all companies, January 2017-
February 2020.

and February 2020. This time period is encapsulated between the two black dotted
lines in Figure 3-1, and consists of 51,319 reviews total.

Table 3.1 lists the number of reviews for each company, as well as the mean number
of stars given in each review category. From this table, we learn that Walmart and
Sam’s Club are rated the lowest in nearly every category, while Amazon and Whole
Foods Market are rated the highest. For the most part, the companies maintain
this relationship in the monthly averages of their ratings as well. Figure A-1 in the
appendix shows the monthly average rating fluctuates for each company in every
category; Figure 3-2 does the same, but focuses exclusively on the overall rating.
Notably, we see that the average overall rating of every company declines over the

study period. Walmart and Sam’s Club, which did not keep up with the minimum
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wage policies at the other three companies, appear to fall the most.

Figure A-2 in the appendix considers all reviews in the data set, regardless of
company, and shows the correlation between each of the different ratings categories.
We see that all review categories are positively correlated, and significantly so: a re-
viewer who gives a high rating in one category is likely to give a high rating in all other
categories, and vice versa. Certain categories are highly correlated with the overall
rating, such as “Culture” (coef=0.78), “Management” (coef=0.75), and “Work-life
balance” (coef=0.74). Notably, the weakest correlation coefficients occur between
“Compensation and Benefits” and the other categories. This information suggests
that a company’s reputation in regards to compensation is the least influential over
it’s overall reputation.

This thesis investigates polices that primarily affect lower wage workers, and
though Indeed.com tends to attract these types of reviews, some salaried and corpo-
rate employees also use the website. Each review on Indeed.com contains a job title,
which may be used to estimate the proportion of reviews originating from salaried
workers. Since reviewers are required to enter their own job titles (as opposed to
choosing from a standardized list), I assembled a list of job title keywords that fre-
quently indicate higher pay, such as “Pharmacist”, “Optometrist”, and “Engineer,”
listed in Table A.1 in the appendix. Reviews where the job title contained one of
these keywords was labeled as “likely salaried.” Employees with these types of jobs
are likely in a higher-earning income bracket, and are thus be less directly impacted
by a company increase in voluntary minimum wage.! Figure A-3 in the appendix gives
a full breakdown of “likely salaried” review counts. We found that “likely salaried”

positions were a small minority, accounting for only about 6% of the reviews. Since

'However, workers with “likely salaried” jobs may nonetheless be indirectly affected by voluntary
minimum wage increases due to their interactions with lower-earning colleagues who do receive a
raise. In particular, ratings categories such as “Company Culture” may register the impact of a
voluntary minimum wage increase amongst all earning brackets in an organization.
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I could not verify the wages that each reviewer received, I unfortunately have no
method to evaluate the accuracy of our classification. Therefore, I opted to include
“likely salaried” reviews in all of our regressions, with no distinction from “likely
unsalaried” reviews. However, to mitigate the potential bias of reviews from higher
earners in the estimates, I added fixed effects for job categories to our model. To
this end, reviews were sorted via a list of keywords into ten categories: manager, cus-
tomer service, warehouse, associate/cashier, picker/packer, food service, custodian,
pharmacist, driver, and other. The distribution of these jobs among the five compa-
nies is shown in Figure A-4 in the appendix. The companies share many of the same
popular job types; for instance, “Associate” is the most common job category among
all five. However, there are notable differences: Amazon has the highest proportion

of warehouse workers, and Walmart has the highest proportion of managers.

3.2 Ancillary data sources

The data set used in this study includes information and statistics from several other
sources. The first is the division of every zip code in the United States into one of
the 741 commuting zones in the United States. A commuting zone is a designated
geographical region, generally centered around a city, in which workers are assumed
to be willing to “commute” to jobs. Though they were originally defined by the U.S.
Department of Agriculture in the 1980, the most recent mapping of commuting zones
was completed by Fowler and Jensen (2020). It is assumed that workers living within
a particular commuting zone may switch their jobs with less friction because they
do not have to move homes. Therefore, a commuting zone theoretically represents
an individual labor market, with the assumption that all of the companies based in
that area are competing for the same pool of workers. I combined them with the

Indeed.com data set by obtaining a zip code for each review’s listed city and state



17

via Google Maps, then matching it to its associated commuting zone.

Data on regional median household income and unemployment rates were also
associated to every review in the data set. The former was obtained from the Ameri-
can Community Survey 5-Year Estimates, released by the U.S. Census. These surveys
provide yearly estimates of the median household income of each county in the United
States. Likewise, the U.S. Bureau of Labor Statistics provided unemployment esti-

mates for each zip code for every month between January 2017 and February 2020.



Chapter 4

Estimating the impact of minimum wage

changes on Indeed.com ratings

4.1 Empirical strategy

Firms in this thesis are separated into two groups: focal firms and competitor firms.
Both focal and competitor firms recruit from the same pool of workers at the bottom
of the wage distribution for similar types of jobs, and do so nationwide. However,
focal firms pay higher wages than competitor firms because they implement higher
voluntary minimum wage policies. Though competitor firms may also have voluntary
minimum wages, and may even try to match focal firm pay during a “wage war”,
focal firms eventually outpace competitor firm wage increases. Using this distinction
between firms, we measure the impact of voluntary minimum wages changes in three

distinct contexts:

1. How does a focal firm’s wage increase affect its own ratings when it suddenly

adopts a higher minimum wage than its competitor firm?

2. How does a focal firm’s wage increase affect its own ratings when it is caught

in an incremental wage war with a competitor firm?

3. How does a focal firm’s wage increase affect ratings of nearby competitor firms

that did not raise wages as high?

[ answer these questions by considering three large US retailers: Walmart (and

18
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its subsidiary, Sam’s Club), Amazon (and its subsidiary, Whole Foods), and Target.
All three of these companies compete with each other nationally to hire workers
for similar types of low-wage jobs. Amazon and Target are both focal firms that
implemented voluntary minimum wages to $15 per hour. Walmart is our prime
example of a competitor firm. It recruits for retail positions from the bottom of
the wage distribution, and though it does have a voluntary minimum wage, it does
not raise minimum wages above $11 per hour for the duration of our study. The
empirical strategy of this thesis exploits the similarity between these three firms,
as well as the divergence in their minimum wage policies, to measure the impact
of voluntary minimum wages on employer reputation using difference-in-differences
estimation. Specifically, three separate natural experiments shed light upon each of
the primary research questions. First, I investigate question (1) by comparing Amazon
with Walmart, as Amazon abruptly went from having no official minimum wage policy
to a $15 per hour minimum wage in October 2018. I next consider question (2) by
studying the the “slow-burning wage war” between Walmart and Target, in which
both companies gradually raised voluntary minimum wages in competition with each
other. Like Amazon, Target also increases its voluntary minimum wage to $15 per
hour, but with graduated increases over a period of four years. Finally, I approach
question (3) by exploiting geography, and comparing reputation of Walmart stores
close to a Target store with the reputation of Walmart stores far from any Target.
I measure how Target’s voluntary minimum wage increases affect the reputation of
nearby Walmart stores, which do not match Target’s wages but must nonetheless
compete for workers in the same labor market.

To ascribe a causal effect to our difference-in-differences estimations, I must make
one central assumption: there are no unobserved, time-varying, company-specific

factors that correlate with the voluntary minimum wage changes of the firms studied.
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This would cause endogeneity in the estimates, confounding the effect on employer
reputation that I ascribe to minimum wage policies. In other words, I assume that
there are no unobserved variables that vary for each company over time and also
influence whether that company changes its voluntary minimum wage. Difference-
in-differences methodology eliminates bias from other types of unobserved factors
in our model, including (a) firm-specific, time-invariant factors that influence policy
adoption, such as a company’s mission statement regarding employees; (b) factors
that vary with time but not between companies, such as fluctuations in consumer
spending over the holiday season; and (c¢) company trends, including any firm-specific
unobserved factors that vary over time consistently in a linear or quadratic form.

I estimate difference-in-differences models using use a two-way fixed effect

(TWFE) estimator for each natural experiment:
Yijt = Bwi + v Xije + 1 + T + €3¢, (4.1)

where y;;; represents Indeed.com rating for the i review submitted for company-state
j in year-month t.! Overall satisfaction ratings are arguably the most important,
as they are prominently displayed on each company’s Indeed.com profile page, but
we also regress on ratings for “Work-Life Balance,” “Compensation and Benefits,”
“Job Security and Advancement,” “Management,” and “Company Culture.” These
ratings allow us to explore the specific components of employer reputation that are
most influenced by voluntary minimum wages.

The dependent variable w;; represents the interaction between treatment and time

period following a voluntary minimum wage increase. Its coefficient, 3, has the stan-

'Recently, a flurry of papers have examined how TWFE DiD is frequently incorrectly applied to
staggered treatments; each proposes a slightly different solution. [Borusyak et al. (2023); de Chaise-
martin and D’Haultfceuille (2020); Callaway and Sant’Anna (2021); Sun and Abraham (2021); Baker
et al. (2021); Rambachan and Roth (2023)]. However, we avoid these issues by performing non-
staggered TWFE DiD only.
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dard interpretation of a coefficient of interest in a difference-in-differences model. It
estimates the amount an Indeed.com star rating increased or decreased in response to
a new voluntary minimum wage policy. In cases where 3 is positive and statistically
significant, I conclude that the minimum wage increase in question had a positive
effect on reputation. Likewise, when [ is negative and statistically significant, I con-
clude that the voluntary minimum wage increase had a negative effect on reputation.
In regressions where (3 is not statistically significant, I cannot reject the null hypoth-
esis: that the minimum wage increase did not cause any change in the employer’s
reputation.

I include a rich set of fixed effects in our model. Since the standard TWFE spec-
ification includes fixed effects for both unit and time, I incorporate both in equation
4.1. Every state has its own minimum wage set by law, so we define our units to be
the grouping of each company in each state (ie: all Targets in California, all Wal-
marts in Florida, etc.). Thus, 7; represents state-company fixed effects. In this study,
policy changes do not always occur at the same time of year; some occur in February,
others in October, etc. Therefore, we measure time in month-years, and include 7
as month-year fixed effects. In addition to the standard TWFE, I also incorporate
fixed effects for each job category present in the reviews for two reasons: First, it
controls for any influence that a specific position has on ratings, especially since job
titles are highly correlated with company. (For instance, the job title “Warehouse”
occurs frequently in Walmart and Amazon reviews, and very infrequently in Target
reviews.) Second, it reduces bias in our estimates from any reviews by higher-paid
workers that may be mixed into our data set. (Please see section 3 for a discussion
of the “likely salaried” reviews in our data.) We also include company name fixed
effects to account for variation in reviews from Amazon versus Whole Foods, as well

as Walmart versus Sam’s Club. Job title and company name fixed effects are included
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with other controls as part of X;j; in equation 4.1.

4.2 Reputational effects of a sudden voluntary minimum

wage increase: Amazon and Whole Foods

Now, I address the first research question: what happens to a firm’s reputation when
it suddenly increases its minimum wage above that of its competitor? Amazon took
this step in October 2018, announcing that the minimum wage for all employees
would jump to $15 per hour, far above both the federal minimum wage of $7.25
per hour. Hourly employees already earning $15 or more would also receive a $1.25
raise at this time. Prior to enacting this voluntary minimum wage policy, Amazon’s
starting compensation varied by location and state, and the median hourly wage was
$13.68 [Derenoncourt et al. (2021)]. Walmart, meanwhile, rose its own voluntary
minimum wage to $11 per hour in February 2018, from a previous policy of $10 per
hour. Amazon’s jump to a $15 voluntary minimum wage suddenly eclipsed Walmart’s
starting pay by $4 per hour.

To answer this question, I use a subset of our data set consisting of 36,579 reviews,
with Amazon and Whole Foods representing the focal firm, and Walmart and Sam’s

Club representing the competitor firm.?

The pre-period starts January 2017, when
there is a hike in the monthly number of reviews on Indeed.com for both companies.
The post-period starts in October 2018, when Amazon announces its $15 minimum
wage policy, and ends in February 2020, just before monthly Indeed.com review counts
decline due to the pandemic. Since Whole Foods was acquired by Amazon in August
2017, it was similarly affected by Amazon’s $15 wage increase in 2018, so we include

Whole Foods reviews in the focal group. To ensure that that our focal firm is directly

competing for workers in the same labor markets as our competitor firm, I only use

2Sam’s Club reviews are also included in the competitor group, as it is a subsidiary of Walmart.
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Rated Attribute Overall Work /Life Balance Compensation
Treat X Post 0.234*** 0.239*** 0.194**
(0.039) (0.043) (0.037)
Whole Foods 0.044 -0.042 -0.035
acquisition (0.055) (0.046) (0.046)
Prime Day —0.161*** —0.181*** —0.163***
strike (0.056) (0.068) (0.060)
Unemployment 0.021 0.086 —0.110**
rate (0.056) (0.080) (0.050)
Log median -0.015 -0.020 -0.001
household income (0.012) (0.017) (0.013)
Observations 36,579 35,127 34,999
R? 0.029 0.032 0.056
Adjusted R? 0.026 0.029 0.053
Residual Std. Error 1.231 1.309 1.264
(df = 36477) (df = 35025) (df = 34897)
Rated Attribute Job Security & Management Workplace Culture
Advancement
Treat X Post 0.232*** 0.228*** 0.213**
(0.047) (0.044) (0.042)
Whole Foods —0.103* -0.007 -0.028
acquisition (0.061) (0.062) (0.055)
Prime Day —0.158*** —0.192*** —0.182***
strike (0.057) (0.058) (0.061)
Unemployment 0.059 0.031 0.001
rate (0.054) (0.061) (0.068)
Log median -0.002 -0.021 -0.020
household income (0.012) (0.017) (0.014)
Observations 34,999 35,005 34,930
R? 0.023 0.029 0.028
Adjusted R? 0.021 0.026 0.025
Residual Std. Error 1.353 1.391 1.359
(df = 34897) (df = 34903) (df = 34828)

Note: *p<0.1; *p<0.05; **p<0.01

Table 4.1: Regression coef. using Amazon.com and Whole Foods as
the treatment group, with Walmart and Sam’s Club as the control.
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Figure 4-1: Event study plot of DiD regression featuring Amazon
as the treatment, Walmart as the control, and overall rating as the
dependent variable.

Walmart and Sam’s Club reviews from stores in the same commuting zone as at least
one Amazon warehouse or Whole Foods grocery.?

Figure 4-1 shows the event-study plot of this time-series data set, regressing on
overall ratings. Event-study plots are a recommended practice for visually assessing
pre-trends in data used for difference-in-differences estimations|Roth et al. (2022),
Rambachan and Roth (2023)]. This makes it possible to evaluate whether the paral-
lel trends assumption (PTA) is a reasonable assumption in the natural experiment we
are studying. The parallel trends assumption (PTA) presupposes that, without treat-

ment, the difference in outcomes between the treatment and control groups does not

3It is difficult to assess the exact boundaries of Amazon’s reach into the United States labor
market, as Amazon hires contractors across the country as Amazon Flex Drivers and Delivery
Service Providers. I do not have complete information about these types of hires, and therefore
cannot precisely know the commuting zones in which they are present. However, for the purposes of
this study, I consider Amazon to be present in commuting zones where it has a physical warehouse.
This includes large fulfillment and sortation centers, as well as smaller delivery stations.
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vary over time. If we see that parallel trends holds before treatment, we then assume
that the parallel trend would have continued in the absence of treatment. Measuring
how much farther the ratings diverge (or converge) from parallel during the treatment
period allows us to estimate the impact of the voluntary minimum wage increase. Sev-
eral recent papers have examined the problems inherent to the PTA. It is not always
a valid assumption, and authors have proposed several alternatives [Freyaldenhoven
et al. (2021), Kahn-Lang and Lang (2020), Dette and Schumann (2020)]. We assume
that the PTA applies in this particular study, and justify our assumption using event
study plots.*

Event-study plots graph a coefficient of interest, (;, for each time period. In this
paper, each [3; is a coefficient of the interaction between treatment status and an
indicator for each month of the study. [; is plotted with error bars that show the
95% confidence interval of the estimation. If we see an upward or downward trend in
B in the pre-period, we know that the ratings for focal firms are not evolving parallel
to the competitor firms, rendering the PTA invalid. Instead, if we see that all or most
of the confidence intervals for f3; in the pre-period encompass zero, we gain assurance
that ratings did not show pre-trends and the PTA holds. Likewise, error bars that
do not encompass zero in the post-period reassure us that the model is measuring a
treatment effect. In addition to providing insight about parallel trends in the data,
event-study plots also allow us to visually evaluate how treatment effects may have
varied over time. Month-by-month estimates of j; allow us to see if there are any
post-intervention trends, in which treatment effects may increase or diminish over the
course of the study.

In Figure 4-1, time is plotted in monthly increments on the x-axis, with the pre-

4Even if the event-study plot shows parallel trends in the pre-period, there is no guarantee
that parallel trends would have continued in the post period without the intervention. There is
no remedy for this issue in difference-in-differences analysis, and is one of the disadvantages of
researching natural experiments.
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period colored red and the post-period colored blue. The average effect of belonging
to the treatment group is measured on the y-axis. According to convention, we set
the baseline effect to the 3 for Quarter 3 of 2018, as this is the last time period before
intervention. Effects in all other months are estimated in relation to this baseline.
For instance, in Quarter 3 of 2018, when that Amazon raised minimum wage to $15
per hour, the average effect is estimated to be 0.26. This means that overall ratings
for Amazon in Quarter 4 of 2018 were, on average, 0.26 stars higher than ratings in
the third quarter of 2018. DiD methodology enables us to attribute this increase to
Amazon’s change in policy. Since the 95% confidence interval of this point does not
encompass the baseline at September 2018, this change is statistically significant. In
contrast, the average Amazon rating measured in Quarter 3 of 2017 is 0.17 points
higher than in Quarter 2 of 2017, but the confidence over overlaps with the baseline,
so there is no measurable treatment effect over this period of time. This result is
expected, Amazon had not yet implemented a voluntary minimum wage in August
2018.

Figure 4-1 shows that the majority of the confidence intervals for §; in the pre-
treatment period overlap the baseline, indicating no effect. However, there are some
months where treatment effects do not conform to our expectations. In particular,
there is a noticeable rise and subsequent decline in 3;, beginning in Quarter 4 of 2017
. This fluctuation may be partially explained by is Amazon’s acquisition of Whole
Foods Market in August 2017, delineated by a green line on Figure 4-1. To help
control for the effects of this event, we added a shock to our regression model for
August 2017, the month that the acquisition was finalized. Since this shock occurs
over a year before the start of the intervention, we believe that it does not bias
our results. Despite some small micro-trends, there are no consistent upwards or

downwards trends in §; during the pre-treatment period, validating the PTA as a
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reasonable assumption.

In contrast, a majority of the post-intervention confidence intervals do not overlap
the baseline, substantiating our hypothesis that Amazon’s $15 minimum wage policy
positively affected Indeed.com ratings. The effects are relatively evenly distributed
evenly over time, with the exception of Quarter 3 in 2019. This dip in §; coincides
with the Amazon Prime Day Strike of July 2019, in which workers at an Amazon Ful-
fillment Center in Shakopee, Minnesota organized a protest over working conditions.
The strike in Minnesota spurred solidarity walk-outs at other Amazon locations, and
garnered considerable media attention. Amazon has never given a press releases de-
tailing how workers” demands were resolved after the strike, but the event study plot
shows a steady restoration of average Indeed.com ratings for Amazon in the months
following the protest. Though we do not control for this event in our event-study
plot, we added a shock to our regression model, Amazon Prime Day 2019, to sepa-
rate its reputational impact from our measurements of minimum wage effects. Since
this shock occurs nine months after the intervention, we believe it does not bias our
results. Event study plots for regressions on the other five ratings subcategories tell
a similar story, and may be found in Figure A-5 in the appendix.

I present the regression results in Table 4.1. The model shows that Amazon’s
$15 voluntary minimum wage policy led to a significant increase in ratings, with
overall scores rising by 0.234 stars on average. There is a 0.194 star increase in the
“Compensation and Benefits” rating, which is unsurprising, as this subcategory is
specifically related to wages. However, other ratings subcategories that are theoret-
ically unrelated to compensation, such as “Management” and “Workplace Culture,”
also increase. In fact, the highest average ratings benefits are in the “Work/Life
Balance” and “Job Security and Advancement” subcategories, which receive 0.239

and 0.232 point increases respectively. These results suggest that when Indeed.com
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reviewers receive a raise, they tend to rate all aspects of their job more favorably.
Thus, a voluntary minimum wage increase may benefit a company’s reputation far
beyond the scope of compensation.

In addition to the results for our coefficient of interest, notice that the Prime
Day strike had a significant negative impact on Amazon’s reputation in all ratings
categories. The shock in our model measured a -0.161 point decline in average overall
rating during Quarter 3 in 2019. The average Management rating was particularly
affected, dropping 0.192 stars during the strike. Though the event study plot in Figure
A-5 suggests that the reputational effects of the protests were short-lived, they were
particularly strong, often eclipsing the average benefit of the $15 voluntary minimum
wage. The other shock added to our model only yielded statistically significant results
in one ratings category: job security ratings decreased on average by 0.103 stars during
the quarter that Amazon acquired Whole Foods, perhaps reflecting the insecurity that
Whole Foods workers felt under their new parent company. The coefficients of these
shocks show that large, publicized company events, such as strikes and acquisitions,
may have a large, measurable impacts on a company’s reputation. Though the shocks
to ratings are temporary, the reviews capturing them are preserved on Indeed.com
and may be viewed by potential employees long into the future.

These results indicate that a large, sudden voluntary minimum wage increase ben-
efits a firm’s reputation across multiple dimensions, not merely those related to com-
pensation. When reviewers receive a raise, they rate their experiences with “Work-Life
Balance,” “Job Security,” “Management,” and “Workplace Culture” more favorably.
This finding has implies that firms may improve all aspects of their reputation with
just one policy change. On the other hand, the Prime Day strike had a negative
impact across all ratings categories as well. This suggests that negative shocks also

impact all aspects of a firms reputation, and not exclusively categories directly related
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to the shock.

4.3 Reputational effects of a “quiet wage war”: Target v.
Walmart

The next analysis studies the effect of a slow-burning wage war on a focal firm’s
reputation. In the previous section, I investigated what happens to firm’s reputation
when it suddenly raises its voluntary minimum wage $4 higher than its competitor.
However, in a wage war, two firms compete with each other incrementally over time,
each trying to outpace the other with small wage increases. When the focal firm raises
its voluntary minimum wage by $1 or $2, the competitor firm “catches up” by raising
its wage to match soon after. This kind of wage war must be studied differently
than the previous example, as we cannot divide the experiment into a single pre- and
post-period. Instead, it is crucial to consider how the wages at both firms evolve
in relation to each other over time, and measure the impact of each wage difference
along the way.

Target is the focal firm and Walmart is the competitor firm in this analysis. Both
companies are large department store retailers offering similar products, and they
compete with each other throughout the United States to hire workers for similar
jobs. Between 2015 and 2018, Walmart and Target engaged in a wage war with each
other. Figure 2-1 shows how Target (blue line) and Walmart (red line) both slowly
increased their voluntary minimum wages $1-2 at a time over the course of several
years. The two companies maintained similar wages until October 2018, when Target
moved to $12 per hour. At this point, Walmart ceased raising its voluntary minimum
wage, while Target steadily increased until it reached $15 per hour in July 2021. Their
competitive trajectory creates an ideal natural experiment for analyzing the effect of

wage wars on company reputation.
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Rated Attribute Overall Work/Life Balance Compensation
Treat X $1 difference -0.082* -0.087* -0.014
(0.037) (0.038) (0.037)
Treat X $2 difference 0.044 0.012 0.113**
(0.032) (0.035) (0.033)
Unemployment 0.0005 0.001 -0.016**
rate (0.008) (0.008) (0.008)
Log median -0.038 0.023 -0.121%
household income (0.038) (0.048) (0.037)
Observations 36,874 35,407 35,282
R? 0.023 0.025 0.029
Adjusted R? 0.021 0.023 0.027
Residual Std. Error 1.220 1.282 1.288
(df = 36796)  1.282 (df = 35329) (df = 35204)
Rated Attribute Job Security & Management Workplace Culture
Advancement
Treat X $1 increase -0.121% -0.080** -0.103**
(0.039) (0.034) (0.046)
Treat X $2 increase -0.012 0.059* -0.002
(0.037) (0.035) (0.035)
Unemployment 0.001 0.004 0.002
rate (0.009) (0.010) (0.009)
Log median 0.069 0.037 -0.022
household income (0.046) (0.043) (0.049)
Observations 35,291 35,294 35,217
R? 0.020 0.020 0.020
Adjusted R? 0.017 0.018 0.018
Residual Std. Error 1.335 1.389 1.340
(df = 35213) (df = 35216) (df = 35139)

Note: *p<0.1; *p<0.05; **p<0.01

Table 4.2: Regression coefficients using Target as the treatment group,
with Walmart and Sam’s Club as the control.
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In this analysis, I use 36,874 reviews from Target stores and Walmart stores within
the same commuting zone as at least one Target. The study period begins in January
2017, when there was a sudden uptick in the number of reviews left for both companies
on Indeed.com. It ends in February 2020, at the beginning of the pandemic, when
Target’s wage is $13 per hour.

In a traditional difference-in-differences estimation, wj;; is the interaction between
an indicator representing membership in the treatment group with an indicator rep-
resenting the post-period. However, there are no clear pre- and post-treatment in
this experiment, as both companies increase their voluntary minimum wages several
times, and their wages overlap at different time periods. Instead of over-simplifying
this dynamic and evolving relationship to fit a standard two-period model, I split the
post-period into two separate intervals. I keep the treatment indicator the same, but I
interact it with a variable wj;,, where q represents the wage difference between Target
and Walmart in the that time period. For instance, the value for wj,, is the indicator
variable for months when Target pays $1 more per hour than Walmart. This corre-
sponds to two separate intervals in the data: (1) from January through September
2017, when Target paid $10 per hour and Walmart paid $9 per hour , and (2) from
October 2018 through May 2019, when Target paid $12 per hour and Walmart paid
$11 per hour. Similarly, w},, and w},, is an indicator variable for Target paying $2 per
hour more than Walmart as well. Defining wj;, in this way estimates impact beyond
a single policy change. It measures the effect of the wage war on Target’s reputation
separately for each magnitude of the wage gap.

Figure A-6 in the appendix shows the event study plots estimating the effect of
minimum wage changes on Target’s Indeed.com ratings. As before, the x-axis mea-
sures time in months, and the y-axis measures average treatment effects. We divide

the time periods based on the difference between Target and Walmart’s voluntary
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minimum wages. Red periods indicate that Target and Walmart pay the same min-
imum wage; green, blue, and purple periods indicate time periods in which Target
pays a $1, $2, and $4 higher minimum wage than Walmart, respectively. Since there
is no conventional pre-period, the choice of reference period is arbitrary. We choose
Quarter 3 in 2019 as the baseline, as it is the last time period in which both Target
and Walmart offer the same minimum wages.

Table 4.2 show the results for these experiments. It shows that Target has lower
ratings than Walmart when its minimum wage $1 above Walmart’s. There is a sta-
tistically significant decrease in every ratings category except compensation, ranging
from -0.8 stars (management) to -.121 stars (job security). However, at $2 above Wal-
mart’s minimum wage, Target’s compensation ratings do improve by 0.113 stars. The
other ratings categories also increase, but only enough to effectively match the ratings
given to Walmart. These results imply that when a firm is caught in a wage war,
reviewers may acknowledge their $1 or $2 wage advantage in compensation ratings,
but they may also judge the other aspects of their jobs more harshly. The reviewers
in this experiment give lower ratings to Target in categories not related to compensa-
tion. It is interesting to note that unemployment rates and median household income
also have significant and negative coefficients in the compensation regression.

However, in Figure A-6, we note that the confidence intervals for most monthly
estimates overlap with the reference period throughout the course of the study. Ap-
parent fluctuations in the [, estimates are overwhelmed by confidence intervals, which
always include zero. These event study plots cast doubt on the findings of the re-
gressions. To test whether the ambiguity of the results could be resolved by more
data, I conducted similar regressions over a longer period of time, encompassing the
pandemic up through the start of 2023, when Target had raised its voluntary mini-

mum wage over $15 per hour.” However, the robustness tests yielded no significant

5All necessary indicator variables for $3 and $4 wage differences between Target and Walmart
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coefficients, further calling the results in the section into question. In conclusion,
we do not yet have enough evidence to reject the null hypothesis in the wage war
experiment, and further study is needed. Preliminary results suggest that there may

be an effect.

4.4 Reputational effects of a voluntary minimum wage on
the competitor firm: Proximal v. Peripheral Walmart

locations

In our final analysis, we investigate how a focal firm’s voluntary minimum wage
policy affects nearby, non-participating firms’ reputations by studying how Walmart’s
Indeed.com reviews respond when a nearby Target increases wages. To do this, we
split Walmart and Sam’s Club reviews into two groups based on their distance from
the focal firm. The treatment group contains reviews from Walmart and Sam’s Club
locations in the same federally-designated commuting zone as at least one focal Target;
this is called the proximal group [Fowler and Jensen (2020)]. In contrast, the control
group contains only stores in commuting zones that do not have any Target locations;
this is called the peripheral group. Walmarts in the proximal group are forced to
compete with Target firms to hire workers, while Walmarts in the control group do
not.% I determine treatment areas using proximity to Target rather than Amazon,
as it is difficult to determine the boundaries of Amazon’s expansion into various
labor markets. Besides employees at physical locations such as warehouse, sorting,

and distribution facilities, Amazon hires drivers as Flex Drivers and Delivery Service

were added to the regression equation.

6In a paper that has recently been retracted, Derenoncourt et al. (2021) proposed Walmart
stores in the proximal group are the most likely to experience positive spillovers from nearby firms
increasing wages. Though the conclusion of this paper has been challenged, the methodology for
using commuting zones to determine the borders of labor markets is nonetheless extremely useful.
Therefore, I borrow methodology from Derenoncourt et al. (2021) to separate Walmart stores into
groupings of proximal and peripheral.
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Rated Attribute Overall Work/Life Balance Compensation
Treat X $1 difference 0.052 0.061 0.081
(0.055) (0.050) (0.060)
Treat X $2 difference -0.099** -0.109*** -0.094**
(0.042) (0.040) (0.043)
Unemployment 0.002 -0.006 -0.008
rate (0.011) (0.010) (0.009)
Log median -0.016 0.039 -0.071
household income (0.047) (0.060) (0.044)
Observations 29,886 28,732 28,642
R? 0.020 0.020 0.033
Adjusted R? 0.017 0.017 0.029
Residual Std. Error 1.229 1.293 1.285
(df = 29784) (df = 28630) (df = 28540)
Rated Attribute Job Security & Management Workplace Culture
Advancement
Treat X $1 difference 0.033 -0.003 0.047
(0.051) (0.063) (0.062)
Treat X $2 difference -0.173*** -0.137** -0.122%*
(0.042) (0.042) (0.047)
Unemployment 0.006 0.003 0.003
rate (0.010) (0.011) (0.012)
Log median 0.080 0.005 -0.016
household income (0.052) (0.050) (0.062)
Observations 28,632 28,632 28,569
R? 0.024 0.019 0.016
Adjusted R? 0.020 0.016 0.013
Residual Std. Error 1.336 1.388 1.348
(df = 28530) (df = 28530) (df = 28467)

Note: *p<0.1; *p<0.05; **p<0.01

Table 4.3: Regression coefficients using proximal Walmart and Sam’s
Clubs stores as the treatment group, and peripheral Walmart and Sam’s
Clubs as the control.
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Partners throughout the country. Amazon hires in practically every commuting zone
in the United States, whereas Target does not.

Since I am once again using Target wages as the treatment group, I set up the
experiment the same way as we did in section 4.3. w;; represents the interaction
between a treatment indicator and a variable representing the difference between
Target and Walmart’s minimum hourly pay, allowing our regression to estimate the
impact of the wage war on Walmart’s Indeed.com ratings for every value of its wage
difference with Target.

Results are shown in Table 4.3. While a $1 improvement in wages at Target has
no significant effect on Walmart’s ratings, Walmart ratings decrease in every category
with a $2 improvement. “Compensation and Benefits” ratings decrease by 0.094 stars,
which implies that, even though proximal Walmart employees have not had their
wages reduced, they are rating their own wage less favorably after Target employees
begin making $2 more. Reviewer pessimism seems to spread to other aspects of the
job as well: overall ratings decline by 0.099 stars on average, and “Job Security and

7

Advancement” ratings decrease lose an average of 0.173 stars. These results suggest
that voluntary minimum wage policies not only affect a focal firm’s reputation, but the
reputations of its competitors as well. Notwithstanding, these same Walmarts may
have suffered a negative reputational shock from Target’s minimum wage increase.
This evidence suggests that reviewers do not evaluate their job satisfaction based
solely on their own individual work experience. If they know that employees at other
companies are being paid more for similar work, it may negatively affect how they
perceive their own workplace. Perhaps wage wars do not only benefit the reputation
of the winners; they also damage the reputation of the losers. Thus, the benefits

of winning a wage war are amplified for focal firms, as they benefit not only from

their own improved reputation, but also from the deteriorated reputation of their
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competitors.

However, yet again, the event study plots cast doubt on the statistical significance
of the regression findings. Figure A-7 in the appendix contains the event study plots
for this experiment, using the same format described previously. Here, we see that
the confidence intervals for nearly all time periods overlaps with the baseline in nearly
all of the ratings categories. Quarterly effects are not detectable in the plots due to
the size of the confidence intervals. Similar to the robustness check conducted in
Section 4.3, I expanded the time period to beyond the beginning of the pandemic, to
include reviews up until 2023. However, DiD regression also did not yield significant
coefficients. More data and further study are needed to confirm the findings of this

regression.



Chapter 5

Exploring methods for measuring impact

of minimum wage changes in review text

The regressions in Chapter 4 examine how a voluntary minimum wage policy affects
the number of stars that a viewer leaves on a company review. However, it does not
use any of the textual data from the reviews, which contain a wealth of information
that is not necessarily captured by ratings. For instance, one benefit of the open-
ended questions in reviews is that they do not restrict respondents to a particular
domain. Instead, they capture the “gut reaction” of reviewers, who are more likely to
discuss the topics that are of primary importance to them [Ferrario and Stantcheva
(2022)]. The text responses in the Indeed.com data set have the potential to an-
swer many questions in this thesis, such as: do the ratings subtopics measured by
Indeed.com (such as “Work-Life Balance,” “Job Security,” etc.) accurately reflect the
most important aspects of worker’s jobs? Or do employees at Walmart, Amazon, and
Target care more about other topics that are not rated? Is there a change in the way
that employees talk about their company after a minimum wage increase? Can that
change be measured and used as a variable in a regression? If so, can we establish a
causal relationship between voluntary minimum wage implementation and a change
in language?

In this chapter, I attempt to answer these questions by focusing on the natural
experiment from Chapter 4 with the largest measurable effect: Amazon vs. Wal-

mart. Section 5.1 covers the background of how natural language processing (NLP)

37
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techniques have been applied to economic research in the past. It also discusses
new developments in large-language models (LLMs) released by companies such as
Anthropic and OpenAl, which excel at zero-shot learning and are changing the land-
scape of how computers analyze text. In Section 5.2, I use several topic modeling
algorithms, such as LDA, NMF, Top2Vec, and BERTopic, to discover issues that are
frequently discussed in review text. I compare this to output from Claude, a propri-
etary LLM released by Anthropic that specializes in summarizing large amounts of
text. The results of these techniques show that there are two topics that are not rated
by Indeed.com, but are frequently mentioned in reviews: (1) “Hours and Scheduling,”
and (2) “Workload and Pace.” Section 5.3 then demonstrates using ChatGPT-4, a
LLM released by OpenAl, to provide a zero-shot summary of how both of these top-
ics are described in each review. The summaries are then classified as being either
“positive,”, “neutral, or “negative” using two separate LLMs for sentiment analysis:
ChatGPT and RoBERTa. Finally, in Section 5.4, I use the sentiment scores from Sec-
tion 5.3 as the dependent variable in the same DiD regression from 4.1, and measure

the impact of voluntary minimum wage policies on how Amazon employees describe

both “Hours and Scheduling” and “Workload and Pace.”

5.1 Natural Language Processing applications to economet-

rics

Large-scale text data presents a constantly-evolving wealth of information to
economists. Every day, millions of individual thoughts and opinions are posted on
the internet in the form of Tweets, Reddit posts, product reviews, blogs, and articles,
etc. Each of these sources can be mined for information, which may then be studied
to identify trends and make predictions. Meanwhile, there is a revolution in how com-

puters use, analyze, and output textual information. The emergence of transformer
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architecture and BERT in 2017 and 2018 advanced the field of natural language pro-
cessing, smashing several natural language processing benchmarks [Vaswani et al.
(2017), Devlin et al. (2018)]. Commercial entities such as OpenAl, Anthropic, and
Google have released closed-source chat bots based on large language models with
billions of parameters that are able to parse large quantities of text for a variety of
zero-shot tasks. There is now the opportunity to develop techniques and methods
for using LLMs for use in economic research, particularly for improving methods in
sentiment analysis. Recently, several authors have pointed out the potential for LLMs
to process written data for economics research by performing tasks such as parsing
and summarizing text, as well as improving sentiment analysis [Korinek (2023), Ash
and Hansen (2023)].

Sentiment analysis is a sub-field of natural language processing in which a com-
puter algorithm categorizes a document based on the prevailing “sentiment,” or emo-
tion, it communicates. Frequently, sentiment analysis classifies texts as either “nega-

%«

tive,” “neutral,” or “positive;” these categories may also be represented numerically,
as there is a logical progression from “negative” to “positive,” just as there is a log-
ical progression from one to three stars in a review. Sentiment analysis it is widely
applied in economics to classify and interpret written data [Gentzkow et al. (2019),
Ash and Hansen (2023)]. There is even a sub-field of econometrics dubbed “sento-
metrics,” a portmanteau of “sentiment” and “econometrics” [Algaba et al. (2020)].
Sentometric research is characterised by regressions that include a numerical mea-
sure of sentiment as either a dependent or independent variable. Frequently, natural
language processing techniques are used to create a sentiment score, ranging from sim-
ple word-frequency techniques to large-language model sentiment scoring. Changes

of these scores over time serve as a proxy for changes in writers’ sentiment over time.

The sentiment of a document is commonly determined at the document or sentence
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level of a text; however, categorization is not always straightforward. For example,
consider a hypothetical employee review that states, “The pay was decent, but my
manager was always cranky and rude.” This sentence contains both positive and
negative information about the job, and therefore challenges basic sentiment analysis
techniques because it does not fit neatly into either category. In contrast, fine-grained
sentiment analysis seeks to categorize sentiment by topic, instead of by document.
Traditional sentiment analysis might consider this review to be “nuetral” because it
mentions a balanced amount of pros and cons. The goal of fine-grained sentiment
analysis, however, would be to rate “Compensation” and “Management” separately,
for which we would expect it to provide “positive” and “negative” classifications,
respectively.

Several NLP techniques have been adapted to produce fine-grained sentiment
analysis, including large language models. Yang et al. (2021) and Lengkeek et al.
(2023) both trained supervised BERT and RoBERTa respectively for fine-grained
sentiment analysis. Their models extract the main finance-related topics from the
text and score their associated sentiments simultaneously. However, this model cannot
compete with one- or few-shot learning methods. It requires a large, labeled data set
for fine-tuning on a particular topic.!

Consoli et al. (2022) has developed an unsupervised model for fine-grained senti-
ment analysis for financial text. Their approach utilizes a lexicon dictionary to find
terms associated with a particular topic, which it searches for in each document. It
then uses dependency parsing to determine the modifiers for the search terms, and
scores the modifiers to calculate a sentiment rating. This method performs roughly
as well as a fine-tuned model on the authors’ data set, with the added benefit of

being unsupervised. However, this method does not take advantage of large-language

In Yang et al. (2021) and Lengkeek et al. (2023), the models are trained for sentiment analysis
on topics in finance.
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models, and the new opportunities that zero-shot learning provides.

While LLMs built on BERT have set new benchmarks for sentiment analysis,
they have struggled with the separating out fine-grained sentiments based on topic
[Devlin et al. (2018), Consoli et al. (2022)]. Several proprietary LLMs excel at zero-
shot summarization, which may be utilized to extract information about a particular
topic from a text; the summary may then be scored for sentiment analysis separately
using BERT or other LLMs. Zhang et al. (2023) finds that the Instruct Davinci
model offered by OpenAl is capable of completing zero-shot summarization tasks on
two popular benchmark data sets with the same accuracy as human writers. The
main difference between the human versus Al-generated summaries is that humans
tend to paraphrase the document, whereas Instruct Davinci copies entire phrases
from the original text into a grammatically coherent summary. For editors concerned
about plagiarism, this may be a downside to using OpenAl models. However, for the
task of extracting topic-relevant information from reviews, it is actually beneficial.

Though they excel at zero-shot learning, LLMs offered by companies such as
OpenAl, Anthropic, and Google also have drawbacks. Each of these companies only
provides end-user access to their models, which obscures their inner workings and
makes their output inconsistently reproducible. There is also evidence that the quality
of these models is not consistent over time.? The LLMs produced by OpenAl and
Anthropic are effectively black boxes, so users may only speculate as to when and
how updates to the model occur, and how those updates might affect performance on
a given task at a given time.

However, despite their opacity, these proprietary LLMs also have distinct advan-
tages. OpenAl and Anthropic have the capital resources to train extremely large

models on vast datasets. For instance, though OpenAl has not publicly disclosed

2For instance, Chen et al. (2023) found that ChatGPT-4 responses to math, code generation,
and visual reasoning prompts degraded substantially in accuracy between March and June 2023.



42

exact figures, it is speculated that the ChatGPT-4 model has about 1.7 trillion pa-
rameters, and was trained at a cost of over $10 billion.> This enormous investment
has allowed the company to create a product that performs much better than com-
parable open-source LLMs. As such, ChatGPT is now considered state-of-the-art

software for many NLP tasks, and is used broadly in many areas of research.

5.2 Discovery of ‘hidden’ categories using topic analysis

In this section, I group all 40,162 reviews from Amazon, Whole Foods, and Walmart
together as one set of documents, and I use five separate unsupervised topic modeling
techniques to analyze them. The purpose of this analysis is to see if the same topics
rated on Indeed.com (“Work-Life Balance,” “Compensation and Benefits,” “Job Se-
curity and Advancement,” “Management,” and “Workplace Culture”) re-emerge from
the text. Are these the topics important enough to reviewers that they frequently
mention them? Are there other important “hidden” topics discussed in the reviews
that are not rated by Indeed.com?

The first four topic analysis algorithms are commonly used to analyze text in the
social sciences: LDA, NMF, Top2Vec, and BERTopic [Egger and Yu (2022)]. LDA,
or Latent Direclect Analysis, is a Bayesian process that randomly assigns words in
the text to topics, then iteratively reassigns them until the distribution topics in
documents converges to a Direchlect distribution [Blei et al. (2003)]. In contrast,
NMF, or Non-negative Matrix Factorization, represents all words as rows and all
columns as topics in a large matrix. The matrix is then decomposed into a feature
matrix and coefficients matrix that reproduce a reasonable approximation of the

original matrix when multiplied.* Each value in the feature matrix then represents the

3Vitalli Shevchuk, 2023. https://levelup.gitconnected.com/gpt-4-parameters-explained-
everything-you-need-to-know-e210c20576¢ca

4The decomposed matrices are not calculated precisely, but approximated via a less computa-
tionally intensive optimization algorithm, as detailed in Naik (2016).
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importance of a word (row) in a topic (column), resulting in an inherent clustering
[Choo et al. (2013)]. Top2Vec analysis is a topic analysis adaptation of Google’s
Word2Wec algorithm. First, it projects words in the text into a low-dimensional
Word2Vec representation based on its proximity to other words, then runs a clustering
algorithm on the vectors in the lower-dimensional space [Angelov (2020)]. BERTopic
operates similarly to Top2Vec, except it clusters word representations produced by
BERT instead of Word2Vec [Grootendorst (2022)].

Though they employ various methods to create topic categories, each of these
algorithms represents topics in a similar way: as ranked groupings of words from the
text. The topics are output in a ordered hierarchy from “most” to “least” important,
based entirely on the algorithm’s own particular scoring system: Topic 1 is the group
of words that receives the highest score in the algorithm, Topic 2 is the group of
words that receives the second highest score, etc. The topic scoring system for each
algorithm is completely different based on the strategy that it uses to cluster words
into groupings. Similarly, each word has a rank within each topic: Word 1 has the
highest score in the topic, Word 2 has the second highest score in the topic, etc®

The number of words per topic is part of the input at initialization in each of
these four algorithms. Though there are methods for determining the appropriate
number of topics, this decision may also be arbitrarily made by the researcher. For
ease of comparison, I analyzed the top 10 topics listed by each algorithm, at a size of
10 words per topic. Tables A.2, A.3, A.4 and A.5 in the appendix list the words and
topics that each algorithm returned from the Amazon-Walmart review data set. The
topics come as a list of words, not a label, and it is not always clear how the words
relate to each other, if at all; thus, they all require interpretation. Therefore, in the

last row of each table, I offer my judgement of what each topic may represent, and

For an in-depth discussion of how these scores are calculated, please refer to Blei et al. (2003)
for LDA, Choo et al. (2013) for NMF, Angelov (2020) for Top2Vec, and Grootendorst (2022) for
BERTopic.
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whether or not it potentially matches with one of the Indeed.com subratings.
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The fifth tool I employ for topic modeling is Claude, a proprietary LLM chatbot
released by Anthropic. It differs from other comparable commercial chat bots in
that it is specifically adapted to summarize large documents. It has a relatively
large input limit of 100,000 tokens, which means that it can evaluate approximately
20,000-25,000 words, or about 1,000 Indeed.com reviews, at once. When I conducted
this experiment, Claude was not commercially available and only provided a limited
beta version that would not allow me to query my entire data set. Therefore, to use
it for topic modeling, I randomly sampled five batches of 1,000 reviews each, and
queried Claude to summarize the top 10 topics of each batch. An example of one
of these queries may be seen in Table A.6. In contrast to the previously mentioned
unsupervised models, Claude provides a list and description of each of the topics,
making the meaning of its output much less ambiguous. However, Anthropic does
not offer details on Claude’s architecture and training, so the process that generates
its output remains opaque.

Table 5.1 summarizes the results of all five topic modeling algorithms when applied
to the Amazon-Walmart review dataset. The first five columns in italics represent
topics specifically rated on Indeed.com. The last four represent topics that were not
present on Indeed.com, but repeatedly emerged in various methods of topic analysis.
The rows list the ranked topics from LDA, NMF, Top2Vec, and BERTopic methods
that pertain to each category. “Not found” is listed when the topic was not identified
that particular method of topic analysis.® Since the Claude API summarizes topics
in the form of natural language text, the final row lists how many times out of the
five batch trials that a particular topic was mentioned in Claude’s summary.

The first result we notice in Table 5.1 is that both Claude and LDA reliably iden-

tify the five subtopics for which Indeed.com collects ratings. NMF, Top2Vec, and

6See the top 10 words comprising the topics for each method in Tables A.2 A.3, A.4 and A.5 in
the appendix.
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BERTopic have more sporadic results. All five algorithms identify “Job Security”
and “Workplace Culture” as one of their top 10 topics, but only 3 out of 5 recognize
‘Management” or “Compensation.” “Work-Life Balance” is only identified as a topic
by LDA and Claude. However, that fact that all five of Indeed.com’s ratings subcat-
egories emerge repeatedly in the algorithms confirms that they are important topics
to reviewers.

There are four topics that show up repeatedly in each of the topic analysis al-
gorithms, but do not concretely belong to one of the five ratings categories on In-

deed.com:

1. A topic identified by words such as “fast,” “pace,” “lifting,” and “deadline,”

which I will refer to “Workload and Pace.”

2. A topic identified words such as “shift”, “hour,” “flexible,” and “schedule,”,

which I will refer to as “Scheduling and Hours.”

bR AAY

3. A topic identified by words such as “morale,” “physically draining,” and “dis-

respectful,” which I will refer to as“Working Conditions.”

MW MW

4. At topic identified by words such as “cashier,” “associate,” “unloading trucks,”

and “stock shelves,” which I will refer to as “Job Tasks.”

Of these new topics, all five of the algorithms identified “Workload and Pace” as im-
portant to reviewers. In all five 1,000-review analyses, Claude also pinpoints “Schedul-
ing and Hours” as a recurring topics for reviewers. LDA analysis also picks up on this
topic, though NMF, Top2Vec, and BERTopic do not. Based on these findings, I in-
vestigate “Workload and Pace” as well as “Scheduling and Hours” using fine-grained
sentiment analysis in Section 5.3. I do not use explore “Work Conditions” as a sepa-
rate topic because it is very similar to the “Workload and Pace” category. Similarly,

I pass over “Job Tasks” because it tends to be a neutral list of job titles available at
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a particular company (cashier, warehouse worker, etc.), which is already represented
by fixed effects in the regressions.

By using a variety of topic analysis techniques on the entire review dataset, I
was able to validate that Indeed’s categories of “Work-Life Balance,” “Compensation
and Benefits,” “Job Security and Advancement,” “Management,” and “Workplace
Culture” are relevant to reviewers. In addition, the algorithms discovered two new
themes in the written reviews, “Workload and Pace” and “Scheduling and Hours,”
which are not explicitly rated on Indeed.com. The consistent re-emergence each
of these topics using LDA, NMF, Top2Vec, and BERTopic also lends credibility to
Claude for topic analysis. Claude not only consistently identified all seven of these
topics, but also it presented them in a list format with written descriptions, making
them easy to interpret. This investigation underscores both the legitimacy and the
value of using LLMs to better understand the topics most important to reviewers on

Indeed.com.

5.3 Fine-grained sentiment analysis on the new topics

In this section, I use ChatGPT-4 and RoBERTa to perform fine-grained sentiment
analysis on the topics of “Workload and Pace” and “Scheduling and Hours,” neither of
which have individual star ratings on Indeed.com despite being frequently mentioned
in reviews. The first step in the process is to separate the parts of the review that
mention these topics from the rest of the text. I use ChatGPT-4, a proprietary LLM
chat bot released by OpenAl, to perform this part of the analysis. Table A.7 in the
appendix shows an example of the prompt used to complete this task, complete with
an example review and ChatGPT-4’s responses. Each Amazon and Walmart review
in the Amazon data set was submitted to ChatGPT-4 with this prompt via OpenAl’s

API. For each topic, if the response was “YES,” the excerpted text was saved as a
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topic-specific review. If the response was “NO,” the review was classified as having
no rating for that topic, and was discarded from the analysis.

Out of 36,579 Amazon and Walmart reviews, 14,675 mentioned scheduling and
hours, and 18,000 mentioned workload, according to ChatGPT-4’s analysis. Unfor-
tunately, there is no way to evaluate how well ChatGPT-4 performed on the task of
sub-topic summarization. [Zhang et al. (2023) details the efficacy of Instruct DaVinci,
a related OpenAl LLM, in the task of summarization. However, no such comparable
study exists for ChatGPT-4, and there is no labeled data set on which to measure the
accuracy of subtopic identification.” At present, this is one of the main barriers to
using proprietary LLMs in academic research, as there are few established methods
for evaluating their accuracy in some of the new tasks they are capable of complet-
ing. Since the performance of proprietary LLMs such as ChatGPT are variable over
time, it is important to routinely conduct such accuracy tests to see how well it is
performing its assigned task at the time of use [Chen et al. (2023)].

Next, I use two LLM models to classify each of the topic excerpts as either “Pos-
titive,” “Neutral,” or “Negative.” The first LLM is RoBERTa, a version of BERT
trained on a larger data set with an optimized training procedure. When released,
RoBERTa achieved state-of-the-art results on three major NLP benchmarks [Liu et al.
(2019)]. This version of RoBERTa is fine-tuned for the task of sentiment analysis us-
ing the TweetEval benchmark using a data set of approximately 124 million labeled

tweets [Barbieri et al. (2020)].% The second LLM is a reapplication of ChatGPT-4 to

7Anecdotally, I tried using ChatGPT-3.5 to preform this task, and the output was extremely
variable. Roughly 1 out 10 test responses to a question such as, “Does the following review mention
‘workload?’” were useless; the response was along the lines of “YES, the review mentions that the
review does not mention workload.” Luckily, ChatGPT-4 seems to perform this kind of summariza-
tion task much more reliably, at least by reading a few hundred randomly selected samples from the
data set. A commercial API for ChatGPT-4 became available in September 2023, just in time for
use in this thesis.

8Model available via the HuggingFace API at https://huggingface.co/cardiffnlp/twitter-roberta-
base-sentiment-latest
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Figure 5-1: RoBERTa and GPT-3.5 sentiment classifications of review
text.

the topic-specific review excerpts. Table A.8 shows example excerpts given to both

RoBERTa and GPT-4, as well as their respective classifications.
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Again, since there is no ground-truth classification of Indeed.com reviews to eval-
uate, it is difficult to know the accuracy of RoBERTa’s and GPT-4’s zero-shot sen-
timent classifications. One way to establish some understanding of how well the two
algorithms perform is to to compare their output to the overall review scores. Since
every reviewer on Indeed.com assigns a rating between one and five stars, one could
interpret 1 and 2 stars as a “negative” ratings, 3 stars as “neutral,” and 4 and 5 stars
as “positive.” Making the assumption that these star ratings correlate to the senti-
ment of the review text has inherent problems. For instance, a reviewer may give an
overall 4-star rating to their job experience, while focusing on dissecting the negative
aspects on the job in the text. Further, star ratings are also not used and interpreted
in the same way by every reviewer. One reviewer might see a 3-star rating as primar-
ily positive, while another sees it as primarily negative [Blank (2007)]. Nonetheless,
as a starting point, the simplified rating-as-sentiment interpretation gives us a ground
truth against which to evaluate the abilities of the classifiers.

To this end, I used RoBERTa and GPT-3.5 to classify each written review in its
entirety.” Figure 5-1 shows the distribution of classifications over star ratings. Both
algorithms classify the majority of 3-star reviews as either positive or negative. GPT-
3.5 also seems to “skew negative” compared to RoOBERTa; it classifies more 3, 4, and
5 star reviews as negative. Assuming that 1 and 2 star reviews may be labeled as
negative, 3 star reviews as neutral, and 4 and 5 stars as positive, it is possible to
compute an accuracy score for each algorithm as well. RoBERTa predicts the correct
label with 61.9% accuracy, and GPT-3.5 does so with 59.0% accuracy.

Another way to learn about how RoBERTa and ChatGPT-4 interpret review text

is to compare their classifications to each other. Table 5.2 shows the overlap of both

9T performed the other analyses in this thesis using ChatGPT-4, but but due to running out
of GPT-4 usage allotment, I had to use ChatGPT-3.5 in this instance. Though GPT-4 performs
noticeably better than GPT-3.5 at summarizing topics in text, anecdotally, the two perform simillarly
at sentiment analysis.
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RoBERTa

GPT-4

Negative Neutral Positive
Negative 4,735 2,674 32

(32.0%) (37.7%) (0.2%)
Neutral 7,224 3,774 97

(0.015%) (25.6%) (0.7%)
Positive 3 1,463 1,774

(0.0%) (9.9%) (12.0%)

Table 5.2: Count and percent of the overlap of GPT-4 and RoBERTa
classifications of review excerpts

algorithms’ output when classifying both “Workload and Pace” and “Scheduling and
Hours” review excerpts. Each entry in the table corresponds to the number and
percent of all review excerpts classified by GPT-4 as the row label and by RoBERTa
as the column label. Notably, the two algorithms agree on only 54% of classifications.
RoBERTa tends to use the neutral classification much more frequently than GPT-
4. Of the RoBERTa 7,911 review excerpts that RoBERTa classifies as neutral, and
GPT-4 classifies 33.8% as positive and 18.9% as positive.

Though it is difficult to validate the results of RoBERTa and Chat-GPT, they
nonetheless offer insight into the topics of “Workload and Pace” and “Scheduling and
Hours” on Indeed.com. Both LLMs are pre-trained and able to evaluate the sentiment
of our topic-specific text excerpts without additional labeled data, and are therefore
well-suited to our unsupervised fine-grained sentiment analysis task. RoBERTa and
Chat-GPT do not produce perfectly aligned sentiment classifications, yet their out-
puts demonstrate a reasonable amount of overlap with each other. Though imperfect,
this general convergence validates the use of advanced language models like RoOBERTa
and Chat-GPT for uncovering deeper, sentiment-driven insights into employee expe-

riences, particularly for topics with no established rating system.
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5.4 Applications to regressions

Once fine-grained sentiment classifications have been made, it is possible to estimate
the impact that a change in minimum wage policy has in the way reviewers discuss
these topics. To do so, both the RoOBERTa and GPT-4 sentiment classifications must
be converted to a three-point numerical score: 1 for negative, 2 for neutral, 3 for
positive. These scores then become the dependent variables in same regression as 4.1,
which measures the impact of minimum wage increases on an employer’s reputation.
Since we are once again investigating Amazon’s minimum wage increase, the controls,
fixed effects, and shocks are the same as in the regressions in Section 4.2. Now,
however, I use sentiment scores instead of star ratings as the dependent variable.
Table 5.3 shows coefficients for these regressions. The top portion of the table
shows results for sentiment scores produced by RoBERTa, and the lower portions
shows results for ChatGPT. Sentiment scores for the complete review text receive a
significant and positive boost from the minimum wage policy: RoBERTa sentiment
scores increase by 0.154 points, and ChatGPT sentiment scores increase by 0.192
points. The event study plots in Figure 5-2 confirm this relationship. Both algorithms
also register the disruption of the Prime Day Strike, as the coefficients for the Prime
Day strike also decrease. The RoBERTa and ChatGPT score results are analogous to
those shown in Table 4.1 and Figure 4-1, which show the same relationship between
Amazon’s minimum wage increase and Indeed.com’s overall star ratings. This parallel
result demonstrates the validity of using sentiment scores as dependent variables; they
are able to register the effect of a minimum wage as effectively as star ratings.
However, Amazon’s voluntary minimum wage had no measurable impact on fine-
grained sentiment scores for either the workload and pace or scheduling and hours
subtopids. The only possible exception is the “Workload and Pace” score produced by

ChatGPT-4: the regression coefficients show that sentiment scores for this subtopic
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Rated Attribute RoBERTa
Complete Text Scheduling & Hours Workload & Pace
Treat X Post 0.154*** 0.011 0.025
(0.027) (0.023) (0.020)
Whole Foods 0.062 -0.043 0.009
acquisition (0.039) (0.047) (0.044)
Prime Day —0.135"* 0.044 0.031
strike (0.035) 0.044 0.031
Unemployment -0.006 -0.008 -0.002
rate (0.008) (0.009) (0.007)
Log median 0.038 0.027 0.037
household income (0.038) (0.041) (0.032)
Observations 36,529 14,777 18,000
R? 0.025 0.017 0.016
Adjusted R? 0.022 0.010 0.010
Residual Std. Error 0.895 0.646 0.599
(df = 36427)) (df = 14675) (df = 17899)
Rated Attribute ChatGPT
Complete Text Scheduling & Hours Workload & Pace
Treat X Post 0.192*** 0.031 0.053**
(0.026) (0.030) (0.025)
Whole Foods 0.024* -0.024 -0.012
acquisition (0.041) (0.052) (0.046)
Prime Day —0.142*** -0.022 -0.002
strike (0.033) (0.059) (0.039)
Unemployment -0.005 -0.006 -0.008
rate (0.010) (0.012) (0.008)
Log median 0.049 0.101* 0.020
household income (0.042) (0.052) (0.030)
Observations 36,579 35,005 34,930
R? 0.025 0.029 0.028
Adjusted R? 0.022 0.026 0.025
Residual Std. Error 0.914 1.391 1.359
(df = 36477) (df = 34903) (df = 34828)

Note: *p<0.1; **p<0.05; **p<0.01

Table 5.3: Regression coefficients using LLM sentiment scores as the
dependent variables.
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improved by 0.053 points post-intervention. Nonetheless, the event study plot for the
regression, shown in Figure A-8 in the appendix, does not show any statistically sig-
nificant deviation between the pre- and post-intervention scores. Hence, I am unable
to refute the null hypothesis that increasing minimum wage has a measurable effect
on how reviewers discuss “Workload and Pace” or “Scheduling and Hours.” If there
1s truly an effect, there may be several reasons that we are unable to measure it in
these regressions. First of all, RoOBERTa and ChatGPT might not be distinguishing
enough of the changes in review language with a “negative-neutral-positive” classifi-
cation system. It is interesting that the one potentially significant result came from
ChatGPT-4 scores, as opposed to RoBERTa scores. Since RoBERTa scores tend to
skew more neutral than ChatGPT scores, they may be scoring review text so sim-
ilarly that changes are undetectable. However, the more likely problem with these
experiments is that the pool of reviews was not large enough. Out of the 36,579
reviews in the data set, more than half were disqualified from the “Workload and
Pace” and “Scheduling and Hours” experiments because they did not mention those
topics. More experimentation with larger data sets is needed to reach a satisfactory
conclusion about using fine-grained sentiment analysis to measure the effects of policy

changes in DiD regressions.
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Chapter 6

Conclusions

Employer reputation is an important tool for companies to recruit and retain their
workforce, particularly in a competitive labor market. Introducing and increasing
voluntary minimum wages may help firms improve their reputations, and not only in
the area of “Compensation and Benefits.” Indeed.com reviews show that ratings in the
categories of “Work-Life Balance,” “Job Security and Advancement,” “Management,”
and “Workplace Culture” also benefit when wages increase. However, wage wars may
also damage the reputation of firms that do not keep up with their competitors. Even
if they make no negative changes to their own policies, their ability to recruit talent
may suffer as workers compare opportunities at firms with higher wages.

This research raises some additional questions about the relationship between
minimum wages and employer reputation that cannot yet be answered with existing
data. Recently, several national retail and fast food chains have announced further
voluntary minimum wages at $15 and above, including Best Buy, Hobby Lobby, CV'S
Health, and Starbucks. These policy changes happened too recently to be studied
in this thesis, and it remains to be seen whether they create similar ripples in the
reputations of firms in the low-wage labor market. In some instances, firms have tried
using voluntary minimum wage increases not only to attract applicants, but also to
discourage unionization among workers. More information is needed to analyze the
interplay of unionization, voluntary minimum wages, and employer reputation in this

context.
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This thesis has also shown that LLMs may be a viable tool for fine-grained senti-
ment analysis with applications to econometric research. However, there is much more
work to be done before the method can confidently used in difference-in-differences
regressions. The first main area for improvement is to have new benchmarks and
methods to appraise how closed-source LLMs such as ChatGPT and Claude are per-
forming on a variety of new tasks. For instance, when researching this thesis, I had no
established benchmark for evaluating how well ChatGPT-4 was identifying and sum-
marizing subtopics within the review text. Proprietary LLMs are black boxes that
continually being developed behind closed doors, and their task performance fluctu-
ates over time. Therefore, if researchers are to trust their task performance, they must
be able to evaluate them easily and frequently, potentially every single time that an
LLM is used for a task. Benchmarks for complex tasks such as summarization must
be designed with this caveat in mind.

Secondly, to confidently use LLM output in regressions, economists must be able to
integrate estimates for classification uncertainty into their equations. Ash and Hansen
(2023) summarize the many issues facing economists who wish to use algorithmic
text analysis in their work. As the authors conclude, the main problem is the lack
of standardized methods for validating algorithmic output in an economic context.
Data scientists train and evaluate machine-learning models on a set of benchmarks
related to how well the model can make predictions. These benchmarks may or may
not run counter to the actual goals of the economist performing a regression on the
data. How can a researcher be sure that a text algorithm is producing an output that
has economic meaning? Furthermore, how can she account for the uncertainty of a
prediction model in the error margins of a regression?

DiD methodology relies on estimating confidence intervals for coefficient estimates,

which mitigates the uncertainty inherent in modeling complex phenomena. However,
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there is also uncertainty in the predictions made by neural networks; this uncertainty
is completely unaccounted for in the DiD analysis performed in this thesis. Recently,
the subfield of Double Machine Learning (DML) has made progress on this problem
[Chernozhukov et al. (2018)]. Unlike traditional machine learning methods, DML at-
tempts to estimate causal relationships as opposed to simply make predictions. It does
so in two steps: First, it applies machine learning techniques to estimate “nuisance
parameters,” which are confounding variables that might affect both the treatment
and outcome of the study. Then, after controlling for the nuisance factors, it uses a
second round of machine learning to estimate the causal affect of the treatment on
the outcome. The result is an econometric technique that utilizes machine learning
to analyze patterns in high-dimensional data, while simultaneously measuring the
uncertainty of its analysis. So far, DML has been used to estimate causal relation-
ships using neural networks, but further research is needed to apply these techniques
to transformer architecture. Furthermore, companies like OpenAl and Anthropic,
among other providers of proprietary LLMs, must ensure sufficient transparency in
their software to facilitate effective integration with DML analyses.

Large language models have made textual data more accessible than ever before,
opening numerous possibilities for their application in future economics research.
The success of new methodology incorporating LLMs will depend on collaboration,
not just between data scientists and the social scientists, but also between academic
institutions and the artificial intelligence industry. Such partnerships will require
navigating complex issues around data rights, commercial interests, and intellectual
property. However, tools and practices developed through this sort of collaboration
is likely to have a higher impact than what either side could achieve in isolation.
The integration of economic theory and artificial intelligence promises to open new

pathways for understanding labor market dynamics.
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Appendix A

Additional tables and figures

Keywords in ‘likely salaried’ job titles
Accountant, Accounts Payable, Accounts Receivable
Analyst

Anonymous

Auditor, Bookkeeper

Business Development

Computer, IT, Programmer, Software
Data/Database, Developer/Development
Contractor

EMT

Electrician, Engineer/Engineering, Mechanic, Technical
Extern/Externship, Intern/Internship
Human Resources

MD

Network, Systems, Web

Operations

Optometrist /Optician/Optometric/Optical
Owner, President

Pharmacist /Pharmacy

QA /Quality Assurance

Regional

Security Guard

Therapist

Volunteer

Table A.1: A list of job title keywords that imply salaried, corporate,
or professional positions.
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Figure A-5: Event study plots of DiD regressions for six ratings cate-
gories: “Overall,” “Work-Life Balance,” “Compensation and Benefits,”
“Job Security and Advancement,” “Management,” and “Company Cul-

ture.”

and Sam’s Club are the control.
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Figure A-6: Event study plots of DiD regressions for six ratings cate-
gories: “Overall,” “Work-Life Balance,” “Compensation and Benefits,”
“Job Security and Advancement,” “Management,” and “Company Cul-
ture.” Target is the treatment group, and Walmart and Sam’s Club are

the control.
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Figure A-7: Event study plots of DiD regressions for six ratings cate-
gories: “Overall,” “Work-Life Balance,” “Compensation and Benefits,”
“Job Security and Advancement,” “Management,” and “Company Cul-
ture.” Amazon and Whole Foods are the treatment group, and Walmart
and Sam’s Club are the control. Walmart and Sam’s Club stores in the
same commuting zone as at least one Target are the treatment group,
and Walmart and Sam’s Club stores outside of the same commuting
zone of a Target are the control.
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Figure A-1: Monthly average ratings for six categories: “Overall,”
“Work-Life Balance,” “Compensation and Benefits,” “Job Security and
Advancement,” “Management,” and “Company Culture.”
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(a) RoBERTa: Complete review text
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Figure A-8: Event study plots of DiD regressions for three text cate-

gories: the complete review, “Scheduling and Hours,”
Amazon is the treatment group, Walmart is the control,

and Pace.”

and “Workload

and RoBERTa and GPT sentiment scores are the dependent variables.
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Prompt: These are company reviews written by employees who work at
Walmart, Sam’s Club, Amazon, and Whole Foods Market. What are the 10
main topics that the employees discuss in these reviews?

Response: Based on analyzing the reviews, the 10 main topics that em-
ployees discuss are:

1.

10.

Management - Employees discuss management styles, competency,
communication, etc. There are many comments about poor manage-
ment.

. Work Culture - Employees describe the overall work culture and envi-

ronment of the companies. There is discussion of teamwork, diversity,
values, etc.

. Work-Life Balance - Employees comment on the ability to balance work

and personal life, with many complaints about long hours and sched-
ules.

Pay /Benefits - Employees discuss compensation, health insurance, time
off, discounts, bonuses, and other financial incentives.

Advancement - Employees talk about opportunities for promotion and
career growth, or lack thereof.

Job Tasks - Employees describe their daily job responsibilities and du-
ties. This includes stocking, cashiering, customer service, etc.

Job Security - Employees mention uncertainty about the future of their
roles due to restructuring and downsizing.

. Workload - Employees discuss having high workloads, often covering

multiple roles with inadequate staffing.

Scheduling - Employees complain about inconsistent schedules, last
minute changes, and availability not being honored.

Work Conditions - Employees describe physical job demands like stand-
ing, lifting, long shifts, as well as workplace safety.

Table A.6: An example of a response from Claude when asked to
analyze a random sample 1,000 reviews from the data set.
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Prompt

I will give you a job review encapsulated in triple quotes. Does the review
mention scheduling or work hours (workload or pace)? Please respond ‘YES’
or ‘NO’. If the answer is ‘YES’, please summarize everything the review says
about hours (workload) in one sentence:

Review

““Very unorganized place to work for, especially if you're in retail! Walmart
is a company that doesn’t respect the floor associates. They’re always finding
ways to cut hours so they don’t have to pay their associates. No paid holidays
for non management associates. No holidays off except for Christmas. No
protective sick leave, if there is they find ways to adjust everything so you'll
never see it! The pros are: Associates are nice. The cons are: Lower level
associates are overworked and underpaid, some members of management are
disrespectful, no paid holidays ever.”’

GPT-4 Response: Scheduling and Hours

YES, the review mentions that the company is always finding ways to cut
hours and that there are no holidays off except for Christmas.

GPT-4 Response: Workload and Pace

YES, the review mentions that lower level associates are overworked.

Table A.7: An example of a response from GPT-4 when asked to
return parts of a review related to either hours or workload.
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Topic: Scheduling & Hours

Excerpt: The review mentions that the company is pretty flexible about
scheduling and if you need a day off.

GPT-4 sentiment: POSITIVE

RoBERTa sentiment: NEUTRAL
Negative: 0.0099 Neutral: 0.5494 Positive: 0.4407

Topic: Workload & Pace

Excerpt: The review mentions that the workload is heavy with long hours
and constant requests for overtime, and the pace is exhausting with not
enough breaks provided.

GPT-4 sentiment: NEGATIVE

RoBERTa sentiment: NEGATIVE
Negative: 0.7483 Neutral: 0.233 Positive: 0.0187

Table A.8: Examples of RoBERTa and GPT-4 sentiment analysis on
review text excerpts related to hours and workload.
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