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QIUYUN ZHU
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ABSTRACT

This dissertation is devoted to addressing several challenging problems in machine
learning via the Bayesian approach. These problems frequently arise in diverse fields,
such as epidemiology, biomedicine, robust statistics and imaging science, and are
usually high-dimensional and have certain sparsity assumptions. In this dissertation,
we will focus on three important problems, which are sparse canonical correlation
analysis, minimum distance estimation and inverse problems. For each problem, we
will develop a new method from the Bayesian perspective to solve it effectively and

efficiently, with statistical guarantees and numerical evidence.
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Chapter 1

Introduction

In the era of big data, where technological advancements have led to the collection
and storage of vast amounts of information, traditional statistical methods face sig-
nificant challenges when applied to high-dimensional datasets, where the number of
parameters can greatly exceed the sample size, leading to issues of overfitting, model
selection, and variable selection (Wainwright (2019)). The field of high-dimensional
statistics addresses these challenges by developing novel methodologies capable of
effectively analyzing complex datasets with a large number of variables or features.

In the frequentist paradigm, estimation methods incorporating sparsity constraints
are proposed, such as LASSO (Tibshirani (1996)) and Elastic Net (Zou and Hastie
(2005a)). Those methods are based on optimization algorithms to solve the problems.
However, when the problem is complicated (usually non-convex or non-concave), op-
timization algorithms may fail to find the optimal solution.

Bayesian statistics, rooted in the principles of probability theory and inference,
offers a powerful framework for tackling high-dimensional statistical problems. Un-
like classical frequentist approaches, Bayesian methods treat unknown parameters
as random variables and provide a probabilistic interpretation of uncertainty. In
high-dimensional settings, one can use prior knowledge that contains sparsity infor-
mation, such as spike-and-slab prior (George and McCulloch (1993)) and horseshoe
prior (Carvalho et al. (2009)).

This thesis aims to explore the power and applicability of Bayesian statistics in



high-dimensional statistical analysis, where the likelihood of data is very complicated.
By delving into the underlying principles and methodologies of Bayesian inference, we
will investigate how these techniques can effectively address the challenges posed by
high-dimensional datasets. Throughout this thesis, we will discuss both theoretical
foundations and practical implementations of Bayesian methods in high-dimensional
statistics. The thesis is organized as follows.

In the second chapter, we propose a minimax quasi-Bayesian estimator for sparse
canonical correlation analysis (CCA). For a long time, CCA has been a popular sta-
tistical technique for exploring relationships between datasets. In recent years, the
estimation of sparse canonical vectors has emerged as an important but challenging
variant of the CCA problem, with widespread applications. Unfortunately, existing
rate-optimal estimators for sparse canonical vectors have high computational cost.
We propose a quasi-Bayesian estimation procedure that not only achieves the min-
imax estimation rate, but also is easy to compute by Markov Chain Monte Carlo
(MCMC). The method builds on (Tan et al. (2018)) and uses a re-scaled Rayleigh
quotient function as the quasi-log-likelihood. However, unlike (Tan et al. (2018)),
we adopt a Bayesian framework that combines this quasi-log-likelihood with a spike-
and-slab prior to regularize the inference and promote sparsity. We investigate the
empirical behavior of the proposed method on both continuous and truncated data,
and we demonstrate that it outperforms several state-of-the-art methods. As an ap-
plication, we use the proposed methodology to maximally correlate clinical variables
and proteomic data for better understanding the Covid-19 disease.

The third chapter is on the Bayesian perspective of the minimum distance estima-
tion (MDE). MDE is a classical statistical method for fitting a parametric model to
data, by seeking to minimize the distance between the distribution of statistical model

and the (empirical) distribution of data. We focus on the probability distance (e.g.,



the integral probability metric) that allows re-formulating the MDE problem into a
minimax form. By placing priors on the problem parameters, we propose a Bayesian
formulation of this minimax problem, and show the existence and robustness of its
solution. In addition, we propose a scalable algorithm to approximate the solution.
We also investigate the performance of the algorithm for data that are generated from
distributions with no analytic form.

In the fourth chapter, we consider inverse problems where the conditional distri-
bution of the observation y given the latent variable of interest x (also known as
the forward model) is known, and we have access to a data set in which multiple
instances of x and y are both observed. In this context, algorithm unrolling has
become a very popular approach for designing state-of-the-art deep neural network
architectures that effectively exploits the forward model. We analyze the statistical
complexity of gradient descent network (GDN), an algorithm unrolling architecture
driven by proximal gradient descent. We show that the unrolling depth needed for
the optimal statistical performance of GDN is of order log(n)/log(p~!), where n is
the sample size, and p is the convergence rate of the corresponding gradient descent
algorithm. We also show that when the negative log-density of the latent variable
x has a simple proximal operator, then GDN can solve the inverse problem at the

parametric rate 1/4/n.



Chapter 2

Minimax quasi-Bayesian estimation in
sparse canonical correlation analysis via a

Rayleigh quotient function

2.1 Introduction

Canonical correlation analysis (CCA) is a statistical technique —dating back at least
to Hotelling (1936) — that is used to maximally correlate multiple datasets for joint
analysis. The technique has become a fundamental tool in biomedical research where
technological advances have made it possible to observe fundamental biological phe-
nomena from multiple viewpoints — the so-called multi-omic datasets (Witten and
Tibshirani (2009); Mo et al. (2017); Rappoport and Shamir (2018)). Over the past
two decades, limited sample size and growing dimensionality in these datasets, and
the search for meaningful biological interpretations, have led to the development of
sparse CCA (Wiesel et al. (2008); Witten and Tibshirani (2009); Parkhomenko et al.
(2009); Waaijenborg and Zwinderman (2009); Hardoon and Shawe-Taylor (2011)),
where a sparsity assumption is imposed on the canonical vectors.

Statistically optimal estimation of sparse CCA has been recently considered in
the literature. (Gao et al. (2015)) derived the minimax rate of estimation of sparse
CCA, and proposed a two-stage estimation procedure that achieves the rate. (Tan
et al. (2018)) uses a generalized Rayleigh quotient approach to propose a two-stage

estimator that also achieves the minimax rate. These two rate-optimal estimation



procedures share the same limitation, that is, high computational cost. Specifically,
in both approaches, each iteration of the first-stage optimization problem has a com-
putational cost of O(p?®), where p is the joint number of variables in the datasets.
Furthermore, the two-stage nature of these estimators can also be a problem in prac-
tice, since it can be hard to set the required stopping criterion of the first-stage solver
that guarantees a good behavior of the final estimator.

We address these issues by proposing a conceptually simple, yet rate-optimal
quasi-Bayesian estimator for sparse CCA. More specifically, building on (Tan et al.
(2018)), we propose a quasi-Bayesian approach that employs a re-scaled version of
the Rayleigh quotient function as the quasi-log-likelihood together with a spike and
slab prior to obtain a quasi-posterior distribution. The method is agnostic to the
covariance matrix estimators used in constructing the Rayleigh quotient function.
For example, we observe in our experiments that both the sample covariance ma-
trix estimator and the Kendall’s-tau-based covariance matrix estimator (Yoon et al.
(2018)) can be used to construct the Rayleigh quotient function, and these matrices
are allowed to be singular. Although we do not pursue this here, one can straightfor-
wardly extend our method to solve other generalized eigenvalue problems in the same
spirit as (Tan et al. (2018)). In fact, at a high level, our method can be viewed as
an improved version of simulated annealing (Kirkpatrick et al. (1983); Bertsimas and
Tsitsiklis (1993)) for minimizing the Rayleigh quotient under a sparsity constraint.
As such, it can be easily extended to tackle other similarly challenging non-convex
statistical optimization problems with sparsity constraints.

We analyze the proposed estimator and derive its convergence rate (see Theorem
1). In the particular case where sample covariance matrices are used to estimate the
Rayleigh quotient, we show that the estimator achieves the minimax rate for sparse

CCA estimation, under some modest sample size conditions.



We propose a Markov Chain Monte Carlo algorithm based on simulated tem-
pering to sample from the quasi-posterior distribution, and compute the estimator.
At stationarity, the proposed algorithm has a per-iteration cost of O(5%*p), where 5
is the underlying sparsity level of the posterior distribution. In all our numerical
experiments, we have observed that § is of the same order as s,, namely the true
sparsity level of the principal canonical vectors, leading to a very small percentage
of false-positives. Furthermore, we show empirically that for sufficiently large sample
size, the mixing time of the algorithm scales linearly in p. As a result, our estimator
has a much lower computational cost than the Rifle estimator in (Tan et al. (2018)).
We also compare our method with the popular mixedCCA estimator in (Yoon et al.
(2018)). The results show that although our method is computationally slower than
mixedCCA, it produces statistically better estimates. We note that the estimation
rate of mixedCCA is currently unknown.

The chapter is organized as follows. In Section 2.2 we introduce our estimation
procedure and derive its convergence rate. In Section 2.3 we detail a simulated tem-
pering algorithm to sample from the resulting quasi-posterior distribution. In Section
2.4, we study the behavior of the proposed method on both continuous and truncated
data, and compare it with other methods. In Section 2.5, we apply the method to
a case study, where one aims to correlate clinical and proteomic data from Covid-
19 patients, for a better understanding of the disease. Our analysis identifies that
Alpha-1l-acid glycoprotein 1 (AGP 1) plays an important role in the progression of

Covid-19 into a severe illness.



2.2 Quasi-Bayesian sparse CCA using a Rayleigh quotient

function

Let (X,Y) € RP* x RP» be a pair of high-dimensional zero-mean random vectors

with joint distribution f and covariance matrices ¥, & E(XX"), 3, o E(YY™) and

Yoy def E(XY™). Let (vg4, vys) € RP* x RPv be a pair of principal canonical vectors of

f, that is, the vector pair that solves the following optimization problem:

T T T
max V2 DU s.t. V2V = U, 2y = 1. 2.1
vz ERPz | vy ERPY T Tryy T y—yy ( )

def (vl vl )T
and v weset 0, = = po
* yx * (L )Tl

Since we are only interested in the directions of v,

(so
that [|f,||2 = 1) to be our main parameter of interest. The parameter 0, is identifiable
only up to a change of sign, and hence, we shall focus on the estimation of the related
projector 6,07. Let us define p o Pz + Dy, and the matrices

def | 0 Mgy def | 2z 0 def | X Xy
a0 %] % 0] e san [ %]

(2.2)
Using simple arguments, we notice that the problem in (2.1) is equivalent to the
following generalized eigenvalue problem (GEP):

max 0TA0 st. 0TBO = 2. (2.3)

0=(vi vl )TeRP
Clearly, finding a solution of (2.3) is equivalent to finding a solution of

max R(9) & —QTAQ
0=(vf v )TeRP n 0T B’

(2.4)

where we convene that 0/0 = 0. The objective function R(-) in (2.4) is known as the
(generalized) Rayleigh quotient of A and B. The reformulation in (2.4) suggests a way
to estimate the sparse canonical vectors by directly targeting the Rayleigh quotient,

and this idea was first proposed in (Tan et al. (2018)). Note that solving (2.4) requires



specifying matrices A and B, which are typically unknown in practice. Instead, given
n iid. samples Z & {(X;,Y;)}, from f, one first constructs estimators of 3., 3,
and Y., denoted by f]x, f]y and ﬁ]xy, respectively, and then construct estimators of
A and B (denoted by A and B, respectively) from 3., f]y, and f]xy in the same way
as in (2.2). (In Section 2.4, we will provide some examples of constructing ﬁ)x, ﬁ)y,
and 3,,.) Based on A and B, one then solves (2.4) with the Rayleigh quotient R(-)

replaced by its sample version R, (+;Z), which is defined as

~

R,.(0;Z) < ZTgZ, V0 € R

To guarantee that the Rayleigh quotient R, (-; Z) is well-defined, we maintain the

following assumption throughout this work.

H1. For all § € RP, |97 Af| < 0" BY.

H1 implies that §* A = 0 whenever "B = 0, in which case we have R, (0;Z) =
0/0 = 0. We note that H1 naturally holds when S, f]y, and i]xy are sample covariance
matrices.

It is worth mentioning that in high-dimensional regimes where p > n, the con-
structed estimators 3, and f]y (e.g., sample covariance matrices) are usually singular,
thereby making a direct maximization of R,, challenging. Similarly, other classical
CCA algorithms based on eigen-decomposition of B~'A, or the singular value decom-
position of 251/2217312;1/2 (see e.g., (Mardia et al. (1979); Andrew et al. (2013))) are
also difficult to use under these regimes. Furthermore, these classical methods do not
yield sparse estimates of the canonical correlation vectors.

(Tan et al. (2018)) addressed these issues by maximizing R, (-; Z) under a sparsity
constraint. The authors show that this maximization problem can be solved pro-
vided that a good initial value that is sufficiently close to global maxima is provided.

However, finding such a good initial value is very costly. Furthermore, the Rayleigh



quotient typically admits several local maxima (as well as local minima and saddle
points) that correspond to other canonical vectors, making direct maximization of R,,

very challenging.

2.2.1 A Quasi-Bayesian approach

We propose a quasi-Bayesian framework that turns maximizing the Rayleigh quotient

into a Bayesian procedure. More precisely, we propose using
0 — 0,R,.(0;Z) (2.5)

as the quasi-log-likelihood, where o,, > 0 is a scaling parameter. We combine this
quasi-log-likelihood with a spike-and-slab prior distribution, which is a common choice
for Bayesian sparse modeling (George and McCulloch (1997)). Specifically, given a
variable selection parameter 6 € A o {0,1}?, we let the conditional distribution of ¢
given ¢ be

N(0,p; "), if §; =
f

N(0,p5"), i (2:6)

p
(0]6) = [ [ = (6;19), mme@w=@m~{
j=1

where py > p; > 0 are precision parameters. Given some parameter u > 1 and integer
s > 1, the prior distribution of § is taken as the independent product of Bernoulli
distribution Ber(1/(1+ p")) conditioned to stay in the set A o {6 A |00 < s}
More specifically,

P 1 dj P 1-4; 1 lI5]lo
5) o 14 (6 L0 (=) . viea
(s 0]](15) (155) =10 (5)

J=1
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If we combine the spike-and-slab prior with the quasi-log-likelihood in (2.5), we then

obtain the quasi-posterior distribution

(6, d0]2) o 14, (9) (i ﬁ) oo (= 2165113 = 22016 = 03113 + R (65 2) ) a6,
PV po 2 2

(2.8)
where 05 is the component-wise product of 6 and 4, || - ||2 is the Euclidean norm.
Note that in this posterior distribution, the parameter 6 is typically dense. However,
since 0 is sparse, so is #5. We note that the Rayleigh quotient R,, can take value +oo
when its numerator is non-zero while its denominator is zero. If this happens over
a set with non-zero Lebesgue measure, then (2.8) is not well-defined. However, if
(A, B) satisfies H1 then R, (6,6) < oo for all 8,6, in which case (2.8) is a well-defined
probability measure.

The spike-and-slab prior shown in (2.6) and (2.7) is fairly standard, and goes
back at least to (George and McCulloch (1997)). However the way it is combined
with the pseudo-likelihood to yield (2.8) is nonstandard, and follows from (Atchadé
and Bhattacharyya (2019)). The key feature of this approach is that the parameter
6 enters the quasi-likelihood only through its sparsified form 65 (see (2.8)). This
decouples the active components (namely those corresponding to §; = 1) and the
non-active components (namely those corresponding to §; = 0), and is particularly
attractive from the computational standpoint. The approach should be viewed as

an approximation of the point-mass spike-and-slab prior (Mitchell and Beauchamp

(1988)), using the pseudo-prior device in (Carlin and Chib (1995)).

Hyper-parameter tuning

The posterior distribution II is very robust to the choice of p; and u, and we recom-
mend choosing p; ~ 1 and u € (1,2] (as suggested by Atchadé and Bhattacharyya

(2019)) for best performance. The parameter py has no effect on the statistical re-
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covery of the selected components of 8, but can adversely impact the MCMC mixing
if its value is too large. We suggest setting pg ~ n, in order to match the posterior
variance of the selected components that are actually zero (false-positives), and the
posterior variance of the true-negatives.

The sparsity level s is an upper-bound on the true sparsity of the signal, which
is typically unknown. We observe that if ¢;,...,d, i Ber(1/(1 + p“)), then by
Chernoff’s inequality (see e.g., (Vershynin, 2018, Theorem 2.3.1)), for any sq > exp(1),
we have P(||8]lo > so) < (1/p)"“ V* . This suggests simply choosing s = p in (2.6),
and the resulting prior distribution would still automatically concentrate on sets A,
for sy small. We made this choice in all our numerical implementations. We found
that the resulting posterior distribution is always automatically sparse, and learns
the true sparsity of the signal. However, for the theoretical analysis of the method we

will assume that a sparsity level s is given such that n > ¢oslog(p), for some absolute

constant cy'. We discuss the choice of g, below after the statement of Theorem 1.

2.2.2 Connection with simulated annealing

Our methodology can be viewed as a principled version of simulated annealing algo-
rithm (Kirkpatrick et al. (1983); Bertsimas and Tsitsiklis (1993)) for computing the
Rifle estimator of (Tan et al. (2018)). Given s > 1, let Oy o {8 € R : ||0]lo < s}

Let o, > 0 be given such that lim; .., 0; = +00, and define
I1,(d6) o R 214 ()do, (2.9)

where df denotes the extension of the Lebesgue measure to the set ©,. The maximiza-
tion problem tackled by the authors of Rifle in (Tan et al. (2018)) is maxgceo, R.(0; Z).

A simulated annealing solution to this problem consists in simulating a non-homogeneous

IFor the absolute constant in this thesis, we are referring to a constant that doesn’t depend on
parameters. For example, here we are saying that cy doesn’t depend on parameters p, n, s.
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Markov chain with sequence of transition kernels { My, k > 1}, such that M, has
invariant distribution II;,. As o, — oo, the distribution II;, puts most of its proba-
bility mass around the global modes of R,,, and the resulting Markov chain behaves
similarly (under appropriate conditions). There are several limitations to simulated
annealing in this particular setting. First, the set O, is a union of a large number of
subsets with varying dimensions. Therefore, sampling from II;, is actually non-trivial
— even using MCMC. Second, the convergence of simulated annealing is known to
be highly dependent on the choice of the sequence {o¢,, k > 1}. Our approach cir-
cumvents the first issue by working with a relaxation of ©;, using the spike-and-slab
prior. We circumvent the second issue by tuning oy, = 0, (see details below), in such
a way that the fluctuations in the resulting distribution II,, matches the statistical

uncertainty of the underlying CCA problem.

2.2.3 Rate of convergence

Although the Rayleigh quotient R, (+;Z) may possess multiple local modes, we show
in this section that most of the probability mass of the quasi-posterior distribution
I1(-|Z) are located around {+6,}. For M, N € R?*? we define

def def def
(M,N)g = Tr(M*N), ||M|lr = /(M, M)z, and | Ml = sup | Mul|2.

u€RY: |jull2=1
For J C [1:¢] of {1,...,q}, let M;; denote the submatrix (M;;); jes. Given k > 1,
we let

Amin(M, k) dof min u"Mu, and Amax(M, k) def max u" Mu.

u€RY: ||ufl2=1,]lullo<k u€RY: ||lull2=1,[ullo<k
Given an integer o > 1, we set

def
)\,(T?‘a)X(M, s) = max max (M, A).
JC[1:q]: [[Jllo=s Aersxs: |A|g=1
Rank(A)<a
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We note that )\.(#e),x(M, k) = Amax(M, k). We first make the following basic assumption

without which the sparse CCA problem would not be well defined.

H2. (X",Y") ~ f with positive definite covariance matrices ¥, ¥,, and X, and a
principal canonical vector pair 0, = (v, ,vy,)", (04|la = 1) with density level s, o

|04]l0- Furthermore, the difference between the largest and second largest eigenvalue

of S def p-1/2yp-1/2 (denoted by gap), is positive.

Our main assumption on the data generation process is the following.

H3. ZY {(XT, Y . (X2, Y, ds a sequence of n i.i.d. random variables from

f, and we choose the integer s > s, such that:

1. for some absolute constants 0 < k < K,

min (/\min(im s+ S*)a )\min(iya s+ 5*)7 /\min(iv s+ S*)) Z K,

max </\max(ix, S+ 5, Amax(Dys 5+ 52), Amax(2, 5 + s*)> < E.

2. for some constant ry (depending possibly on n,p),

A

max (Aggx(iz — Y s+5), A2 (B, -5, 5+5,), A2 (2% 5+ s*)) <r.

max
Theorem 1. Assume HI1-HS3, and choose u > 1 such that p*~!' > 2, and p* >
s, exp(1l). Set
edf L (2.10)
gap
There exists some absolute constant Cy that depends only on k and R, such that the
following holds. For all M > Cy such that

iip632%@2<%+1NW+Dbg@V@wm% (2.11)

where ¢y is some absolute constant that depends only on k and K, we have

0567
II( (6. 0): ||—=
((’ ) | 16513 i

2Throughout this work, the density level of a vector refers to the proportion of its non-zero
elements.

2 2

M2 (k)2
> Me|Z) < ¢ s (&) onrt

— 0,07
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Proof. See Section A.1 in supplementary material. n

2 /N2
Since the term 2¢ % (7) “*'% is much smaller than p~ 7% (under (2.11)), the main

conclusion of the theorem is that the posterior II(-|Z) contracts around 6,6} at the

rate at least Me. Furthermore, setting

o 0,07
pd:f/ % T1(ds, d0|2),
AgXRP “95”2

the result implies that P (as a frequentist estimator) estimates 6,0 at the rate Me.

Indeed, we have

S /
F AgxRP

We note that Theorem 1 applies only to a given dataset Z that satisfies H3. In the

0507

M2 (E\2 o
o I1(d5, d6|Z) < Me + 2¢ 5 () ™. (2.12)
Jli2

F

|P-o.0r — 0.0

particular case where X, >, and X are covariances matrices, we show in Proposition

2 below that if Z < {(XT, )", .., (X),Y,")"} is a sequence of n iid. random

variables from a sub-Gaussian distribution f, then H3 holds with high probability.

Furthermore r; = Co4/(s + s,) log(p)/n. In that case the condition in (2.11) becomes

gjg;p (%)2 Cs (%) (s + s4)log(p) > (sx + 1)(u+ 1) log (p V (coon)),

which is easily satisfied when the scaling parameter o, satisfies n = O(0,,), as n — oco.

In this case the convergence rate of P towards 0,07 is

L [ los) 213

g n

which achieves the minimax rate of the CCA problem, as derived in (Gao et al.
(2015)), by taking s as some constant multiple of s,. Further increasing o, has no
impact on this rate, but of course, makes the MCMC computation more challenging.

This suggests the choice o, x n.
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Remark 2.2.1. The discussion so far has focused on estimating the projector 6,07 .
If the vector 0, itself is needed, we are able to construct an estimator of 6, from the
projector estimator P. Specifically, let v1(73) denote the leading eigenvector of 7/5,
then from the Davis-Kahan theorem (see e.g., (Vershynin, 2018, Theorem 4.5.5)), we

have
min ([[on(P) = Oulla, [01(P) +0.]l2) < 22| — 0,65 < 2%2P — 0,60, (2.14)
and ||P — 0,07 ||¢ can be bounded as in (2.12)

On Assumption H3

It is well-known that Assumption H3-(1) holds true in the particular case of covari-
ance matrices of sub-Gaussian random vectors, provided that the sample size satisfies
n > co(s + s.)log(p), for some absolute constant c¢q. See for instance Raskutti et al.
(2010) Theorem 1, or Gao et al. (2017) Lemma 6.5 for the Gaussian case, and Rudel-
son and Zhou (2013) Theorem 3.2 for more general sub-Gaussian distributions. Under
roughly the same sample size conditions, H3-(2) is also known to hold as we show

below.

Proposition 2. Suppose that Z; o (X[, Y,")T are i.i.d. random vectors from a mean-
zero sub-Gaussian distribution f, with sub-Gaussian norm K % sup{|| (Z,u) ||, u €
RP, ||ulls = 1}, where || - ||y, refers to the sub-Gaussian norm of a random variable.
LetY, =n 'S0 X, XF, 8, =n 'S ViV, and ¥ =0~ SO0, Z:ZF. There exist
absolute constants co, C' > 1, such that for all 1 < s < p, and all n > 4cyslog(p),

max <)‘£r?a)x<iw — g, S)v )‘ﬁr?éa)x(iy - Zyv S)v )‘gr?éa)x(2 - X, S))
9 coaes log(p)
< CK* Amax(Z, )\ | ————,
n

with probability 1 — 2p~(c0—1)s,

Proof. See Section A.2 in supplementary material. n
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2.3 Computation using Markov Chain Monte Carlo

As shown in Section 2.2.3, by re-scaling (annealing) the Rayleigh quotient function,
we have created a posterior distribution II(:|Z) that puts most of its probability
mass around its global mode (located near {£6,}). However, the annealing also
significant decreases the accessibility of the global starting from the local modes. To
effectively deal with this configuration, we propose a Markov Chain Monte Carlo
sampling strategy based on simulated tempering (Geyer and Thompson (1995); Liu
(2008)). Given K temperatures 1 = t; < ty < ... < tg, and K positive weights
1, ..., cx, we introduce an extended distribution on X LA XRP x {1,..., K}, which

18

16,06, 12) o - exp (218l — 216515 = 2210 - 6513 + TR, 05:2) ) .
(2.15)
We recover the distribution (2.8) as the conditional distribution of (4, 0) given k = 1
in (2.15). To sample from (2.15), we use a simulated tempering Metropolis-Hastings-
within-Gibbs strategy that is described in the supplementary material (Section A.3).
The algorithm is very fast and scales well with the dimension p, and iteration k of
the algorithm has computational cost O(pl|0*)]|2).
Algorithm 2 generates a Markov chain {X® | ¢ > 0}, where X®) = (6®) ® £®)) ¢
X that is phi-irreducible aperiodic with invariant distribution given by (2.15). The
pairs (6(),0®) at times ¢ where {k(®) = 1} then give the desired approximate samples

from TI(-|Z) We investigate the mixing of the algorithm below.

2.3.1 Mixing times

At least empirically, simulated tempering is well-known to improve mixing when
dealing with multimodal distributions (Geyer and Thompson (1995); Liu (2008)).

However, rigorous results are far less well-established. Using a Markov kernel decom-
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position approach, (Woodard et al. (2009)) gives a lower bound on the spectral gap
of simulated tempering in terms of the spectral gaps of the component kernels and
the so-called projection kernel. However, applying their result to a specific problem
remains non-trivial. Furthermore, their lower bound decays exponentially fast in the
number of components in the partition, which clearly limits its relevance in our set-
ting. Using a similar Markov kernel decomposition technique, (Ge et al. (2018)) has
a more explicit upper bound on the mixing time of simulated tempering. However
their result applies to a different algorithm than the one considered here, and they
consider a specific form of the target distribution that does not include (2.15).

Given the lack of theoretical mixing time analysis of simulated tempering, we take
a more empirical approach based on the unbiased Markov Chain Monte Carlo frame-
work in (Biswas et al. (2019); Jacob et al. (2017)). Let {X® ¢ > 0} be the Markov
chain generated by our simulated tempering algorithm, where X® = (§® () k®) ¢
X. Let P denote its transition kernel (which is described in Section A.4 in the sup-
plementary material). Following Jacob et al. (2017), we construct a coupling P of P
with itself: that is, a transition kernel on X x X such that P((z,y), A x X) = P(x, A),
P((z,y),X x B) = P(y, B), for all z,y € X, and all measurable sets A, B. Further-
more, P((z,z),X x X) =1 for all z € X. The construction of the Markov kernel P is
described in Section A.4 in the supplementary material.

The crucial point of the method is that the coupling P is not a theoretical construc-
tion: we actually implement P to simulate a bivariate Markov chain {(X;,Y;_), t >
L} for some lag L > 1, such that both {X;, ¢ > 0} and {Y;, t > 0} are the
same copy of our simulated tempering sampler. Specifically, given the lag L > 1,
we first draw X© ~ TI© and YO ~ T where 1) is the initial distribution

as given in the initialization step of Algorithm 2. Next, for 1 < ¢t < L, we draw
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Xt‘<X0,}/E),X1,X2, R 7Xt71> ~ P(thl, ) Then for ¢ > L, we draw

(Xt7 K*L)l {(thla K*L*l)a sty (XL7 )/b)a XLfla cee 7X0} ~ P ((thlv )/;ffol)a ) .

In other words, at each time ¢t > L we attempt to couple the two chains while

maintaining the correct marginals. We define 7 & inf {t>L: X;=Y; 1}, and

have the following:

Proposition 3. Let {X® ¢t > 0} be the Markov chain generated by the simulated
tempering algorithm, and let IV denote the distribution of X®. For all t > 0, we

_ _ (L) 1, —¢
I — 1l <E [max (0, [%D} : (2.16)

Proof. See Section A.4.1. m

have

This inequality implies that by simulating multiple copies of the bivariate chain,
and approximating the expectation in (2.16) by Monte Carlo, we can actually esti-
mate the mixing time of our algorithm. This gives us the possibility to investigate

empirically the mixing time of our sampler with some theoretical guarantees.

2.4 Numerical studies

We perform extensive numerical tests on our proposed approach. First we investigate
the mixing time of the simulated tempering algorithm in connection to the CCA
computational barrier conjectured by (Gao et al. (2017)). And we take a closer look
at the mixing times as the dimension p increases. Then we perform a simulation
study that compares our approach to the frequentist methods Rifle in Tan et al.
(2018) and mixedCCA in Yoon et al. (2018). We investigate the behavior of these
methods in two settings: (i) continuous datasets, where we use sample covariance

matrix estimator and (ii) mixed datasets, where we use Kendall’s-tau-based estimator
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as proposed in Yoon et al. (2018). The Python codes for our method is available from

https://github.com/rachelwho/Sparse-CCA.

2.4.1 Simulated data generation

We simulate the datasets using the following model from Tan et al. (2018). Specif-
ically, we let p, = p, = p/2, and consider two (p/2)-dimensional random vectors X

and Y with joint distribution (X,Y) ~ N(0,X). Here we let

DD IIDY
oy 2y VR Vs /U, By Uy

where 0 < Ay < 1 is the largest generalized eigenvalue, and v,, and v,, are the princi-

pal canonical vectors. The structures of ¥, and X, vary across different experimental
settings, and will be described in the subsequent sections. Clearly, (Vg vy.) is the
maximizer of the Rayleigh quotient in (2.4), and A; is the maximum value. Then we

generate n samples Z = {(z@, ¢y}, from N(0, X).

2.4.2 Empirical studies of our algorithm

On sparse CCA computational barrier

It was conjectured by (Gao et al. (2017)) that it is not possible to solve the sparse CCA
problem in polynomial time at the statistical rate € obtained in (2.13), in the data
regime n = o(s2log(p)). The authors made a compelling argument for this conjecture
by showing that any such estimator for the sparse CCA can be used to solve the
planted clique problem in a regime where it is widely believed to be computationally
intractable. Since our estimator achieves the rate e under the weaker condition n >
Cosy log(p), we have the opportunity to test empirically this conjecture.

In our simulation, we let 3, € R®/2x(®/2) and 2y € R®/2x(®/2) share the same
structure, namely, a block diagonal matrix with five blocks, each of dimension p/10 x

p/10, where the (j,7')-th element of each block takes value 0.8V, We let A\, =


https://github.com/rachelwho/Sparse-CCA
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0.9, (Vaw); = (vye); = 1/3V/3 for j € {1,6,11}, and (vix); = (vye); = 0 otherwise.
Therefore, the true density level s, = 6. For each p € {500, 2000, 5000}, we generate
data from the model described in Section 2.4.1 with two values of the sample size
n, namely [s15log(p)] and [s25log(p)]. We use the sample covariance matrices as
estimators of ¥, 3, and ¥, and set the scaling parameter ¢,, = 2n to construct the
extended posterior distribution IT in (2.15). We sample from II using Algorithm 3,
with the set of temperatures {1,1/0.9,1/0.8,1/0.7}. Since in this particular data
model, the largest value of the (population) Rayleigh quotient is A; = 0.9, proximity
of the sample Rayleigh quotient R, (-;Z) to A; along the MCMC iterations is a good
empirical measure of mixing.

We run each MCMC sampler for N = 10,000 iterations, repeated 30 times (each
time with a newly generated dataset). At each iteration time, we average the values
of R,(+;Z) across the 30 repetitions. Fig. 2-1 shows the plot of the averaged sample
Rayleigh quotient along iterations. The difference in behavior is striking. We clearly
see that for all values of p, the sample Rayleigh quotient R,(-;Z) corresponding to
n = [s>%log(p)]| quickly converges to the population Rayleigh quotient A\; = 0.9,
whereas the one corresponding to n = s log(p)] fails to converge even after 10,000
iterations. This suggests that the condition n > Cys?log(p) is indeed needed for the
simulated tempering sampler to mix well, which appears to confirm the conjecture

by (Gao et al. (2017)).

Empirical mixing time of Algorithm 2

We investigate more carefully the mixing time of Algorithm 2 as a function of the
dimension p, using the coupled chain approach of (Biswas et al. (2019); Jacob et al.
(2017)) as described in Section 2.3.1. We focus on a data-rich setting where the sam-

ple size n = p/2. Now, let us describe the implementation details. We let X,, ¥,
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Figure 2-1: Estimated canonical correlation along the MCMC itera-
tions, averaged over 30 data repetitions for different values of dimension
p and sample size n.

Uz and vy, all have the same structures as in Section 2.4.2 and set \; = 0.9. We
generate datasets from the model in Section 2.4.1 for each p € {100,200, ...,5000},
with sample size n = p/2. The extended posterior distribution II in (2.15) is con-
structed in the same way as in Section 2.4.2, except with the set of temperatures
{1,1/0.9,1/0.8,1/0.7,1/0.6}. We set the lag L = p and the maximum iterations
N = 10p + 1000. For each value of p, we repeat the simulation 50 times to estimate
the distribution of the meeting time 7(%) of the chain. More precisely, using € = 0.1,
we estimate the mixing time of the chain as the first iteration ¢ for which the Monte
Carlo estimate of the right hand side of (2.16) is less than €. Fig. 2-2 below shows the
plot of the mean of meeting times and the estimated mixing times as functions of p.
The results suggest that Algorithm 3 has a mixing time that scales roughly linearly
in the dimension p.

Remark 2.4.1. As far as we know, the existing literature on simulated tempering
gives only general guidelines on choosing the temperatures (Geyer and Thompson
(1995); Atchadé et al. (2011)). The implementation of these guidelines for choosing
the temperature scaling remains non-trivial, and may require further adaptive MCMC
methods (Miasojedow et al. (2013)). In our case, the Rayleigh quotient responds
well to temperature tuning, and in particular does not require high temperatures to

miz well. As a result, we have chosen not to further explore these more complicated
scaling.
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Figure 2-2: The mean of meeting times versus the estimated mixing
times. The estimated mixing times are with respect to the total varia-
tion distance 0.1.

2.4.3 Comparison with other methods

We compare our method to two other methods, namely Rifle in Tan et al. (2018) and
mixedCCA in Yoon et al. (2018). We investigate the behaviors of these methods in two
settings. In the first setting, we use continuous datasets and compare our method
with both Rifle and mixedCCA. In the second setting, we use mixed datasets and
compare our method with mixedCCA (since Rifle is only designed for the continuous

datasets).

Description of Rifle and mixedCCA

Before presenting our experimental results, let us briefly describe the other two meth-
ods, namely Rifle and mixedCCA. Rifle is a two-stage algorithm, where in the first
stage, it (approximately) solves a convex relaxation of the problem in (2.1) in matrix
variable. Next, the leading singular vectors of the output matrix are refined in the
second stage using gradient ascent on the Rayleigh quotient R, (+;Z), and then trun-

cated such that only the m entries with the largest absolute values are kept (and the
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remaining entries are set to zero). Here m is a user-specified parameter that indicates
the desired sparsity level of the estimated principle canonical vectors (v, v,) — simi-
lar to s above. Note that since the first stage involves solving a matrix optimization
problem, its computational time is typically much higher than that of the second
stage. In a different approach, mixedCCA proposes a novel and robust estimator 3 for
the covariance matrix Y, namely the Kendall’s-tau-based estimator, and estimates
the canonical vectors (v,,v,) by solving the following convex problem:

max vl S0, — Ml[valli — Aefloy i, st IS0, <1, vl S0, < 1 (2.17)

Vg, Vy

where \; and A\, are positive regularization parameters that need to be selected.

Continuous datasets

We randomly generate 100 continuous datasets using the model in Section 2.4.1,
with the covariance matrices Y, and X, constructed in a similar way to Yoon et al.
(2018). Specifically, we set the sample size n = 200 and the dimension p = 500,
and let >, and X, have the same structure, namely a block-diagonal matrix with five
blocks of dimensions {dy, ..., ds}, respectively, and the (j, j')-th element of each block
takes value 0.79=91. We set {d,, ..., ds} = {25, 50,83, 50,42} for ¥, and {d,, ..., ds} =
{83,50,62,31,24} for 3,. In addition, we let v,, and v,, have the same structures as
in Section 2.4.2 (so that the true sparsity s, = 6), and set \; = 0.8. In constructing
the Rayleigh quotient R, (;Z), we use the sample covariance matrices as estimators
of ¥, ¥y and X,

In Algorithm 3, we let the set of temperatures be {1,1/0.9,1/0.8,1/0.7,1/0.6},
and only record the iterations corresponding to temperature 1. For comparison,
we use the implementation of Rifle in the R package rifle, and set the parameter

m = 2s, = 12, namely, m is twice as large as the true density level s,. Also, we
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use the implementation of mixedcca in the R package mixedCCA, where A\; and A\, are
selected using two criteria, namely BIC1 and BIC2. For this reason, we shall call the
resulting algorithms mixedCCA-BIC1 and mixedCCA-BIC2, respectively. All the other
parameters in Rifle and mixedCCA are set to the default values in the R packages.
Both our algorithm and mixedCCA use the starting point found in the R package of
mixedCCA. The outputs of all the algorithms are normalized to have unit Euclidean
norms. We measure the quality of the estimated principle canonical vectors v, and
vy by the squared-l, distance to the true canonical vectors v,, and v,,, respectively.

Specifically, we have
def .
error(v,) = min (||Jv, — Va5 vz + vx*||§) , (2.18)

and error(v,) is defined similarly. We also measure the quality of variable selection
by the estimated v, and v, through computing the true-positive rate (TPR) and
true-negative rate (TNR). For v,, its TPR and TNR are defined as

e 2 (Vg)j 07 xx)j 0 e = a:’zov ex)j = 0
TPR(U:E) d:f |{j (U )J 7é (U )] 7£ }| and TNR(U:E) (Lf ’{j (U )J ('U )] }|

{7+ (vaw); # 0} B i« (ven); =0} 7
(2.19)

respectively. For v,, TPR(v,) and TNR(v,) are defined similarly. In the following, we
will measure the quality of the estimated v, and v, using all three metrics above, i.e.,
error, TPR and TNR.

For each algorithm, we plot the quality of the estimated v, and v, averaged across
the 100 datasets generated above, and the results are shown in Figure 2-3. Note
that for Rifle, we only plot its second stage, which has a better starting point as
compared to the other two algorithms, since it makes use of the output computed
in its first stage. Our algorithm (Simulated tempering), not only outperforms Rifle

in terms of the quality of estimated v, and v, (across all the three metrics), but
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also enjoys much shorter running time. Indeed, our algorithm takes an average of 33
seconds (amounting to 200 iterations) to converge, whereas Rifle takes 280 seconds
to complete its first stage, and about 4 seconds for running 1,000 iterations at its
second stage. mixedCCA has better computational cost than ours — it takes about
7.2 seconds (amounting to 4 iterations) to converge. However, the quality of estimated
v, and v, from our algorithm is better, and the advantage is especially significant in

terms of error and TPR.

Mixed datasets

We randomly generate 100 mixed datasets in a similar way as in Section 2.4.3, except
with an additional truncation step on the random vector Y. Specifically, we set the
sample size n = 150 and the dimension p = 200, and let X, and ¥, each have five
diagonal blocks of dimensions {dy, ...,ds}, respectively, and the (j, j')-th element of
each block takes value 0.7V-7'1. We set {dy,...,ds} = {10,20,33,20,17} for ¥, and
{dy,....,d5} = {33,20,25,12,10} for 3,. In addition, we let v,, and v, have the
same structures as in Section 2.4.2 (so that the true density level s, = 6), and set
A1 = 0.8. Let truc(; C) be the (elementwise) truncation operator at level C' > 0, such
that given any vector y, truc(y;C); = y; if y; > C and truc(y; C); = C otherwise.
Then, for each dataset, we generate n samples from (X, truc(Y; C)), where (X,Y) ~
N(0,%). Regarding the estimators of ¥,, ¥,, and X,,, we will use Kendall’s-tau-
based estimators as in Yoon et al. (2018), which are stabler than sample covariance
matrices for truncated data.

We run Algorithm 3 for N = 10,000 iterations with the set of temperatures
{1,1/0.9,
1/0.8,1/0.7,1/0.6}, and we use the output of last iteration as the estimator. We
compare our algorithm with both mixedCCA-BIC1 and mixedCCA-BIC2 in the same

fashion as in Section 2.4.3. The averaged results of these algorithms (as measured
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Figure 2-3: Comparison of the quality of estimated v, and v, by all

the algorithms in terms of (a) squared-ly error (error), (b) TPR and (c)
TNR. The results are averaged over 100 continuous datasets. The per-
formances of mixedCCA-BIC1 and mixedCCA-BIC2 are indistinguishable
on plots (a) and (b).
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error Uy Uy

C' (Truncation level) -2 -1 0 -2 -1 0

Simulated tempering | 0.35 (0.00) [0.39 (0.01)|0.70 (0.01)[0.41 (0.60)]0.45 (0.65) [0.78 (0.76)

MixedCCA-BICT _ |0.64 (0.74) [0.57 (0.70) [ 0.86 (0.79) |0.66 (0.73)0.63 (0.74) | 0.97 (0.74)

MixedCCA-BIC2 0.48 (0.67)]0.48 (0.66)[0.73 (0.72)]0.48 (0.64) | 0.52 (0.67) [0.83 (0.71)
(a) error

TPR v %

C (Truncation level) -2 -1 0 2 -1 0

Stlated tempering | 0.85 (0.30) [0.83 (0.33)[0.67 (0.39) | 0.85 (0.30) | 0.83 (0.33) | 0.67 (0.30)

MixedCCA-BICT _ [0.71 (0.41) [0.74 (0.39) [0.60 (0.43) [0.71 (0.41) | 0.74 (0.39) [0.60 (0.43)

MixedCCA-BIC2  [0.82 (0.37) | 0.82 (0.30)0.75 (0.38) |0.83 (0.35) | 0.81 (0.36)]0.71 (0.39)
(b) TPR

TNR Uy Uy

C (Truncation level) -2 -1 0 -2 -1 0

Stmulated tempering |0.99 (0.01) |0.99 (0.02) [0.08 (0.02) |0.99 (0.01) |0.99 (0.02) |0.98 (0.02)

MixedCCA-BICT __ [0.98 (0.01)|0.98 (0.01)]0.98 (0.02) |0.98 (0.01)|0.98 (0.01)]0.98 (0.02)

MixedCCA-BICZ [0.07 (0.03) [0.07 (0.03) ] 0.93 (0.09) |0.07 (0.02) | 0.07 (0.03) | 0.93 (0.09)
(¢) TNR

Table 2.1: Mean (and standard deviation) of error, TPR and TNR of
our method and mixedCCA for different values of truncation level C.

by error, TPR and TNR) over the 100 mixed datasets generated above are shown in
Table 2.1. We can see from Table 2.1 that our approach outperforms the other two
methods in terms of both error and TNR, and the advantage is particularly significant
in terms of error. In terms of TPR, our algorithm is much superior to mixedCCA-BICL.
In addition, its performance is comparable to that of mixed CCA-BIC2 — specifically, it
has slightly better performance when the truncation level C' = —2 or —1 and slightly

worse performance when C' = 0.

2.5 Principal canonical correlation of clinical and proteomic

data in Covid-19 patients

Covid-19 is an infectious disease that is rapidly sweeping through the world. The
disease is caused by a severe acute respiratory syndrome coronavirus (SARS-CoV-2).
There is currently an intense global effort to better understand the virus and find

cures and vaccines. We use our methodology to re-analysis a data set produced by
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Shen et al. (2020) that aims to identify biomarkers for early detection of severely ill
Covid-19 patients®. To that end, the study enrolled 86 patients (some non-Covid-19
patients, and among the Covid-19 patients, some that developed mild symptoms,
and some that became severely ill). The exact protocol for recruiting these patients
is unclear. For each patient they measured three (3) physical characteristics (sex,
age, and body mass index), twelve (12) clinical variables as routinely measured from
blood samples (white blood cells count, lymphocytes count, C-reactive protein, etc...).
Furthermore, the serum of each patient is analyzed by liquid mass spectrometry-based
proteomics to quantify their proteome and metabolome. In Shen et al. (2020), the
data is used to build a statistical model to predict whether or not a Covid-19 patient
will progress to a severe state of illness. The dataset of Shen et al. (2020) is freely
available from the journal website.

We use canonical correlation analysis to re-analyze the data. A common working
assumption is that SARS-CoV-2 induces patterns of molecular changes that can be
detected in the sera of patients. Canonical correlation analysis may help identify these
patterns. To do this we focus on the proteomic data, and we estimate the principal
sparse canonical correlation between the physical and clinical variables on one hand
and the proteomic variables on the other. See for instance Rousu et al. (2013) for a
similar analysis on tuberculosis and malaria.

We pre-process the data by removing all the proteins for which 50% or more
values are missing, leading to a total of p, = 513 proteins, and p, = 16 clinical
and physical variables. The sample size n = 86. Liquid mass spectrometry-based
proteomics typically produces a large quantity of missing values (Karpievitch et al.
(2010); O’Brien et al. (2018)). We make the assumption here that the missing values

are driven mainly by detection limit truncation (Karpievitch et al. (2010)). We apply

3For reasons that are still poorly understood, about 80% of patients infected by SARS-CoV-2
experience mild to no symptoms, whereas in about 20% of the cases, patients become severely ill.
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both our algorithm and mixedCCA to this problem, with the same parameter setting as
in the simulation test on the mixed datasets (cf. Section 2.4.3). We run our algorithm
for N = 10, 000 iterations. Since we do not know the true canonical pair, we will focus
on the estimated canonical correlation to measure the performance of two algorithms.
In terms of the estimated canonical correlation, both our algorithm and mixed CCA
takes less than 1 second to converge.

Our estimate of the principal canonical vectors of first dataset (v,,) has only one
selected component (corresponding to C-reactive protein — CRP) with estimated in-
clusion probability of I1(0; = 1|Z) = 0.99. All other physical and clinical variables
have inclusion probabilities smaller than 0.1. We found also that the principal canon-
ical vectors of the proteomic data is also driven by a single protein (P02763, also
known as Alpha-1-acid glycoprotein 1 or AGP 1), with estimated inclusion probabil-
ity of I1(6; = 1|Z) = 0.89. All other proteins have inclusion probability smaller than
0.1. Fig. 2-4 shows the traceplot of the estimated canonical correlation p between
the two data set, as well as the boxplot and autocorrelation function of the MCMC
output (after burning in 3/4 of iterations) of the coefficients of CRP and AGP 1 in
the quasi-posterior distribution. The fast decay of the autocorrelation functions show
a good mixing of the MCMC sampler.

MixedCCA also selects CRP for the clinical dataset and AGP 1 for the pro-
teomic dataset, but both BIC1 and BIC2 criterion select many other variables.
mixed CCA-BIC1 also selects glucose for clinical dataset and 3 other variables for the
proteomic dataset, with estimated canonical correlation 0.90. mixedCCA-BIC1 selects
8 other variables for clinical dataset and 3 additional variables for the proteomic
dataset with estimated canonical correlation 0.93. Although the estimated canonical
correlation of mixedCCA is larger than the estimated canonical correlation (0.80) in

our algorithm, the highly sparse nature of the estimated canonical vectors estimated
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from our method is striking.

Several studies have observed the predictive power of C-reative protein (CRP) in
the progression of Covid-19 into a severe illness (see for instance Sahu et al. (2020) for
a meta-analysis). This suggests that the correlation detected in our analysis between
the two datasets is indeed driven by the progression of Covid-19 into a severe illness.
Therefore, our analysis suggests that protein AGP 1 may also be playing an important
role in the progression of Covid-19 into a severe illness. In Fig. 2.5, we present the
boxplot of CRP and AGP 1 by group of patients. We can see that severe covid
patients will have higher value of CRP and AGP 1, compared to non-covid and non-
severe patients. We learn from Uniprot?, that AGP 1 functions as transport protein in
the blood stream, and appears to function in modulating the activity of the immune
system during the acute-phase reaction. Furthermore, AGP 1 appears on the list of
differentially expressed proteins in the sera of severely ill Covid-19 patients designed
by Shen et al. (2020), and also appeared in the literature as playing a role in the

immune system’s response to malaria (Friedman (1983)).

d correlation _A rlation of CRP Boxplot of CRP Autocorrlation of AGP 1 Boxplot of AGP 1
=
5
0
5
AGP 1
Figure 2-4: From left to right: The first plot is the trace plot of esti-
mated canonical correlation; The second and third plot is the autocor-
relation and boxplot of the coefficient of CRP from MCMC output; The

fourth and fifth plot is the autocorrelation and boxplot of the coefficient
of AGP 1 from MCMC output.

4https://www.uniprot.org
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Figure 2-5: Boxplots of (a) CRP and (b) AGP 1 by group of patients.

2.6 Conclusion

In this work, we have developed a minimax optimal estimation procedure for sparse
canonical correlation analysis using a quasi-Bayesian framework. Our method can be
further extended to capture more than one canonical vector, either by deflation, or
by reformulating the problem as a higher dimensional canonical correlation analysis
estimation problem as in Tan et al. (2018). Furthermore, one can straightforwardly
extend our method to solve other generalized eigenvalue problems that arise in other
statistical problems, as for instance in Fisher discriminant analysis. At a higher level,
the method developed in this work can be viewed as a more statistical implementa-
tion of simulated annealing for optimization under sparsity constraints. As such, it
can be applied more widely to solve non-convex optimization problems with sparsity

constraints.



Chapter 3

A statistical perspective on algorithm

unrolling models for inverse problems

3.1 Introduction

Inverse problems are common problems in science and engineering where one seeks
information on a latent variable of interest, given some related observation. We
consider an inverse problem with a latent quantity of interest x € R% that is related

to the observed variable y € R% through the so-called forward statistical model
y | x ~e /My, (3.1)

for some function f(-|x) : R% — R. Throughout this chapter, unless otherwise
stated, all model densities are defined with respect to the corresponding Lebesgue
measure. Although the function f is unknown in general, we focus in this work on
inverse problems for which the forward model is well-understood and f is known.
This is the case with many inverse problems in imaging. An important special case
in the applications is the Gaussian linear model corresponding (up to an additive

constant that we ignore) to

Flyx) = oglly — Ax 3.2

with known parameters v > 0, and A € R%*% _ When the inverse problem is ill-posed,

prior knowledge is fundamental for good recovery of x. For example in the linear

32
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regression model (3.2), it is well-known that without any additional assumption, the
minimax optimal rate in the estimation of x is of order \/m . However this rate can
be improved if x is known to possess some additional features such as smoothness
or sparsity. A Bayesian perspective is particularly simple. If py denotes a prior
distribution that encodes the prior information available on x, then x is inferred

using its posterior distribution
o (dx[y) o< prg(dx)e /P, (3.3)

Inverse problems have a long history in statistics and applied mathematics, and the
posterior distribution in (3.3) as well as related penalized estimators are the backbone
of rigorous inference Bissantz et al. (2007); Stuart (2010); Knapik et al. (2011); Blan-
chard and Miicke (2018); Rastogi et al. (2020). When valid information are available
on x and appropriately encoded in pi, the posterior distribution m,, can enjoy better
statistical properties than say, the minimizer of x — f(y|x). However, finding such

good prior distributions is often very challenging in many applications.

3.1.1 Learning to solve inverse problems

In a growing number of settings, particular in image restoration tasks, researchers
have access to datasets in which the latent variable x and the related observation y
are both observed. Indeed such datasets can often be simulated in settings where f
is known. Hence, suppose that we have a dataset D = {(x;,y:), 1 < i < n} of i.i.d.
samples, such that for 1 <i <n,

1
x; ~ 1, and y;|x; ~ e fOX)dy and where p(dx) = —e *¥dx, (3.4)
Cu

for some function R : R% — R, and a normalizing constant c¢,. Hence under (3.4),

1 is the marginal distribution of the latent variables. The conditional distribution of
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x; given y; is then given by

m(dx[y;) o< exp (=R (x) — f(yilx)) dx,

and its modal value is given by the function g : R% — R% with

g(y) & Argmin [f(y|x) + R(x)]. (3.5)

x€ERdx

We will assume below that g(y) is uniquely defined. We stress again that the distri-
bution p in (3.4) is not a prior distribution of x as selected by the researcher, but the
actual marginal distribution of x unknown to the researcher. Hence ¢g and 7 (-|y) and
typically unknown. In fact, one of the key challenges in inverse problems is building
a prior distribution pg that is as close as possible to p so that the resulting poste-
rior distribution as given in (3.3) approximates well the corresponding conditional
distribution.

In keeping with the assumption that x possesses additional structures, in many
inverse problems the support of the marginal distribution p lays in a much smaller (but
unknown) subspace of R%. As a result of such marginal distribution concentration,
it is often the case that the conditional distribution of x given y is also tightly

concentrated around ¢(y), in the sense that
x; = g(y:) + &, where E(§; |y;) =0, 1 <i<n. (3.6)

The representation (3.6) makes clear that in such settings where we have an informa-
tive (but unknown) marginal distribution, and given a dataset D, one can learn the
function g by regressing x on y. In other words, we can learn to solve directly the
inverse problem by regression using the dataset D. The approach has become pop-
ular in computational imaging (Burger et al. (2012); Xie et al. (2012); Lucas et al.
(2018); Yang et al. (2016); Ravishankar et al. (2017); Aggarwal et al. (2017); Chun
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and Fessler (2018); Zhang et al. (2017); Liu et al. (2019); Li et al. (2020)). A re-
markable contribution of this literature is a number of specific deep neural network
architectures generally called algorithm unrolling networks that leverage the structure
of the forward model (Gregor and LeCun (2010); Sreter and Giryes (2018); Sulam
et al. (2020); Tolooshams et al. (2020)), see also the reviews (Ongie et al. (2020);
Shlezinger et al. (2021); Monga et al. (2021)).

However a fundamental question that has not been addressed in the literature
so far is how well one can estimate the function g using these unrolling-based deep

neural network architectures.

3.1.2 Main contributions

To address this problem, and assuming that the data generating process (3.6) holds,

we consider the nonparametric regression model

x;=gw(y:) +€, i=1,...,n, (3.7)

. . iid. . .
with regression errors €; ~  N(0,021,,), for some positive variance parameter o

2
taken as known for simplicity, and for a function class {gw, W € W}, where
gw @ R% — R% is a gradient descent neural network (GDN) function obtained
by unrolling D’ times a parametrized proximal gradient descent algorithm for solv-
ing (3.5). We give precise definition below. The architecture thus makes explicit
use of the forward map f. We develop a sparse Bayesian framework for estimating
(3.7) using a spike-and-slab prior distribution on the parameter W, and we analyze
the statistical performance of the resulting estimator of g. We focus on the setting

where the function R is convex, but not necessarily differentiable. Under some addi-

tional regularity conditions, and ignoring logarithmic terms, we show that GDN for
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estimating g achieves the statistical error rate
Cl (D/) X nfﬁ,

for some constant C;(D’) that depends on the unrolling depth D', but also on the in-
put dimensions d, d,. Keeping dimensions and the number of unrolling D’ fixed, the
result implies for example that when d, > d,, the GDN architecture, by making ex-
plicit use of the forward model, achieves a better rate than the minimax rate anfﬁ
for estimating g : R% — R% viewed as a Lipschitz function. We note however that
these constants C(D"), Cy can depend poorly! on the dimensions d,, d,,.

The convergence rate of the estimator can be faster than the aforementioned
rate. Indeed, we also show that when the proximal map of R is simple and can be
well-approximated by a simple neural network function, then the GDN architecture
achieves a faster statistical rate. For instance, if p is as in (3.17) below, a common
assumption in image restoration tasks, then ignoring log terms, our result shows
that GDN achieves the parametric rate Cs x D’/+/n, for some dimension-dependent
constant Cjs.

One of the practical challenges in building a GDN is the lack of theoretical guide-
lines in the choice of the depth D’. An offshoot of our theoretical analysis is the
derivation that the best performance of GDN is achieved by scaling the network
de